Vectors, Matrices, and Least Squares
(Working Title)

S. Boyd and L. Vandenberghe

ROUGH DRAFT May 25, 2016
Contents

I Vectors 1

1 Vectors 3
  1.1 Vectors .................................................. 3
  1.2 Vector addition ........................................... 10
  1.3 Scalar-vector multiplication ............................ 14
  1.4 Inner product ............................................. 17
  1.5 Complexity of vector computations ..................... 20

2 Linear functions 23
  2.1 Linear functions .......................................... 23
  2.2 Taylor approximation ..................................... 26
  2.3 Regression model ......................................... 29

3 Norm and distance 33
  3.1 Norm ....................................................... 33
  3.2 Distance ................................................... 36
  3.3 Standard deviation ....................................... 39
  3.4 Angle ....................................................... 43
  3.5 Complexity ................................................ 48

4 Clustering 49
  4.1 Clustering .................................................. 49
  4.2 A clustering objective .................................... 51
  4.3 The $k$-means algorithm .................................. 54

5 Linear independence 61
  5.1 Linear dependence ....................................... 61
  5.2 Basis ....................................................... 63
  5.3 Orthonormal set of vectors .............................. 65
  5.4 Gram-Schmidt algorithm .................................. 67

II Matrices 73

6 Matrices 75
  6.1 Matrices .................................................. 75
### Contents

<table>
<thead>
<tr>
<th>Section</th>
<th>Page</th>
</tr>
</thead>
<tbody>
<tr>
<td>6.2 Zero and identity matrices</td>
<td>80</td>
</tr>
<tr>
<td>6.3 Transpose and addition</td>
<td>82</td>
</tr>
<tr>
<td>6.4 Matrix-vector multiplication</td>
<td>85</td>
</tr>
<tr>
<td>6.5 Examples</td>
<td>88</td>
</tr>
<tr>
<td>7 Linear equations</td>
<td>99</td>
</tr>
<tr>
<td>7.1 Linear and affine functions</td>
<td>99</td>
</tr>
<tr>
<td>7.2 Linear function models</td>
<td>102</td>
</tr>
<tr>
<td>7.3 Linear dynamical systems</td>
<td>104</td>
</tr>
<tr>
<td>7.4 Systems of linear equations</td>
<td>112</td>
</tr>
<tr>
<td>8 Matrix multiplication</td>
<td>119</td>
</tr>
<tr>
<td>8.1 Matrix-matrix multiplication</td>
<td>119</td>
</tr>
<tr>
<td>8.2 Composition of linear functions</td>
<td>124</td>
</tr>
<tr>
<td>8.3 Matrix power</td>
<td>126</td>
</tr>
<tr>
<td>8.4 QR factorization</td>
<td>128</td>
</tr>
<tr>
<td>9 Matrix inverses</td>
<td>131</td>
</tr>
<tr>
<td>9.1 Left and right inverses</td>
<td>131</td>
</tr>
<tr>
<td>9.2 Inverse</td>
<td>134</td>
</tr>
<tr>
<td>9.3 Solving linear equations</td>
<td>138</td>
</tr>
<tr>
<td>9.4 Pseudo-inverse</td>
<td>143</td>
</tr>
<tr>
<td>III Least squares</td>
<td>147</td>
</tr>
<tr>
<td>10 Least squares</td>
<td>149</td>
</tr>
<tr>
<td>10.1 Linear least squares problem</td>
<td>149</td>
</tr>
<tr>
<td>10.2 Solution of least squares problem</td>
<td>151</td>
</tr>
<tr>
<td>11 Least squares data fitting</td>
<td>159</td>
</tr>
<tr>
<td>11.1 Least squares data fitting</td>
<td>159</td>
</tr>
<tr>
<td>11.2 Validation</td>
<td>172</td>
</tr>
<tr>
<td>11.3 Feature engineering</td>
<td>176</td>
</tr>
<tr>
<td>12 Least squares classification</td>
<td>181</td>
</tr>
<tr>
<td>12.1 Classification</td>
<td>181</td>
</tr>
<tr>
<td>12.2 Least squares classifier</td>
<td>184</td>
</tr>
<tr>
<td>12.3 Multi-class classifiers</td>
<td>188</td>
</tr>
<tr>
<td>13 Multi-objective least squares</td>
<td>193</td>
</tr>
<tr>
<td>13.1 Multi-objective least squares</td>
<td>193</td>
</tr>
<tr>
<td>13.2 Control</td>
<td>198</td>
</tr>
<tr>
<td>13.3 Estimation and inversion</td>
<td>199</td>
</tr>
<tr>
<td>13.4 Regularized data fitting</td>
<td>203</td>
</tr>
<tr>
<td>13.5 Complexity</td>
<td>210</td>
</tr>
</tbody>
</table>
Part I

Vectors
Chapter 1

Vectors

In this chapter we introduce vectors and some common operations on them. We describe some settings in which vectors are used.

1.1 Vectors

A vector is an ordered finite list of numbers. Vectors are usually written as vertical arrays, surrounded by square or curved brackets, as in

\[
\begin{pmatrix}
-1.1 \\
0.0 \\
3.6 \\
-7.2
\end{pmatrix}
\text{ or }
\begin{pmatrix}
-1.1 \\
0.0 \\
3.6 \\
-7.2
\end{pmatrix}.
\]

They can also be written as numbers separated by commas and surrounded by parentheses. In this notation style, the vector above is written as

\((-1.1, 0.3, 6, -7.2).\)

The elements (or entries, coefficients, components) of a vector are the values in the array. The size (also called dimension or length) of the vector is the number of elements it contains. The vector above, for example, has size four; its third entry is 3.6. A vector of size \(n\) is called an \(n\)-vector. A 1-vector is considered to be the same as a number, \(i.e.,\) we do not distinguish between the 1-vector \([1.3]\) and the number 1.3.

We often use symbols to denote vectors. If we denote an \(n\)-vector using the symbol \(a\), the \(i\)th element of the vector \(a\) is denoted \(a_i\), where the subscript \(i\) is an integer index that runs from 1 to \(n\), the size of the vector.

Two vectors \(a\) and \(b\) are equal, which we denote \(a = b\), if they have the same size, and each of the corresponding entries is the same. If \(a\) and \(b\) are \(n\)-vectors, then \(a = b\) means \(a_1 = b_1, \ldots, a_n = b_n\).
The numbers or values of the elements in a vector are called scalars. We will focus on the case that arises in most applications, where the scalars are real numbers. In this case we refer to vectors as real vectors. The set of all real numbers is written as \( \mathbb{R} \), and the set of all real \( n \)-vectors is denoted \( \mathbb{R}^n \), so \( a \in \mathbb{R}^n \) is another way to say that \( a \) is an \( n \)-vector with real entries. Occasionally other types of scalars arise. For example, the scalars can be complex numbers, in which case we refer to the vector as a complex vector.

Block or stacked vectors. It is sometimes useful to define vectors by concatenating or stacking two or more vectors, as in

\[
 a = \begin{bmatrix} b \\ c \\ d \end{bmatrix},
\]

where \( a, b, c, \) and \( d \) are vectors. If \( b \) is an \( m \)-vector, \( c \) is an \( n \)-vector, and \( d \) is a \( p \)-vector, this defines the \( (m + n + p) \)-vector

\[
 a = (b_1, b_2, \ldots, b_m, c_1, c_2, \ldots, c_n, d_1, d_2, \ldots, d_p).
\]

The stacked vector \( a \) is also written as \( a = (b, c, d) \).

Subvectors. In the equation above, we say that \( b, c, \) and \( d \) are subvectors or slices of \( a \), with sizes \( m, n, \) and \( p \), respectively. One notation used to denote subvectors uses colon notation. If \( a \) is a vector, then \( a_{r:s} \) is the vector of size \( s - r + 1 \), with entries \( a_r, \ldots, a_s \):

\[
 a_{r:s} = (a_r, \ldots, a_s).
\]

The subscript \( r:s \) is called the index range. Thus, in our example above, we have

\[
 b = a_{1:m}, \quad c = a_{m+1:m+n}, \quad d = a_{m+n+1:m+n+p}.
\]

Colon notation is not completely standard, but it is growing in popularity.

Notational conventions. Some authors try to use notation that helps the reader distinguish between vectors and scalars (numbers). For example, Greek letters \( (\alpha, \beta, \ldots) \) might be used for numbers, and lower-case letters \( (a, x, f, \ldots) \) for vectors. Other notational conventions include vectors given in bold font \( (\mathbf{g}) \), or vectors written with arrows above them \( (\vec{a}) \). These notational conventions are not standardized, so you should be prepared to figure out what things are (i.e., scalars or vectors) despite the author’s notational scheme (if any exists).

Indexing. We should also give a couple of warnings concerning the subscripted index notation \( a_i \). The first warning concerns the range of the index. In many computer languages, arrays of length \( n \) are indexed from \( i = 0 \) to \( n - 1 \). But in standard mathematical notation, \( n \)-vectors are indexed from \( i = 1 \) to \( i = n \), so in this book, vectors will be indexed from \( i = 1 \) to \( i = n \). The next warning concerns an ambiguity in the notation \( a_i \), used for the \( i \)th element of a vector \( a \). The same notation will occasionally refer to the \( i \)th vector in a collection or list of \( k \) vectors.
a_1, \ldots, a_k$. Whether $a_3$ means the third element of a vector $a$ (in which case $a_3$ is a number), or the third vector in some list of vectors (in which case $a_3$ is a vector) should be clear from the context. When we need to refer to an element of a vector that is in an indexed collection of vectors, we can write $(a_i)_j$ to refer to the $j$th entry of $a_i$, the $i$th vector in our list.

**Zero vectors.** A zero vector is a vector with all elements equal to zero. Sometimes the zero vector of size $n$ is written as $0_n$, where the subscript denotes the size. But usually a zero vector is denoted just $0$, the same symbol used to denote the number 0. In this case you have to figure out the size of the zero vector from the context. (We will see how this is done later.)

Even though zero vectors of different sizes are different vectors, we use the same symbol 0 to denote them. In computer programming this is called *overloading*: the symbol 0 is overloaded because it can mean different things depending on the context (*e.g.*, the equation it appears in).

**Unit vectors.** A (standard) unit vector is a vector with all elements equal to zero, except one element which is equal to one. The $i$th unit vector (of size $n$) is the unit vector with $i$th element one, and is denoted $e_i$. For example, the vectors

$$
e_1 = \begin{bmatrix} 1 \\ 0 \\ 0 \end{bmatrix}, \quad e_2 = \begin{bmatrix} 0 \\ 1 \\ 0 \end{bmatrix}, \quad e_3 = \begin{bmatrix} 0 \\ 0 \\ 1 \end{bmatrix}
$$

are the three unit vectors of size 3. The notation for unit vectors is an example of the ambiguity in notation noted on page 5. Here, $e_i$ denotes the $i$th unit vector, and not the $i$th element of a vector $e$. Thus we can describe the $i$th unit $n$-vector $e_i$ as

$$(e_i)_j = \begin{cases} 1 & j = i \\ 0 & j \neq i \end{cases}$$

for $i, j = 1, \ldots, n$. On the left-hand side $e_i$ is an $n$-vector; $(e_i)_j$ is a number, its $j$th entry. As with zero vectors, the size of $e_i$ is usually determined from the context.

**Ones vector.** We use the notation $1_n$ for the $n$-vector with all its elements equal to one. We also write $\mathbf{1}$ if the size of the vector can be determined from the context. (Some authors use $e$ to denote a vector of all ones, but we will not use this notation.) The vector $\mathbf{1}$ is sometimes called the *ones vector*.

**Sparsity.** A vector is said to be sparse if many of its entries are zero; its sparsity pattern is the set of indices of nonzero entries. The number of the nonzero entries of an $n$-vector $x$ is denoted $\text{nnz}(x)$. Unit vectors are sparse, since they have only one nonzero entry. The zero vector is the sparsest possible vector, since it has no nonzero entries. Sparse vectors arise in many applications.
Examples

An $n$-vector can be used to represent $n$ quantities or values in an application. In some cases the values are similar in nature (for example, they are given in the same physical units); in others, the quantities represented by the entries of the vector are quite different from each other. We briefly describe below some typical examples, many of which we will see throughout the book.

**Location and displacement.** A 2-vector can be used to represent a position or location in a 2-dimensional (2-D) space, i.e., a plane, as shown in figure 1.1. A 3-vector is used to represent a location or position of some point in 3-dimensional (3-D) space. The entries of the vector give the coordinates of the position or location.

A vector can also be used to represent a displacement in a plane or 3-D space, in which case it is typically drawn as an arrow, as shown in figure 1.2. A vector can also be used to represent the velocity or acceleration, at a given time, of a point that moves in a plane or 3-D space.

**Color.** A 3-vector can represent a color, with its entries giving the Red, Green, and Blue (RGB) intensity values (often between 0 and 1). The vector (0,0,0) represents black, the vector (0,1,0) represents a bright pure green color, and the vector (1,0.5,0.5) represents a shade of pink. This is illustrated in figure 1.3.

**Quantities.** An $n$-vector $q$ can represent the amounts or quantities of $n$ different resources or products held (or produced, or required) by an entity such as a company. Negative entries mean an amount of the resource owed to another party (or
1.1 Vectors

consumed, or to be disposed of). For example, a bill of materials is a vector that gives the amounts of $n$ resources required to create a product or carry out a task.

**Portfolio.** An $n$-vector $s$ can represent a stock portfolio or investment in $n$ different assets, with $s_i$ giving the number of shares of asset $i$ held. The vector $(100, 50, 20)$ represents a portfolio consisting of 100 shares of asset 1, 50 shares of asset 2, and 20 shares of asset 3. Short positions (i.e., shares that you owe another party) are represented by negative entries in a portfolio vector. (The entries of the portfolio vector can also be given in dollar values, or fractions of the total dollar amount invested.)

Values across a population. An $n$-vector can give the values of some quantity across a population of individuals or entities. For example, an $n$-vector $b$ can give the blood pressure of a set of $n$ patients, with $b_i$ the blood pressure of patient $i$, for $i = 1, \ldots, n$. (A separate list can give the names or identification numbers associated with the patients.)

Proportions. A vector $w$ can be used to give fractions or proportions out of $n$ choices, outcomes, or options, with $w_i$ the fraction with choice or outcome $i$. In this case the entries are nonnegative and add up to one. Such vectors can also be interpreted as the recipes for a mixture of $n$ items, an allocation across $n$ entities, or as probability values in a probability space with $n$ outcomes. For example, a uniform mixture of 4 outcomes is represented as the 4-vector $(1/4, 1/4, 1/4, 1/4)$.

Time series. An $n$-vector can represent a time series or signal, that is, the value of some quantity at different times. (The entries in a vector that represents a time series are sometimes called samples, especially when the quantity is something measured.) An audio (sound) signal can be represented as a vector whose entries give the value of acoustic pressure at equally spaced times (typically 48000 or 44100 per second). A vector might give the hourly rainfall (or temperature, or barometric
Vectors

Figure 1.4 Hourly temperature in downtown Los Angeles on August 5 and 6, 2015 (starting at 12:47AM, ending at 11:47PM).

pressure) at some location, over some time period. When a vector represents a time series, it is natural to plot \( x_i \) versus \( i \), often with lines connecting consecutive time series values. (These lines carry no information; they are added only to make the plot easier to understand visually.) An example is shown in figure 1.4, where the 48-vector \( x \) gives the hourly temperature in downtown Los Angeles.

**Daily return.** In finance, a vector can represent the daily return of a stock, i.e., its fractional increase (or decrease if negative) in value since the previous day. In this example, the samples are not uniformly spaced in time; the index refers to trading days, and does not include weekends or market holidays. A vector can represent the daily (or quarterly, hourly, or minute-by-minute) value of any other quantity of interest for an asset, such as price or volume.

**Cash flow.** A cash flow into and out of an entity (say, a company) can be represented by a vector, with positive representing payments to the entity, and negative representing payment by the entity. For example, with entries giving cash flow each quarter, the vector \((1000, -10, -10, -10, -1010)\) represents a one year loan of $1000, with 1% interest only payments made each quarter, and the principal and last interest payment at the end.

**Images.** A monochrome (black and white) image is an array of \( M \times N \) pixels (square patches with uniform grayscale level) with \( M \) rows and \( N \) columns. Each of the \( MN \) pixels has a grayscale or intensity value, with 0 corresponding to black and 1 corresponding to bright white. (Other ranges are also used.) An image can be represented by a vector of length \( MN \), with the elements giving grayscale levels.
at the pixel locations, typically ordered column-wise or row-wise.

Figure 1.5 shows a simple example, an 8×8 image. (This is a very low resolution; typical values of $M$ and $N$ are in the hundreds or thousands.) With the vector entries arranged row-wise, the associated 64-vector is

$$x = (0.65, 0.05, 0.20, \ldots, 0.28, 0.00, 0.90).$$

A color $M \times N$ pixel image is described by a vector of length $3MN$, with the entries giving the R, G, and B values for each pixel, in some agreed-upon order.

**Video.** A monochrome video, i.e., a time series of length $K$ images of $M \times N$ pixels, can be represented by a vector of length $KMN$ (again, in some particular order).

**Word count and histogram.** A vector of length $n$ can represent the number of times each word in a dictionary of $n$ words appears in a document. For example, (25, 2, 0) means that the first dictionary word appears 25 times, the second one twice, and the third one not at all. (Typical dictionaries used for document word counts have many more than 3 elements.) A variation is to have the entries of the vector give the histogram of word frequencies in the document, so that, e.g., $x_5 = 0.003$ means that 0.3% of all the words in the document are the fifth word in the dictionary. It is common practice to count variations of a word (say, the same word stem with different endings) as the same word; for example, ‘rain’, ‘rains’, ‘raining’, and ‘rained’ might all be counted as ‘rain’.

**Customer purchases.** An $n$-vector $p$ can be used to record a particular customer’s purchases from some business over some period of time, with $p_i$ the quantity of item $i$ the customer has purchased, for $i = 1, \ldots, n$. (Unless $n$ is small, we would
expect many of these entries to be zero, meaning the customer has not purchased those items.) In one variation, \( p_i \) represents the total dollar value of item \( i \) the customer has purchased.

**Occurrence or subsets.** An \( n \)-vector \( o \) can be used to record whether or not each of \( n \) different events has occurred, with \( o_i = 0 \) meaning that event \( i \) did not occur, and \( o_i = 1 \) meaning that it did occur. Such a vector encodes a subset of a set of \( n \) objects, with \( o_i = 1 \) meaning that object \( i \) is contained in the subset, and \( o_i = 0 \) meaning that object \( i \) is not in the subset.

**Features or attributes.** In many applications a vector collects a set of \( n \) different quantities that pertain to a single thing or object. The quantities can be measurements, or quantities that can be measured or derived from the object. Such a vector is sometimes called a *feature vector*, and its entries are called the *features* or *attributes*. For example, a 6-vector \( f \) could give the age, height, weight, blood pressure, temperature, and gender of a patient admitted to a hospital. (The last entry of the vector could be encoded as \( f_6 = 0 \) for Male, \( f_6 = 1 \) for Female.) In this example, the quantities represented by the entries of the vector are quite different, with different physical units.

### 1.2 Vector addition

Two vectors of the same size can be added together by adding the corresponding elements, to form another vector of the same size, called the *sum* of the vectors. Vector addition is denoted by the symbol \(+\). (Thus the symbol \(+\) is overloaded to mean scalar addition when scalars appear on its left- and right-hand sides, and vector addition when vectors appear on its left- and right-hand sides.) For example,

\[
\begin{bmatrix}
0 \\
7 \\
3
\end{bmatrix}
+ 
\begin{bmatrix}
1 \\
2 \\
0
\end{bmatrix}
= 
\begin{bmatrix}
1 \\
9 \\
3
\end{bmatrix}.
\]

Vector subtraction is similar. As an example,

\[
\begin{bmatrix}
1 \\
9
\end{bmatrix}
- 
\begin{bmatrix}
1 \\
1
\end{bmatrix}
= 
\begin{bmatrix}
0 \\
8
\end{bmatrix}.
\]

The result of vector subtraction is called the *difference* of the two vectors.

**Properties.** Several properties of vector addition are easily verified. For any vectors \( a \), \( b \), and \( c \) of the same size we have the following.

- Vector addition is *commutative*: \( a + b = b + a \).
- Vector addition is *associative*: \((a + b) + c = a + (b + c)\). We can therefore write both as \( a + b + c \).
1.2 Vector addition

Figure 1.6 Left. The lowest dark arrow shows the displacement \(a\); the displacement \(b\), shown as a dashed arrow, starts from the head of the displacement \(a\) and ends at the sum displacement \(a + b\), shown as the longer dark arrow. Right. The displacement \(b + a\).

- \(a + 0 = 0 + a = a\). Adding the zero vector to a vector has no effect. (This is an example where the size of the zero vector follows from the context: it must be the same as the size of \(a\).)

- \(a - a = 0\). Subtracting a vector from itself yields the zero vector. (Here too the size of 0 is the size of \(A\).)

To show that these properties hold, we argue using the definition of vector addition and vector equality. As an example, let us show that for any \(n\)-vectors \(a\) and \(b\), we have \(a + b = b + a\). The \(i\)th entry of \(a + b\) is, by the definition of vector addition, \(a_i + b_i\). The \(i\)th entry of \(b + a\) is \(b_i + a_i\). For any two numbers we have \(a_i + b_i = b_i + a_i\), so the \(i\)th entries of the vectors \(a + b\) and \(b + a\) are the same. This is true for all of the entries, so by the definition of vector equality, we have \(a + b = b + a\).

Verifying identities like the ones above, and many others we will encounter later, can be tedious. But it is important to understand that the various properties we will list can be derived using elementary arguments like the one above. We recommend that the reader select a few of the properties we will see, and attempt to derive them, just to see that it can be done. (Deriving all of them is overkill.)

Examples.

- **Displacements.** When vectors \(a\) and \(b\) represent displacements, the sum \(a + b\) is the net displacement found by first displacing by \(a\), then displacing by \(b\), as shown in figure 1.6. Note that we arrive at the same vector if we first displace by \(b\) and then \(a\). If the vector \(p\) represents a position and the vector \(a\) represents a displacement, then \(p + a\) is the position of the point \(p\), displaced by \(a\), as shown in figure 1.7.

- **Displacements between two points.** If the vectors \(p\) and \(q\) represent the positions of two points in 2-D or 3-D space, then \(p - q\) is the displacement vector from \(q\) to \(p\), as illustrated in figure 1.8.
• **Word counts.** If $a$ and $b$ are word count vectors (using the same dictionary) for two documents, the sum $a + b$ is the word count vector of a new document created by combining the original two (in either order). The word count difference vector $a - b$ gives the number of times more each word appears in the first document than the second.

• **Bill of materials.** Suppose $q_1, \ldots, q_N$ are $n$-vectors that give the quantities of $n$ different resources required to accomplish $N$ tasks. Then the sum $n$-vector $q_1 + \cdots + q_N$ gives the bill of materials for completing all $N$ tasks.

• **Market clearing.** Suppose the $n$-vector $q_i$ represents the amounts of $n$ goods or resources produced (when positive) or consumed (when negative) by agent $i$, for $i = 1, \ldots, N$, so $(q_5)_4 = -3.2$ means that agent 5 consumes 3.2 units of resource 4. The sum $s = q_1 + \cdots + q_N$ is the $n$-vector of total net surplus of the resources (or shortfall, when the entries are negative). When $s = 0$, we have a closed market, which means that the total amount of each resource produced by the agents balances the total amount consumed. In other words, the $n$ resources are exchanged among the agents. In this case we say that the market clears (with the resource vectors $q_1, \ldots, q_N$).

• **Audio addition.** When $a$ and $b$ are vectors representing audio signals over the same period of time, the sum $a + b$ is an audio signal that is perceived as containing both audio signals combined into one. If $a$ represents a recording of a voice, and $b$ a recording of music (of the same length), the audio signal $a + b$
1.2 Vector addition

will be perceived as containing both the voice recording and, simultaneously, the music.

- **Feature differences.** If $f$ and $g$ are $n$-vectors that give $n$ feature values for two items, the difference vector $d = f - g$ gives the difference in feature values for the two objects. For example, $d_7 = 0$ means that the two objects have the same value for feature 7; $d_3 = 1.67$ means that the first object’s third feature value exceeds the second object’s third feature value by 1.67.

- **Time series.** If $a$ and $b$ represent time series of the same quantity, such as daily profit at two different stores, then $a + b$ represents a time series which is the total daily profit at the two stores. An example (with monthly rainfall) is shown in figure 1.9.

- **Portfolio trading.** Suppose $s$ is an $n$-vector giving the number of shares of $n$ assets in a portfolio, and $b$ is an $n$-vector giving the number of shares of the assets that we buy (when $b_i$ is positive) or sell (when $b_i$ is negative). After the asset purchases and sales, our portfolio is given by $s + b$, the sum of the original portfolio vector and the purchase vector $b$, which is also called the trade vector or trade list. (The same interpretation works when the portfolio and trade vectors are given in dollar value.)

**Addition notation in computer languages.** Some computer languages for manipulating vectors define the sum of a vector and a scalar, as the vector obtained by adding the scalar to each element of the vector. This is not standard mathematical notation, however, so we will not use it. Even more confusing, in some computer languages...
languages the plus symbol is used to denote concatenation of arrays, which means putting one array after another, as in \((1, 2) + (3, 4, 5) = (1, 2, 3, 4, 5)\). While this notation might give a valid expression in some computer languages, it is not standard mathematical notation, and we will not use it in this book. In general, it is very important to distinguish between mathematical notation for vectors (which we use) and the syntax of computer languages or software packages for manipulating vectors.

### 1.3 Scalar-vector multiplication

Another operation is *scalar multiplication* or *scalar-vector multiplication*, in which a vector is multiplied by a scalar (*i.e.*, number), which is done by multiplying every element of the vector by the scalar. Scalar multiplication is denoted by juxtaposition, typically with the scalar on the left, as in

\[
(-2) \begin{bmatrix} 1 \\ 9 \\ 6 \end{bmatrix} = \begin{bmatrix} -2 \\ -18 \\ -12 \end{bmatrix}.
\]

Scalar-vector multiplication can also be written with the scalar on the right, as in

\[
\begin{bmatrix} 1 \\ 9 \\ 6 \end{bmatrix} (1.5) = \begin{bmatrix} 1.5 \\ 13.5 \\ 9 \end{bmatrix}.
\]

The meaning is the same: it is the vector obtained by multiplying each element by the scalar. A similar notation is \(a/2\), where \(a\) is a vector, meaning \((1/2)a\). The scalar-vector product \((-1)a\) is written simply as \(-a\). Note that \(0a = 0\) (where the left-hand zero is the scalar zero, and the right-hand zero is a vector zero of the same size as \(a\)).

**Properties.** By definition, we have \(\alpha a = a\alpha\), for any scalar \(\alpha\) and any vector \(a\). This is called the *commutative property* of scalar-vector multiplication; it means that scalar-vector multiplication can be written in either order.

Scalar multiplication obeys several other laws that are easy to figure out from the definition. For example, it satisfies the associative property: If \(a\) is a vector and \(\beta\) and \(\gamma\) are scalars, we have

\[(\beta\gamma)a = \beta(\gamma a).\]

On the left-hand side we see scalar-scalar multiplication \((\beta\gamma)\) and scalar-vector multiplication; on the right we see two scalar-vector products. As a consequence, we can write the vector above as \(\beta\gamma a\), since it does not matter whether we interpret this as \(\beta(\gamma a)\) or \((\beta\gamma)a\).

The associative property holds also when we denote scalar-vector multiplication with the scalar on the right. For example, we have \(\beta(\gamma a) = (\beta a)\gamma\), and consequently
we can write both as $\beta a \gamma$. As a convention, however, this vector is normally written as $\beta \gamma a$ or as $(\beta \gamma)a$.

If $a$ is a vector and $\beta, \gamma$ are scalars, then

$$(\beta + \gamma)a = \beta a + \gamma a.$$  

(This is the left-distributive property of scalar-vector multiplication.) Scalar multiplication, like ordinary multiplication, has higher precedence in equations than vector addition, so the right-hand side here, $\beta a + \gamma a$, means $(\beta a) + (\gamma a)$. It is useful to identify the symbols appearing in this formula above. The $+$ symbol on the left is addition of scalars, while the $+$ symbol on the right denotes vector addition. When scalar multiplication is written with the scalar on the right, we have the right-distributive property:

$$a(\beta + \gamma) = a\beta + a\gamma.$$  

Scalar-vector multiplication also satisfies another version of the right-distributive property:

$$\beta(a + b) = \beta a + \beta b$$  

for any scalar $\beta$ and any $n$-vectors $a$ and $b$. In this equation, both of the $+$ symbols refer to the addition of $n$-vectors.

**Linear combinations.** If $a_1, \ldots, a_m$ are $n$-vectors, and $\beta_1, \ldots, \beta_m$ are scalars, the $n$-vector

$$\beta_1 a_1 + \cdots + \beta_m a_m$$

is called a *linear combination* of the vectors $a_1, \ldots, a_n$. The scalars $\beta_1, \ldots, \beta_m$ are called the *coefficients* of the linear combination.

As a simple but important application, we can write any $n$-vector $b$ as a linear combination of the standard unit vectors, as

$$b = b_1 e_1 + \cdots + b_n e_n.$$  

In this equation $b_i$ are the entries in $b$ (*i.e.*, scalars), and $e_i$ is the $i$th unit vector. A specific example is

$$\begin{bmatrix} -1 \\ 3 \\ 5 \end{bmatrix} = (-1) \begin{bmatrix} 1 \\ 0 \\ 0 \end{bmatrix} + 3 \begin{bmatrix} 0 \\ 1 \\ 0 \end{bmatrix} + 5 \begin{bmatrix} 0 \\ 0 \\ 1 \end{bmatrix}.$$  

**Special linear combinations.** Some linear combinations of the vectors $a_1, \ldots, a_m$ have special names. For example, the linear combination with $\beta_1 = \cdots = \beta_m = 1$, given by $a_1 + \cdots + a_m$, is the *sum* of the vectors, and the linear combination with $\beta_1 = \cdots = \beta_m = 1/m$, given by $(1/m)(a_1 + \cdots + a_m)$, is the *average* of the vectors. When the coefficients sum to one, *i.e.*, $\beta_1 + \cdots + \beta_m = 1$, the linear combination is called an *affine combination*. When the coefficients in an affine combination are nonnegative, it is called a *convex combination* or a *mixture*. The coefficients in an affine or convex combination are sometimes given as percentages, which add up to 100%.
Linear combinations of linear combinations. If vectors $b_1, \ldots, b_k$ are each a linear combination of vectors $a_1, \ldots, a_m$, and $c$ is a linear combination of $b_1, \ldots, b_k$, then $c$ is a linear combination of $a_1, \ldots, a_m$. We will encounter this important idea in several later chapters, and will introduce notation to describe it concisely then.

Examples.

- **Displacements.** When a vector $a$ represents a displacement, and $\beta > 0$, $\beta a$ is a displacement in the same direction of $a$, with its magnitude scaled by $\beta$. When $\beta < 0$, $\beta a$ represents a displacement in the opposite direction of $a$, with magnitude scaled by $|\beta|$. This is illustrated in figure 1.10.

- **Materials requirements.** Suppose the $n$-vector $q$ is the bill of materials for producing one unit of some product, i.e., $q_i$ is the amount of raw material required to produce one unit of product. To produce $\alpha$ units of the product will then require raw materials given by $\alpha q$. (Here we assume that $\alpha \geq 0$.)

- **Audio scaling.** If $a$ is a vector representing an audio signal, the scalar-vector product $\beta a$ is perceived as the same audio signal, but changed in volume (loudness) by the factor $|\beta|$. For example, when $\beta = 1/2$ (or $\beta = -1/2$), $\beta a$ is perceived as the same audio signal, but quieter.

- **Audio mixing.** When $a_1, \ldots, a_m$ are vectors representing audio signals (over the same period of time, for example, simultaneously recorded), they are called tracks. The linear combination $\beta_1 a_1 + \cdots + \beta_m a_m$ is perceived as a mixture (also called a mix) of the audio tracks, with relative loudness given by $|\beta_1|, \ldots, |\beta_m|$. A producer in a studio, or a sound engineer at a live show, chooses values of $\beta_1, \ldots, \beta_m$ to give a good balance between the different instruments, vocals, and drums.
• **Line and segment.** When \( a \) and \( b \) are different \( n \)-vectors, the affine combination \( c = (1 - \theta) a + \theta b \), where \( \theta \) is a scalar, describes a point on the line passing through \( a \) and \( b \). When \( 0 \leq \theta \leq 1 \), \( c \) is a convex combination of \( a \) and \( b \), and is said to lie on the segment between \( a \) and \( b \). For \( n = 2 \) and \( n = 3 \), with the vectors representing coordinates of 2-D or 3-D points, this agrees with the usual geometric notion of line and segment. But we can also talk about the line passing through two vectors of dimension 100.

### 1.4 Inner product

The (standard) **inner product** (also called **dot product**) of two \( n \)-vectors is defined as the scalar

\[
a^T b = a_1 b_1 + a_2 b_2 + \cdots + a_n b_n,
\]

the sum of the products of corresponding entries. (The origin of the superscript in the inner product notation \( a^T b \) will be explained in chapter 6.) Some other notations for the inner product are \( \langle a,b \rangle \), \( \langle a|b \rangle \), \( (a,b) \), and \( a \cdot b \). As you might guess, there is also a vector **outer product**, which we will encounter later, in §8.1.

As a specific example of the inner product, we have

\[
\begin{bmatrix}
-1 \\
2 \\
2
\end{bmatrix}^T \begin{bmatrix}
1 \\
0 \\
-3
\end{bmatrix} = -7.
\]

When \( n = 1 \), the inner product reduces to the usual product of two numbers.

The inner product satisfies some simple properties that are easily verified from the definition. If \( a \), \( b \), and \( c \) are vectors of the same size, and \( \gamma \) is a scalar, we have the following.

- **Commutativity.** \( a^T b = b^T a \). The order of the two vector arguments in the inner product does not matter.
- **Associativity with scalar multiplication.** \( (\gamma a)^T b = \gamma (a^T b) \), so we can write both as \( \gamma a^T b \).
- **Distributivity with vector addition.** \( (a + b)^T c = a^T c + b^T c \). The inner product can be distributed across vector addition.

These can be combined to obtain other identities, such as \( a^T (\gamma b) = \gamma (a^T b) \), or \( a^T (b + \gamma c) = a^T b + \gamma a^T c \). As another useful example, we have, for any vectors \( a, b, c, d \) of the same size,

\[
(a + b)^T (c + d) = a^T c + a^T d + b^T c + b^T d.
\]

This formula expresses an inner product on the left-hand side as a sum of four inner products on the right-hand side, and is analogous to expanding a product of sums in algebra. Note that on the left-hand side, the two addition symbols refer to vector addition, whereas on the right-hand side, the three addition symbols refer to scalar (number) addition.
General examples.

- **Unit vector.** $e_i^T a = a_i$. The inner product of a vector with the $i$th standard unit vector gives (or 'picks out') the $i$th element $a_i$.

- **Sum.** $1^T a = a_1 + \cdots + a_n$. The inner product of a vector with the vector of ones gives the sum of the elements of the vector.

- **Average.** $(1/n)^T a = (a_1 + \cdots + a_n)/n$. The inner product of an $n$-vector with the vector $1/n$ gives the average of the elements of the vector.

- **Sum of squares.** $a^T a = a_1^2 + \cdots + a_n^2$. The inner product of a vector with itself gives the sum of the squares of the elements of the vector.

- **Selective sum.** Let $b$ be a vector all of whose entries are either 0 or 1. Then $b^T a$ is the sum of the elements in $a$ for which $b_i = 1$.

**Block vectors.** If the vectors $a$ and $b$ are block vectors, and the corresponding blocks have the same sizes (in which case we say they *conform*), then we have

$$a^T b = \begin{bmatrix} a_1 \\ \vdots \\ a_k \end{bmatrix}^T \begin{bmatrix} b_1 \\ \vdots \\ b_k \end{bmatrix} = a_1^T b_1 + \cdots + a_k^T b_k.$$  

The inner product of block vectors is the sum of the inner products of the blocks.

**Applications.** The inner product is useful in many applications, a few of which we list here.

- **Co-occurrence.** If $a$ and $b$ are $n$-vectors that describe occurrence, i.e., each of their elements is either 0 or 1, then $a^T b$ gives the total number of indices for which $a_i$ and $b_i$ are both one, that is, the total number of co-occurrences. If we interpret the vectors $a$ and $b$ as describing subsets of $n$ objects, then $a^T b$ gives the number of objects in the intersection of the two subsets. This is illustrated in figure [1.11] for two subsets $A$ and $B$ of 7 objects, labeled $1, \ldots, 7$, with corresponding occurrence vectors

$$a = (0, 1, 1, 1, 1, 1, 1), \quad b = (1, 0, 1, 0, 1, 0, 0).$$

Here we have $a^T b = 2$, which is the number of objects in both $A$ and $B$ (i.e., objects 3 and 5).

- **Weights, features, and score.** When the vector $f$ represents a set of features of an object, and $w$ is a vector of the same size (often called a *weight vector*), the inner product $w^T f$ is the sum of the feature values, scaled (or weighted) by the weights, and is sometimes called a *score*. For example, if the features are associated with a loan applicant (e.g., age, income, . . .) we might interpret $s = w^T f$ as a credit score. In this example we can interpret $w_i$ as the weight given to feature $i$ in forming the score.
• **Price-quantity.** If \( p \) represents a vector of prices of \( n \) goods, and \( q \) is a vector of quantities of the \( n \) goods (say, the bill of materials for a product), then their inner product \( p^T q \) is the total cost of the goods given by the vector \( q \).

• **Speed-time.** Suppose the vector \( s \) gives the speed of a vehicle traveling over \( n \) segments, with \( t \) a vector of the time taken to traverse the segments. Then \( s^T t \) is the total distance travelled.

• **Probability and expected values.** Suppose the \( n \)-vector \( p \) has nonnegative entries that sum to one, so it describes a set of proportions among \( n \) items, or a set of probabilities of \( n \) outcomes, one of which must occur. Suppose \( f \) is another \( n \)-vector, where we interpret \( f_i \) as the value of some quantity if outcome \( i \) occurs. Then \( f^T p \) gives the expected value or average of the quantity, under the probabilities (or fractions) given by \( p \).

• **Polynomial evaluation.** Suppose the \( n \)-vector \( c \) represents the coefficients of a polynomial \( p \) of degree \( n - 1 \) or less:

\[
p(x) = c_1 + c_2 x + \cdots + c_{n-1} x^{n-2} + c_n x^{n-1}.
\]

Let \( t \) be a number, and let \( z = (1, t, t^2, \ldots, t^{n-1}) \) be the \( n \)-vector of powers of \( t \). Then \( c^T z = p(t) \), the value of the polynomial \( p \) at the point \( t \). So the inner product of a polynomial coefficient vector and vector of powers of a number evaluates the polynomial at the number.

• **Discounted total.** Let \( c \) be an \( n \)-vector representing a cash flow, with \( c_i \) the cash received (when \( c_i > 0 \)) in period \( i \). Let \( d \) be the \( n \)-vector defined as

\[
d = (1, 1/(1 + r), \ldots, 1/(1 + r)^{n-1}),
\]

where \( r > 0 \) is an interest rate. Then

\[
d^T c = c_1 + c_2/(1 + r) + \cdots + c_n/(1 + r)^{n-1}
\]

is the discounted total of the cash flow, i.e., its net present value (NPV), with interest rate \( r \).
• Portfolio value. Suppose $s$ is an $n$-vector representing the holdings in a portfolio of $n$ different assets (in shares, with negative meaning short positions). If $p$ is an $n$-vector giving the prices of the assets, then $p^T s$ is the total value of the portfolio.

• Portfolio return. Suppose $r$ is the vector of (fractional) returns of $n$ assets over some time period, i.e., the asset relative price changes

\[ r_i = \frac{p_i^{\text{final}} - p_i^{\text{initial}}}{p_i^{\text{initial}}}, \quad i = 1, \ldots, n, \]

where $p_i^{\text{initial}}$ and $p_i^{\text{final}}$ are the prices of asset $i$ at the beginning and end of the investment period. If $h$ is an $n$-vector giving our portfolio, with $h_i$ denoting the dollar value of asset $i$ held, then the inner product $r^T h$ is the total return of the portfolio, in dollars, over the period. If $w$ represents the fractional (dollar) holdings of our portfolio, then $r^T w$ gives the total return of the portfolio. For example, if $r^T w = 0.09$, then our portfolio return is 9%. If we had invested $10000 initially, we would have earned $900.

1.5 Complexity of vector computations

Computer representation of vectors. Computers store real numbers using floating point format, which represents a real number using a block of 64 bits (0s and 1s), or 8 bytes (groups of 8 bits). A very wide range of numbers can be represented in floating-point format, to an accuracy that is good enough for almost all practical applications. Integers are stored in a more compact format, and are represented exactly. Vectors are stored as arrays of floating point numbers (or integers, when the entries are all integers). Storing an $n$-vector requires $8n$ bytes to store. Current memory and storage devices, with capacities measured in many gigabytes ($10^9$ bytes), can easily store vectors with dimensions in the millions or billions. Sparse vectors are stored in a more efficient way that keeps track of indexes and values of the nonzero entries.

Flop counts and complexity. So far we have seen only a few vector operations, like scalar multiplication, vector addition, and the inner product. How quickly these operations can be carried out depends very much on the computer hardware and software, and the size of the vector.

A very rough estimate of the time required to carry out some computation, such as an inner product, can be found by counting the total number of basic arithmetic operations (addition, subtraction, multiplication, and division of two numbers). Since numbers are stored in floating point format on computers, these operations are called floating point operations, or FLOPs. This term is in such common use that the acronym is now written in lower case letters, as flops, and the speed with which a computer can carry out flops is expressed in Gflop/s (gigaflops per second, i.e., billions of flops per second). Typical current values are in the range of 1–10 Gflop/s, but this can vary by several orders of magnitude. The actual time it
1.5 Complexity of vector computations

takes a computer to carry out some computation depends on many other factors beyond the total number of flops required, so time estimates based on counting flops are very crude, and are not meant to be more accurate than a factor of ten or so. For this reason, gross approximations (such as ignoring a factor of 2) can be used when counting the flops required in a computation.

The complexity of an operation is the number of flops required to carry it out, as a function of the size or sizes of the input to the operation. Usually the complexity is highly simplified, dropping terms that are small or negligible (compared to other terms) when the sizes of the inputs are large.

Complexity of vector operations. Scalar-vector multiplication $ax$, where $x$ is an $n$-vector, requires $n$ multiplications, i.e., $ax_i$ for $i = 1, \ldots, n$. Vector addition $x + y$ of two $n$-vectors takes $n$ additions, i.e., $x_i + y_i$ for $i = 1, \ldots, n$. Computing the inner product $x^T y = x_1y_1 + \cdots + x_ny_n$ of two $n$-vectors takes $2n - 1$ flops, $n$ scalar multiplications and $n - 1$ scalar additions. So scalar multiplication, vector addition, and the inner product of $n$-vectors require $n$, $n$, and $2n - 1$ flops, respectively. We only need an estimate, so we simplify the last to $2n$ flops, and say that the complexity of scalar multiplication, vector addition, and the inner product of $n$-vectors is $n$, $n$, and $2n$ flops, respectively. We can guess that a 1 Gflop/s computer can compute the inner product of two vectors of size one million in around one thousandth of a second, but we should not be surprised if the actual time differs by a factor of 10 from this value.

The order of the computation is obtained by ignoring any constant that multiplies a power of the dimension. So we say that the three vector operations scalar multiplication, vector addition, and inner product have order $n$. Ignoring the factor of 2 dropped in the actual complexity of the inner product is reasonable, since we do not expect flop counts to predict the running time with an accuracy better than a factor of 2. The order is useful in understanding how the time to execute the computation will scale when the size of the operands changes. An order $n$ computation should take around 10 times longer to carry out its computation on an input that is 10 times bigger.

Complexity of sparse vector operations. If $x$ is sparse, then computing $ax$ requires $\text{nnz}(x)$ flops. If $x$ and $y$ are sparse, computing $x + y$ requires no more than $\min\{\text{nnz}(x), \text{nnz}(y)\}$ flops (since no arithmetic operations are required to compute $(x + y)_i$ when either $x_i$ or $y_i$ is zero). If the sparsity patterns of $x$ and $y$ do not overlap (intersect), then zero flops are needed to compute $x + y$. The inner product calculation is similar: computing $x^T y$ requires no more than $2 \min\{\text{nnz}(x), \text{nnz}(y)\}$ flops. When the sparsity patterns of $x$ and $y$ do not overlap, computing $x^T y$ requires zero flops, since $x^T y = 0$ in this case.
Chapter 2

Linear functions

In this chapter we introduce linear and affine functions, and describe some common settings where they are used, including regression models.

2.1 Linear functions

Function notation. The notation \( f : \mathbb{R}^n \to \mathbb{R} \) means that \( f \) is a function that maps real \( n \)-vectors to real numbers, i.e., it is a scalar-valued function of \( n \)-vectors. If \( x \) is an \( n \)-vector, then \( f(x) \), which is a scalar, denotes the value of the function \( f \) at \( x \). (In the notation \( f(x) \), \( x \) is referred to as the argument of the function.) We can also interpret \( f \) as a function of \( n \) scalar arguments, the entries of the vector argument, in which case we write \( f(x) = f(x_1, x_2, \ldots, x_n) \).

Here we refer to \( x_1, \ldots, x_n \) as the arguments of \( f \). We sometimes say that \( f \) is real-valued, or scalar-valued, to emphasize that \( f(x) \) is a real number or scalar.

To describe a function \( f : \mathbb{R}^n \to \mathbb{R} \), we have to specify what its value is for any possible argument \( x \in \mathbb{R}^n \). For example, we can define a function \( f : \mathbb{R}^4 \to \mathbb{R} \) by

\[
f(x) = x_1 + x_2 - x_4^2
\]

for any 4-vector \( x \). In words, we might describe \( f \) as the sum of the first two elements of its argument, minus the square of the last entry of the argument. (This particular function does not depend on the third element of its argument.)

Sometimes we introduce a function without formally assigning a symbol for it, by directly giving a formula for its value in terms of its arguments, or describing how to find its value from its arguments. An example is the sum function, whose value is \( x_1 + \cdots + x_n \). We can give a name to the value of the function, as in \( y = x_1 + \cdots + x_n \), and say that \( y \) is a function of \( x \), in this case, the sum of its entries.

Many functions are not given by formulas or equations. As an example, suppose \( f : \mathbb{R}^4 \to \mathbb{R} \) is the function that gives the lift on a particular airplane, as a function
of the 4-vector \( x \), where \( x_1 \) is the angle of attack of the airplane (\( i.e. \), the angle between the airplane body and its velocity), \( x_2 \) is its air speed, \( x_3 \) is the air density, and \( x_4 \) is the angle of the airplane elevator control surface.

**The inner product function.** Suppose \( a \) is an \( n \)-vector. We can define a scalar-valued function \( f \) of \( n \)-vectors, given by

\[
f(x) = a^T x = a_1 x_1 + a_2 x_2 + \cdots + a_n x_n \tag{2.1}
\]

for any \( n \)-vector \( x \). This function gives the inner product of its \( n \)-dimensional argument \( x \) with some (fixed) \( n \)-vector \( a \). We can also think of \( f \) as forming a weighted sum of the elements of \( x \); the elements of \( a \) give the weights used in forming the weighted sum.

**Superposition and linearity.** The inner product function \( f \) defined in (2.1) satisfies the property

\[
f(\alpha x + \beta y) = a^T (\alpha x + \beta y) = a^T (\alpha x) + a^T (\beta y) = \alpha (a^T x) + \beta (a^T y) = \alpha f(x) + \beta f(y)
\]

for all \( n \)-vectors \( x, y \), and all scalars \( \alpha, \beta \). This property is called superposition. A function that satisfies the superposition property is called linear. We have just shown that the inner product with a fixed vector is a linear function.

The superposition equality

\[
f(\alpha x + \beta y) = \alpha f(x) + \beta f(y) \tag{2.2}
\]

looks deceptively simple; it is easy to read it as just a rearrangement of the parentheses and the order of a few terms. But in fact it says a lot. On the left-hand side, the term \( \alpha x + \beta y \) involves vector addition and scalar-vector multiplication. On the right-hand side, \( \alpha f(x) + \beta f(y) \) involves ordinary scalar multiplication and scalar addition.

If a function \( f \) is linear, superposition extends to linear combinations of any number of vectors, and not just linear combinations of two vectors: We have

\[
f(\alpha_1 x_1 + \cdots + \alpha_k x_k) = \alpha_1 f(x_1) + \cdots + \alpha_k f(x_k),
\]

for any \( n \) vectors \( x_1, \ldots, x_k \), and any scalars \( \alpha_1, \ldots, \alpha_k \). (This more general \( k \)-term form of superposition reduces to the two-term form given above when \( k = 2 \).) To see this, we note that

\[
f(\alpha_1 x_1 + \cdots + \alpha_k x_k) = \alpha_1 f(x_1) + f(\alpha_2 x_2 + \cdots + \alpha_k x_k) = \alpha_1 f(x_1) + \alpha_2 f(x_2) + f(\alpha_3 x_3 + \cdots + \alpha_k x_k) = \cdots = \alpha_1 f(x_1) + \cdots + \alpha_k f(x_k).
\]
2.1 Linear functions

In the first line here, we apply (two-term) superposition to the argument
\[ \alpha_1 x_1 + (1)(\alpha_2 x_2 + \cdots + \alpha_k x_k), \]
and in the other lines we apply this recursively.

**Inner product representation of a linear function.** We saw above that a function defined as the inner product of its argument with some fixed vector is linear. The converse is also true: If a function is linear, then it can be expressed as the inner product of its argument with some fixed vector.

Suppose \( f \) is a scalar-valued function of \( n \)-vectors, and is linear, i.e., (2.2) holds for all \( n \)-vectors \( x, y \), and all scalars \( \alpha, \beta \). Then there is an \( n \)-vector \( a \) such that
\[ f(x) = a^T x, \]
with \( a = (f(e_1), f(e_2), \ldots, f(e_n)) \). The formula just derived,
\[ f(x) = x_1 f(e_1) + x_2 f(e_2) + \cdots + x_n f(e_n) \] (2.3)
which holds for any linear scalar-valued function \( f \), has several interesting implications. Suppose, for example, that the linear function \( f \) is given as a subroutine (or a physical system) that computes (or results in the output) \( f(x) \) when we give the argument (or input) \( x \). Once we have found \( f(e_1), \ldots, f(e_n) \), by \( n \) calls to the subroutine (or \( n \) experiments), we can predict (or simulate) what \( f(x) \) will be, for any vector \( x \), using the formula (2.3).

The representation of a linear function \( f \) as \( f(x) = a^T x \) is **unique**, which means that there is only one vector \( a \) for which \( f(x) = a^T x \) holds for all \( x \). To see this, suppose that we have \( f(x) = a^T x \) for all \( x \), and also \( f(x) = b^T x \) for all \( x \). Taking \( x = e_i \), we have \( f(e_i) = a^T e_i = a_i \), using the formula \( f(x) = a^T x \). Using the formula \( f(x) = b^T x \), we have \( f(e_i) = b^T e_i = b_i \). These two numbers must be the same, so we have \( a_i = b_i \). Repeating this argument for \( i = 1, \ldots, n \), we conclude that the corresponding elements in \( a \) and \( b \) are the same, so \( a = b \).

**Examples.**

- **Average.** The mean or average value of an \( n \)-vector is defined as
  \[ f(x) = (x_1 + x_2 + \cdots + x_n)/n, \]
  and is denoted \( \text{avg}(x) \) (and sometimes \( \overline{x} \)). The average of a vector is a linear function. It can be expressed as \( \text{avg}(x) = a^T x \) with
  \[ a = (1/n, \ldots, 1/n) = 1/n. \]
Maximum. The maximum element of an $n$-vector $x$, $f(x) = \max\{x_1, \ldots, x_n\}$, is not a linear function (except when $n = 1$). We can show this by a counterexample for $n = 2$. Take $x = (1, -1)$, $y = (-1, 1)$, $\alpha = 1$, $\beta = 1$. Then
\[
f(\alpha x + \beta y) = 0 \neq \alpha f(x) + \beta f(y) = 2.
\]

Affine functions. A linear function plus a constant is called an affine function. A function $f : \mathbb{R}^n \to \mathbb{R}$ is affine if and only if it can be expressed as $f(x) = a^T x + b$ for some $n$-vector $a$ and scalar $b$, which is sometimes called the offset. For example, the function on 3-vectors defined by
\[
f(x) = 2.3 - 2x_1 + 1.3x_2 - x_3,
\]
is affine, with $b = 2.3$, $a = (-2, 1.3, -1)$.

Any affine scalar-valued function satisfies the following variation on the superposition property:
\[
f(\alpha x + \beta y) = \alpha f(x) + \beta f(y),
\]
for all $n$-vectors $x$, $y$, and all scalars $\alpha$, $\beta$ that satisfy $\alpha + \beta = 1$. For linear functions, superposition holds for any coefficients $\alpha$ and $\beta$; for affine functions, it holds when the coefficients sum to one, (i.e., when the argument is an affine combination).

The converse is also true: Any scalar-valued function that satisfies this property is affine. An analog of the formula (2.3) for linear functions is
\[
f(x) = f(0) + x_1 (f(e_1) - f(0)) + \cdots + x_n (f(e_n) - f(0)),
\]
which holds when $f$ is affine, and $x$ is any $n$-vector. This formula shows that for an affine function, once we know the $n + 1$ numbers $f(0)$, $f(e_1)$, $\ldots$, $f(e_n)$, we can predict (or reconstruct or evaluate) $f(x)$ for any $n$-vector $x$.

In some contexts affine functions are called linear. For example, when $x$ is a scalar, the function $f$ defined as $f(x) = \alpha x + \beta$ is sometimes referred to as a linear function of $x$, perhaps because its graph is a line. But when $\beta \neq 0$, $f$ is not a linear function of $x$, in the standard mathematical sense; it is an affine function of $x$. In this book we will distinguish between linear and affine functions. Two simple examples are shown in figure 2.1.

### 2.2 Taylor approximation

In many applications, scalar-valued functions of $n$ variables, or relations between $n$ variables and a scalar one, can be approximated as linear or affine functions. In these cases we sometimes refer to the linear or affine function relating the set of variables and the scalar variable as a model, to remind us that the relation is only an approximation, and not exact.

Differential calculus gives us an organized way to find an approximate affine model. Suppose that $f : \mathbb{R}^n \to \mathbb{R}$ is differentiable, which means that its partial
2.2 Taylor approximation

derivatives exist. Let \( z \) be an \( n \)-vector. The (first-order) Taylor approximation of \( f \) near (or at) the point \( z \) is the function \( \hat{f}(x) \) of \( x \) defined as

\[
\hat{f}(x) = f(z) + \frac{\partial f}{\partial x_1}(z)(x_1 - z_1) + \cdots + \frac{\partial f}{\partial x_n}(z)(x_n - z_n),
\]

where \( \frac{\partial f}{\partial x_i}(z) \) denotes the partial derivative of \( f \) with respect to its \( i \)th argument, evaluated at the \( n \)-vector \( z \). The hat appearing over \( f \) on the left-hand side is a common notational hint that it is an approximation of the function \( f \).

The first-order Taylor approximation \( \hat{f}(x) \) is a very good approximation of \( f(x) \) when all \( x_i \) are near the associated \( z_i \). Sometimes \( \hat{f} \) is written with a second vector argument, as \( \hat{f}(x; z) \), to show the point \( z \) at which the approximation is developed. The first term in the Taylor approximation is a constant; the other terms can be interpreted as the contribution to the (approximate) change in the function value (from \( f(z) \)) due to the change in \( x_i \) (from \( z_i \)).

Evidently \( \hat{f} \) is an affine function of \( x \). (It is sometimes called the linear approximation of \( f \) near \( z \), even though it is in general affine, and not linear.) It can be written compactly using inner product notation as

\[
\hat{f}(x) = f(z) + \nabla f(z)^T(x - z),
\]

where \( \nabla f(z) \) is an \( n \)-vector, the gradient of \( f \) (at the point \( z \)),

\[
\nabla f(z) = \begin{bmatrix}
\frac{\partial f}{\partial x_1}(z) \\
\vdots \\
\frac{\partial f}{\partial x_n}(z)
\end{bmatrix}.
\]

The first term in the Taylor approximation (2.4) is the constant \( f(z) \), the value of the function when \( x = z \). The second term is the inner product of the gradient of \( f \) at \( z \) and the deviation or perturbation of \( x \) from \( z \), i.e., \( x - z \).

We can express the first-order Taylor approximation as a linear function plus a constant,

\[
\hat{f}(x) = \nabla f(z)^T x + (f(z) - \nabla f(z)^T z),
\]

Figure 2.1 Left. The function \( f \) is linear. Right. The function \( g \) is affine, but not linear.
but the form (2.4) is perhaps easier to interpret.

The first-order Taylor approximation gives us an organized way to construct an affine approximation of a function $f : \mathbb{R}^n \to \mathbb{R}$, near a given point $z$, when there is a formula or equation that describes $f$, and it is differentiable. A simple example, for $n = 1$, is shown in figure 2.2. Over the full $x$-axis scale shown, the Taylor approximation $\hat{f}$ does not give a good approximation of the function $f$. But for $x$ near $z$, the Taylor approximation is very good.

**Example.** Consider the function $f : \mathbb{R}^2 \to \mathbb{R}$ given by $f(x) = x_1 + \exp(x_2 - x_1)$, which is not linear or affine. To find the Taylor approximation $\hat{f}$ near the point $z = (1, 2)$, we take partial derivatives to obtain

$$\nabla f(z) = \begin{bmatrix} 1 - \exp(z_2 - z_1) \\ \exp(z_2 - z_1) \end{bmatrix},$$

which evaluates to $(-1.7183, 2.7183)$ at $z = (1, 2)$. The Taylor approximation at $z = (1, 2)$ is then

$$\hat{f}(x) = 3.7183 + (-1.7183, 2.7183)^T(x - (1, 2)) = 3.7183 - 1.7183(x_1 - 1) + 2.7183(x_2 - 2).$$

The table below shows $f(x)$ and $\hat{f}(x)$, and the approximation error $|\hat{f}(x) - f(x)|$, for some values of $x$ relatively near $z$. We can see that $\hat{f}$ is indeed a very good approximation of $f$, especially when $x$ is near $z$. 

\begin{table}[h] 
\centering 
\begin{tabular}{|c|c|c|} 
\hline 
$x_1$ & $x_2$ & $f(x)$ \hline 
1.0 & 0.0 & 3.1718 \\
1.0 & 0.1 & 3.3183 \\
1.0 & 0.2 & 3.4630 \\
1.0 & 0.3 & 3.6060 \\
1.0 & 0.4 & 3.7480 \\
1.0 & 0.5 & 3.8888 \\
1.0 & 0.6 & 4.0283 \\
1.0 & 0.7 & 4.1666 \\
1.0 & 0.8 & 4.3040 \\
1.0 & 0.9 & 4.4400 \\
\hline 
\end{tabular} 
\end{table}
2.3 Regression model

In this section we describe a very commonly used affine function, especially when the \( n \)-vector \( x \) represents a feature vector. The affine function of \( x \) given by

\[
\hat{y} = x^T \beta + v,
\]

(2.6)

where \( \beta \) is an \( n \)-vector and \( v \) is a scalar, is called a regression model. In this context, the entries of \( x \) are called the regressors, and \( \hat{y} \) is called the prediction, since the regression model is typically an approximation or prediction of some true value \( y \), which is called the dependent variable, outcome, or label.

The vector \( \beta \) is called the weight vector, and the scalar \( v \) is called the offset in the regression model. Together, \( \beta \) and \( v \) are called the parameters in the regression model. (We will see in chapter 10 how the parameters in a regression model can be estimated or guessed, based on some past or known observations of the feature vector \( x \) and the associated outcome \( y \).) The symbol \( \hat{y} \) is used in the regression model to emphasize that it is an estimate or prediction of some outcome \( y \).

The entries in the weight vector have a simple interpretation: \( \beta_i \) is the amount by which \( \hat{y} \) increases (if \( \beta_i > 0 \)) when feature \( i \) increases by one (with all other features the same). If \( \beta_i \) is small, the prediction \( \hat{y} \) doesn’t depend too strongly on feature \( i \). The offset \( v \) is the value of \( y \) when all features have the value 0.

Vector stacking can be used to lump the weights and offset in the regression model (2.6) into a single parameter vector, which simplifies the notation a bit. We create a new regression vector \( \tilde{x} \), with \( n + 1 \) entries, as \( \tilde{x} = (1, x) \). We can think of \( \tilde{x} \) as a new feature vector, consisting of all \( n \) original features, and one new feature added (\( \tilde{x}_1 \)) at the beginning, which always has the value one. We define the parameter vector \( \tilde{\beta} = (v, \beta) \), so the regression model (2.6) has the simple inner product form

\[
\hat{y} = x^T \beta + v = \begin{bmatrix} 1 \\ x \end{bmatrix}^T \begin{bmatrix} v \\ \beta \end{bmatrix} = \tilde{x}^T \tilde{\beta}.
\]

(2.7)

Often we omit the tildes, and simply write this as \( y = x^T \beta \), where we assume that the first feature in \( x \) is the constant 1. A feature that always has the value 1 is not particularly informative or interesting, but it does simplify the notation in a regression model.

Example. As a simple example of a regression model, suppose that \( y \) is the selling price of a house in some neighborhood, over some time period, and the \( 3 \)-vector \( x \) contains attributes of the house:
• \( x_1 \) is the house area (in 1000 square feet),
• \( x_2 \) is the number of bedrooms, and
• \( x_3 \) is the number of bathrooms.

If \( y \) represents the selling price of the house, in thousands of dollars, the regression model \( \hat{y} = x^T \beta + v \) predicts the price in terms of the attributes or features. The individual weights \( \beta_i \) are readily interpreted: \( \beta_3 \), for example, tells us how much more a house sells for with the addition of one bathroom, with the area and number of bedrooms fixed. This regression model is not meant to describe an exact relationship between the house attributes and its selling price; it is a model or approximation.

As a specific example, consider the regression model parameters

\[
\beta = (150.11, -21.14, 7.09), \quad v = 48.40.
\]

(These parameter values were found using the methods we will see in chapter 11 based on records of sales for 789 houses in the Sacramento area.) The table below shows the feature vectors \( x \) for five houses that sold during the period, the actual sale price \( y \), and the predicted price \( \hat{y} \) from the regression model above.

<table>
<thead>
<tr>
<th>House</th>
<th>( x_1 ) (area)</th>
<th>( x_2 ) (beds)</th>
<th>( x_3 ) (baths)</th>
<th>( y ) (price)</th>
<th>( \hat{y} ) (prediction)</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>0.846</td>
<td>1</td>
<td>1</td>
<td>115.00</td>
<td>161.34</td>
</tr>
<tr>
<td>2</td>
<td>1.089</td>
<td>2</td>
<td>2</td>
<td>205.00</td>
<td>183.77</td>
</tr>
<tr>
<td>3</td>
<td>1.922</td>
<td>3</td>
<td>3</td>
<td>284.69</td>
<td>294.76</td>
</tr>
<tr>
<td>4</td>
<td>1.574</td>
<td>4</td>
<td>2</td>
<td>252.16</td>
<td>214.29</td>
</tr>
<tr>
<td>5</td>
<td>2.787</td>
<td>5</td>
<td>3</td>
<td>441.00</td>
<td>382.33</td>
</tr>
</tbody>
</table>

Figure 2.3 shows the predicted and actual sale prices for 789 houses, including the five houses in the table, on a scatter plot, with actual price on the horizontal axis and predicted price on the vertical axis.

We can see that this particular regression model gives reasonable, but not very accurate, predictions of the actual sale price. (Regression models for house prices that are used in practice use many more than 3 regressors, and are much more accurate.)
Figure 2.3 Scatter plot of actual and predicted sale prices for 789 houses sold in Sacramento during a five-day period.
Chapter 3

Norm and distance

In this chapter we focus on the norm of a vector, a measure of its length, and on related concepts like distance, angle, standard deviation, and correlation.

3.1 Norm

The Euclidean norm of a vector $x$, denoted $\|x\|$, is the squareroot of the sum of the squares of its elements,

$$\|x\| = \sqrt{x_1^2 + x_2^2 + \cdots + x_n^2}.$$  

The Euclidean norm is sometimes written with a subscript 2, as $\|x\|_2$. (The subscript 2 indicates that the entries of $x$ are raised to the 2nd power.) Other less widely used terms for the Euclidean norm of a vector are the magnitude, or length, of a vector. We can express the Euclidean norm in terms of the inner product of $x$ with itself:

$$\|x\| = \sqrt{x^T x}.$$  

We use the same notation for the norm of vectors of different dimensions.

As simple examples, we have

$$\|\begin{bmatrix} 2 \\ -1 \\ 2 \end{bmatrix}\| = \sqrt{9} = 3, \quad \|\begin{bmatrix} 0 \\ -1 \end{bmatrix}\| = 1.$$  

When $x$ is a scalar, i.e., a 1-vector, the Euclidean norm is the same as the absolute value of $x$. Indeed, the Euclidean norm can be considered a generalization or extension of the absolute value or magnitude, that applies to vectors. The double bar notation is meant to suggest this. Like the absolute value of a number, the norm of a vector is a (numerical) measure of its size. We say a vector is small if its norm is a small number, and we say it is large if its norm is a large number. (The numerical values of the norm that qualify for small or large depend on the particular application and context.)
When we form the norm of a vector $x$, the entries all have equal status. This makes sense when the entries of the vector $x$ represent the same type of quantity, using the same units (say, at different times or locations), for example meters or dollars. When the entries of a vector represent different types of quantities, the units should be chosen so the numerical values of the entries are comparable. (Another approach is to use a weighted norm, described later on page 36.)

**Properties of norm.** Some important properties of the Euclidean norm are given below. Here $x$ and $y$ are vectors of the same size, and $\beta$ is a scalar.

- **Homogeneity.** $\|\beta x\| = |\beta| \|x\|$. Multiplying a vector by a scalar multiplies the norm by the absolute value of the scalar.

- **Triangle inequality.** $\|x + y\| \leq \|x\| + \|y\|$. The Euclidean norm of a sum of two vectors is no more than the sum of their norms. (The name of this property will be explained later.)

- **Nonnegativity.** $\|x\| \geq 0$.

- **Definiteness.** $\|x\| = 0$ only if $x = 0$.

The last two properties together, which state that the norm is always nonnegative, and zero only when the vector is zero, are called *positive definiteness*. The first, third, and fourth properties are easy to show directly from the definition of the norm. For example, let’s verify the definiteness property. If $\|x\| = 0$, then we also have $\|x\|^2 = 0$, which means that $x_1^2 + \cdots + x_n^2 = 0$. This is a sum of $n$ nonnegative numbers, which is zero. We can conclude that each of the $n$ numbers is zero, since if any of them were nonzero the sum would be positive. So we conclude that $x_i^2 = 0$ for $i = 1, \ldots, n$, and therefore $x_i = 0$, $i = 1, \ldots, n$; and thus, $x = 0$. Establishing the second property, the triangle inequality, is not as easy; we will give a derivation a bit later.

Any real-valued function of an $n$-vector that satisfies the four properties listed above is called a (general) norm. But in this book we will only use the Euclidean norm, so from now on, we refer to the Euclidean norm as the norm.

**Root-mean-square value.** The norm is related to the *root-mean-square* (RMS) value of an $n$-vector $x$, defined as

$$\text{rms}(x) = \sqrt{\frac{x_1^2 + \cdots + x_n^2}{n}} = \frac{\|x\|}{\sqrt{n}}.$$  

The argument of the squareroot in the middle expression is called the *mean-square* value of $x$, denoted $\text{ms}(x)$, and the RMS value is the squareroot of the mean-square value. The RMS value of a vector $x$ is useful when comparing norms of vectors with different dimensions; the RMS value tells us what a ‘typical’ value of $|x_i|$ is. For example, the norm of $\mathbf{1}$, the $n$-vector of all ones, is $\sqrt{n}$, but its RMS value is 1, independent of $n$. More generally, if all the entries of a vector are the same, say, $\alpha$, then the RMS value of the vector is $|\alpha|$. 


3.1 Norm

**Norm of a sum.** A useful formula for the norm of the sum of two vectors \( x \) and \( y \) is

\[
\|x + y\| = \sqrt{\|x\|^2 + 2x^Ty + \|y\|^2}. \tag{3.1}
\]

To derive this formula, we start with the square of the norm of \( x + y \) and use various properties of the inner product:

\[
\|x + y\|^2 = (x + y)^T(x + y) = x^Tx + x^Ty + y^Tx + y^Ty = \|x\|^2 + 2x^Ty + \|y\|^2.
\]

Taking the square root of both sides yields the formula (3.1) above. In the first line, we use the definition of the norm. In the second line, we expand the inner product. In the fourth line we use the definition of the norm, and the fact that \( x^Ty = y^Tx \).

**Norm of block vectors.** The norm-squared of a stacked vector is the sum of the norm-squared values of its subvectors. For example, with \( a = (b, c, d) \) (where \( b, c, \) and \( d \) are vectors), we have

\[
\|a\|^2 = a^Ta = b^Tb + c^Tc + d^Td = \|b\|^2 + \|c\|^2 + \|d\|^2.
\]

This idea is often used in reverse, to express the sum of the norm-squared values of some vectors as the norm-square value of a block vector formed from them.

We can write the equality above in terms of norms as

\[
\|(a, b, c)\| = \sqrt{\|a\|^2 + \|b\|^2 + \|c\|^2} = \|(|a|, \|b\|, \|c||)\|.
\]

In words: The norm of a stacked vector is the norm of the vector formed from the norms of the subvectors. (Which is quite a mouthful.) The right-hand side of the equation above should be carefully read. The outer norm symbols enclose a 3-vector, with (scalar) entries \(|a|, \|b\|, \) and \(|c||\).

**Chebyshev inequality.** Suppose that \( x \) is an \( n \)-vector, and that \( k \) of its entries satisfy \(|x_i| \geq a\), where \( a > 0 \). Then \( k \) of its entries satisfy \( x_i^2 \geq a^2 \). It follows that

\[
\|x\|^2 = x_1^2 + \cdots + x_n^2 \geq ka^2,
\]

since \( k \) of the numbers in the sum are at least \( a^2 \), and the other \( n - k \) numbers are nonnegative. We can conclude that \( k \leq \|x\|^2/a^2 \), which is called the **Chebyshev inequality**. When \( \|x\|^2/a^2 \geq n \), the inequality tells us nothing, since we always have \( k \leq n \). In other cases it limits the number of entries in a vector that can be large. For \( a > \|x\| \), the inequality is \( k \leq \|x\|^2/a^2 < 1 \), so we conclude that \( k = 0 \) (since \( k \) is an integer). In other words, no entry of a vector can be larger in magnitude than the norm of the vector.

The Chebyshev inequality is easier to interpret in terms of the RMS value of a vector. We can write it as

\[
\frac{k}{n} \leq \left( \frac{\text{rms}(x)}{a} \right)^2, \tag{3.2}
\]
where \( k \) is, as above, the number of entries of \( x \) with absolute value at least \( a \). The left-hand side is the fraction of entries of the vector that are at least \( a \) in absolute value. The right-hand side is the inverse square of the ratio of \( a \) to \( \text{rms}(x) \). It says, for example, that no more than \( 1/25 = 4\% \) of the entries of a vector can exceed its RMS value by more than a factor of 5. The Chebyshev inequality partially justifies the idea that the RMS value of a vector gives an idea of the size of a typical entry: It states that not too many of the entries of a vector can be much bigger (in absolute value) than its RMS value. (A converse statement can also be made: At least one entry of a vector has absolute value as large as the RMS value of the vector.)

**Weighted norm.** The *weighted norm* of a vector \( x \) is defined as

\[
\|x\|_w = \sqrt{(x_1/w_1)^2 + \cdots + (x_n/w_n)^2},
\]

where \( w_1, \ldots, w_n \) are given positive *weights*, used to assign more or less importance to the different elements of the \( n \)-vector \( x \). If all the weights are one, the weighted norm reduces to the (‘unweighted’) norm.

Weighted norms arise naturally when the elements of the vector \( x \) have different physical units, or natural ranges of values. One common rule of thumb is to choose \( w_i \) equal to the typical value of \( |x_i| \) in the application or setting. This choice of weights brings all the terms in the sum to the same order, one. We can also imagine that the weights contain the same physical units as the elements \( x_i \), which makes the terms in the sum (and therefore the norm as well) unitless.

### 3.2 Distance

**Euclidean distance.** We can use the norm to define the *Euclidean distance* between two vectors \( a \) and \( b \) as the norm of their difference:

\[
\text{dist}(a,b) = \|a - b\|.
\]

For one, two, and three dimensions, this distance is exactly the usual distance between points with coordinates \( a \) and \( b \), as illustrated in figure 3.1. But the Euclidean distance is defined for vectors of any dimension; we can refer to the distance between two vectors of dimension 100. Since we only use the Euclidean norm in this book, we will refer to the Euclidean distance between vectors as, simply, the distance between the vectors. If \( a \) and \( b \) are \( n \)-vectors, we refer to the RMS value of the difference, \( \|a - b\|/\sqrt{n} \), as the *RMS deviation* between the two vectors.

When the distance between two \( n \)-vectors \( x \) and \( y \) is small, we say they are ‘close’ or ‘nearby’, and when the distance \( \|x - y\| \) is large, we say they are ‘far’. The particular numerical values of \( \|x - y\| \) that correspond to ‘close’ or ‘far’ depend on the particular application.
As an example, consider the 4-vectors
\[
\begin{align*}
a &= \begin{bmatrix} 1.8 \\ 2.0 \\ -3.7 \\ 4.7 \end{bmatrix}, & b &= \begin{bmatrix} 0.6 \\ 2.1 \\ 1.9 \\ -1.4 \end{bmatrix}, & c &= \begin{bmatrix} 2.0 \\ 1.9 \\ -4.0 \\ 4.6 \end{bmatrix}.
\end{align*}
\]
The distances between pairs of them are
\[
\|a - b\| = 8.368, \quad \|a - c\| = 0.387, \quad \|b - c\| = 8.533,
\]
so we can say that \(a\) is much nearer (or closer) to \(c\) than it is to \(b\). We can also say that \(c\) is much nearer to \(a\) than it is to \(b\).

**Triangle inequality.** We can now explain where the triangle inequality gets its name. Consider a triangle in two or three dimensions, whose vertices have coordinates \(a, b,\) and \(c\). The lengths of the sides are the distances between the vertices,
\[
\text{dist}(a, b) = \|a - b\|, \quad \text{dist}(b, c) = \|b - c\|, \quad \text{dist}(a, c) = \|a - c\|.
\]
Geometric intuition tells us that the length of any side of a triangle cannot exceed the sum of the lengths of the other two sides. For example, we have
\[
\|a - c\| \leq \|a - b\| + \|b - c\|.
\]
This follows from the triangle inequality, since
\[
\|a - c\| = \|(a - b) + (b - c)\| \leq \|a - b\| + \|b - c\|.
\]
This is illustrated in figure 3.2.

**Examples.**
- **Feature distance.** If \(x\) and \(y\) represent vectors of \(n\) features of two objects, the quantity \(\|x - y\|\) is called the feature distance, and gives a measure of how different the objects are (in terms of the feature values). Suppose for example the feature vectors are associated with patients in a hospital, with entries such as weight, age, presence of chest pain, difficulty breathing, and the results of tests. We can use feature vector distance to say that one patient case is near another one (at least in terms of their feature vectors).
38 3 Norm and distance

\[ \| a - c \| \leq \| a - b \| + \| b - c \| \]

Figure 3.2 Triangle inequality.

\[ \text{Figure 3.3 The point } z_3 \text{ is the nearest neighbor of } x \text{ among the points } z_1, \ldots, z_6. \]

- **Document similarity.** If n-vectors \( x \) and \( y \) represent the histograms of word occurrences for two documents, \( \| x - y \| \) represents a measure of the dissimilarity of the two documents. We might expect the dissimilarity to be small when the two documents have the same genre, topic, or author; we would expect it to be larger when they are on different topics, or have different authors.

- **RMS prediction error.** Suppose that the n-vector \( y \) represents a time series of some quantity, for example, hourly temperature at some location, and \( \hat{y} \) is another n-vector that represents an estimate or prediction of the time series \( y \), based on other information. The difference \( \hat{y} - y \) is called the prediction error, and its RMS value \( \text{rms}(\hat{y} - y) \) is called the RMS prediction error. If this value is small (say, compared to \( \text{rms}(y) \)) the prediction is good.

- **Nearest neighbor.** Suppose \( z_1, \ldots, z_k \) is a collection of \( k \) n-vectors, and that \( x \) is another n-vector. We say that \( z_j \) is the nearest neighbor (among all the \( z_i \) of \( x \) if

\[ \| x - z_j \| \leq \| x - z_i \|, \quad i = 1, \ldots, k. \]

In words: \( z_j \) is the closest vector to \( x \) among the set of vectors. This is illustrated in figure 3.3. The idea of nearest neighbor is used in many applications. For example, suppose the vectors \( z_i \) are the word histograms for a collection of \( k \) documents, \( x \) is the word histogram of a new document, and
3.3 Standard deviation

For any vector $x$, the vector $\tilde{x} = x - \text{avg}(x) \mathbf{1}$ is called the associated de-meaned vector, obtained by subtracting from each entry of $x$ the mean value of the entries. (This is not standard notation; i.e., $\tilde{x}$ is not generally used to denote the de-meaned vector.) The mean value of the entries of $\tilde{x}$ is zero, i.e., $\text{avg}(\tilde{x}) = 0$. This explains why $\tilde{x}$ is called the de-meaned version of $x$; roughly speaking, it is $x$ with its mean removed. The de-meaned vector is useful for understanding how the entries of a vector deviate from their mean value. It is zero if all the entries in the original vector $x$ are the same.

The standard deviation of an $n$-vector $x$ is defined as the RMS value of the de-meaned vector $x - \text{avg}(x) \mathbf{1}$, i.e.,

$$\text{std}(x) = \sqrt{\frac{(x_1 - \text{avg}(x))^2 + \cdots + (x_n - \text{avg}(x))^2}{n}}.$$  

This is the same as the RMS deviation between a vector $x$ and the vector all of whose entries are $\text{avg}(x)$. It can be written using the inner product and norm as

$$\text{std}(x) = \frac{\|x - (1^T x/n) \mathbf{1}\|}{\sqrt{n}}. \quad (3.4)$$

The standard deviation of a vector $x$ tells us the typical amount by which its entries deviate from their average value. The standard deviation of a vector is zero only when all its entries are equal. The standard deviation of a vector is small when the entries of the vector are nearly the same.

As a simple example consider the vector $x = (1, -2, 3, 2)$. Its mean or average value is $\text{avg}(x) = 1$, so the de-meaned vector is $\tilde{x} = (0, -3, 2, 1)$. Its standard deviation is $\text{std}(x) = 1.872$. We interpret this number as a ‘typical’ value by which the entries differ from the mean of the entries. These numbers are 0, 3, 2, and 1, so $1.872$ is at least reasonable.

We should warn the reader that another slightly different definition of the standard deviation of a vector is widely used, in which the denominator $\sqrt{n}$ in (3.4) is replaced with $\sqrt{n-1}$ (for $n \geq 2$). In this book we will only use the definition (3.4).

The average, RMS value, and standard deviation of a vector are related by the formula

$$\text{rms}(x)^2 = \text{avg}(x)^2 + \text{std}(x)^2. \quad (3.5)$$

This formula makes sense: $\text{rms}(x)^2$ is the mean square value of the entries of $x$, which can be expressed as the square of the mean value, plus the mean square fluctuation of the entries of $x$ around their mean value. We can derive this formula.
from our vector notation formula for \( \text{std}(x) \) given above. We have

\[
\text{std}(x)^2 = (1/n)\|x - (1^T x/n)1\|^2 \\
= (1/n)(x^T x - 2x^T (1^T x/n)1 + ((1^T x/n)1)^T((1^T x/n))1) \\
= (1/n)(x^T x - (2/n)(1^T x)^2 + n(1^T x/n)^2) \\
= (1/n)x^T x - (1^T x/n)^2 \\
= \text{rms}(x)^2 - \text{avg}(x)^2,
\]

which can be re-arranged to obtain the identity above. This derivation uses many of the properties for norms and inner products, and should be read carefully to understand every step. In the second line, we expand the norm-square of the sum of two vectors. In the third line we use the commutative property of scalar-vector multiplication, moving scalars such as \((1^T x/n)1\) to the front of each term, and also the fact that \(1^T 1 = n\).

Examples.

- **Mean return and risk.** Suppose that an \( n \)-vector represents a time series of return on an investment, expressed as a percentage, in \( n \) time periods over some interval of time. Its average gives the mean return over the whole interval, often shortened to its *return*. Its standard deviation is a measure of how variable the return is, from period to period, over the time interval, i.e., how much it typically varies from its mean, and is often called the (per period) *risk* of the investment. Multiple investments can be compared by plotting them on a *risk-return plot*, which gives the mean and standard deviation of the returns of each of the investments over some interval. A desirable return history vector has high mean return and low risk; this means that the returns in the different periods are consistently high. Figure 3.4 shows an example.

- **Temperature or rainfall.** Suppose that an \( n \)-vector is a time series of the daily average temperature at a particular location, over a one year period. Its average gives the average temperature at that location (over the year) and its standard deviation is a measure of how much the temperature varied from its average value. We would expect the average temperature to be high and the standard deviation to be low in a tropical location, and the opposite for a location with high latitude.

**Chebyshev inequality for standard deviation.** The Chebyshev inequality (3.2) can be transcribed to an inequality expressed in terms of the mean and standard deviation: If \( k \) is the number of entries of \( x \) that satisfy \(|x_i - \text{avg}(x)| \geq a\), then \( k/n \leq (\text{std}(x)/a)^2\). (This inequality is only interesting for \( a > \text{std}(x)\).) For example, at most \( 1/9 = 11.1\% \) of the entries of a vector can deviate from the mean value \( \text{avg}(x) \) by 3 standard deviations or more. Another way to state this is: The fraction of entries of \( x \) within \( \alpha \) standard deviations of \( \text{avg}(x) \) is at least \( 1 - 1/\alpha^2 \) (for \( \alpha > 1 \)).

As an example, consider a time series of return on an investment, with a mean return of \( 8\% \), and a risk (standard deviation) \( 3\% \). By the Chebyshev inequality,
Figure 3.4 The vectors $a$, $b$, $c$, $d$ represent time series of returns on investments over 10 periods. The bottom plot shows the investments in a risk-return plane, with return defined as the average value and risk as the standard deviation of the corresponding vector.
the fraction of periods with a loss (i.e., \(x_i \leq 0\)) is no more than \((3/8)^2 = 14.1\%\). (In fact, the fraction of periods when the return is either a loss, \(x_i \leq 0\), or very good, \(x_i \geq 16\%\), is together no more than 14.1\%.)

Properties of standard deviation.

- Adding a constant. For any vector \(x\) and any number \(a\), we have \(\text{std}(x+a\mathbf{1}) = \text{std}(x)\). Adding a constant to every entry of a vector does not change its standard deviation.

- Multiplying by a scalar. For any vector \(x\) and any number \(a\), we have \(\text{std}(ax) = |a|\text{std}(x)\). Multiplying a vector by a scalar multiplies the standard deviation by the absolute value of the scalar.

Standardization. For any vector \(x\), we refer to \(\tilde{x} = x - \text{avg}(x)\mathbf{1}\) as the demeaned version of \(x\), since it has average or mean value zero. If we then divide by the RMS value of \(\tilde{x}\) (which is the standard deviation of \(x\)), we obtain the vector

\[
z = \frac{1}{\text{std}(x)}(x - \text{avg}(x)\mathbf{1}).
\]

This vector is called the standardized version of \(x\). It has mean zero, and standard deviation one. Its entries are sometimes called the \(z\)-scores associated with the original entries of \(x\). For example, \(z_4 = 1.4\) means that \(x_4\) is 1.4 standard deviations above the mean of the entries of \(x\). Figure 3.5 shows an example.

The standardized values for a vector give a simple way to interpret the original values in the vectors. For example, if an \(n\)-vector \(x\) gives the values of some medical test of \(n\) patients admitted to a hospital, the standardized values or \(z\)-scores tell us how high or low, compared to the population, that patient’s value is. A value \(z_6 = -3.2\), for example, means that patient 6 has a very low value of the measurement; whereas \(z_{22} = 0.3\) says that patient 22’s value is quite close to the average value.
### 3.4 Angle

**Cauchy-Schwarz inequality.** An important inequality that relates norms and inner products is the Cauchy-Schwarz inequality:

\[ |a^T b| \leq \|a\| \|b\| \]

for any \(n\)-vectors \(a\) and \(b\). Written out in terms of the entries, this is

\[ |a_1 b_1 + \cdots + a_n b_n| \leq (a_1^2 + \cdots + a_n^2)^{1/2} (b_1^2 + \cdots + b_n^2)^{1/2}, \]

which looks more intimidating.

The Cauchy-Schwarz inequality can be shown as follows. The inequality clearly holds if \(a = 0\) or \(b = 0\) (in this case, both sides of the inequality are zero). So we suppose now that \(a \neq 0\), \(b \neq 0\), and define \(\alpha = \|a\|, \beta = \|b\|\). We observe that

\[
0 \leq \|\beta a - \alpha b\|^2 = \|\beta a\|^2 - 2\beta a^T (\alpha b) + \|\alpha b\|^2
= \beta^2 \|a\|^2 - 2\beta \alpha (a^T b) + \alpha^2 \|b\|^2
= \|b\|^2 \|a\|^2 - 2\|b\| \|a\| (a^T b) + \|a\|^2 \|b\|^2
= 2\|a\|^2 \|b\|^2 - 2\|a\| \|b\| (a^T b).
\]

Dividing by \(2\|a\| \|b\|\) yields \(a^T b \leq \|a\| \|b\|\). Applying this inequality to \(-a\) and \(b\) we obtain \(-a^T b \leq \|a\| \|b\|\). Putting these two inequalities together we get the Cauchy-Schwarz inequality, \(|a^T b| \leq \|a\| \|b\|\).

This argument also reveals the conditions on \(a\) and \(b\) under which they satisfy the Cauchy-Schwarz inequality with equality. This occurs only if \(\|\beta a - \alpha b\| = 0\), i.e., \(\beta a = \alpha b\). This means that each vector is a scalar multiple of the other. This statement remains true when either \(a\) or \(b\) is zero. So the Cauchy-Schwarz inequality holds with equality when one of the vectors is a multiple of the other; in all other cases, it holds with strict inequality.

**Verification of triangle inequality.** We can use the Cauchy-Schwarz inequality to verify the triangle inequality. Let \(a\) and \(b\) be any vectors. Then

\[
\|a + b\|^2 = \|a\|^2 + 2a^T b + \|b\|^2
\leq \|a\|^2 + 2\|a\| \|b\| + \|b\|^2
= (\|a\| + \|b\|)^2,
\]

where we used the Cauchy-Schwarz inequality in the second line. Taking the square-root we get the triangle inequality, \(\|a + b\| \leq \|a\| + \|b\|\).

**Angle between vectors.** The angle between two nonzero vectors \(a, b\) is defined as

\[
\theta = \arccos\left( \frac{a^T b}{\|a\| \|b\|} \right)
\]
where \( \text{arccos} \) denotes the inverse cosine, normalized to lie in the interval \([0, \pi]\). In other words, we define \( \theta \) as the unique number in \([0, \pi]\) that satisfies

\[
\theta = \frac{a^T b}{\|a\| \|b\|}.
\]

The angle between \( a \) and \( b \) is written as \( \angle(a, b) \), and is sometimes expressed in degrees. (The default angle unit is radians; \( 360^\circ \) is \( 2\pi \) radians.) For example, \( \angle(a, b) = 30^\circ \) means \( \angle(a, b) = \pi/6 \), i.e., \( a^T b = (1/2)\|a\|\|b\| \).

The angle coincides with the usual notion of angle between vectors, when they have dimension two or three. For example, the angle between the vectors \( a = (1, 2, -1) \) and \( b = (2, 0, -3) \) is

\[
\text{arccos} \left( \frac{5}{\sqrt{6} \sqrt{13}} \right) = \text{arccos}(0.5661) = 0.9690 = 55.52^\circ
\]

(to within 4 digits). But the definition of angle is more general; we can refer to the angle between two vectors with dimension 100.

The angle is a symmetric function of \( a \) and \( b \): we have \( \angle(a, b) = \angle(b, a) \). The angle is not affected by scaling each of the vectors by a positive scalar: we have, for any vectors \( a \) and \( b \), and any positive numbers \( \alpha \) and \( \beta \),

\[
\angle(\alpha a, \beta b) = \angle(a, b).
\]

**Acute and obtuse angles.** Angles are classified according to the sign of \( a^T b \).

- If the angle is \( \pi/2 = 90^\circ \), i.e., \( a^T b = 0 \), the vectors are said to be **orthogonal**. We write \( a \perp b \) if \( a \) and \( b \) are orthogonal.

- If the angle is zero, which means \( a^T b = \|a\|\|b\| \), the vectors are **aligned**. Each vector is a positive multiple of the other (assuming the vectors are nonzero).

- If the angle is \( \pi = 180^\circ \), which means \( a^T b = -\|a\|\|b\| \), the vectors are **anti-aligned**. Each vector is a negative multiple of the other (assuming the vectors are nonzero).

- If \( \angle(a, b) \leq \pi/2 = 90^\circ \), the vectors are said to make an **acute angle**. This is the same as \( a^T b \geq 0 \), i.e., the vectors have nonnegative inner product.

- If \( \angle(a, b) \geq \pi/2 = 90^\circ \), the vectors are said to make an **obtuse angle**. This is the same as \( a^T b \leq 0 \), i.e., the vectors have nonpositive inner product.

These definitions are illustrated in figure 3.6.

**Examples.**

- **Spherical distance.** Suppose \( x \) and \( y \) are 3-vectors that represent two points that lie on a sphere of radius \( R \) (for example, locations on earth). The distance between them, measured along the sphere, is given by \( R \angle(x, y) \).

- **Document similarity via angles.** If \( n \)-vectors \( x \) and \( y \) represent the word counts for two documents, their angle \( \angle(x, y) \) can be used as a measure of document dissimilarity. (When using angle to measure document dissimilarity, either word counts or histograms can be used; they produce the same result.)
3.4 Angle

Figure 3.6 From left to right: examples of orthogonal, aligned, and anti-aligned vectors, vectors that make an acute and an obtuse angle.

**Norm of sum via angles.** For vectors $x$ and $y$ we have

$$
\|x + y\|^2 = \|x\|^2 + 2x^Ty + \|y\|^2 = \|x\|^2 + 2\|x\|\|y\|\cos \theta + \|y\|^2,
$$

(3.6)

where $\theta = \angle(x, y)$. (The first equality comes from (3.1).) From this we can make several observations.

- If $x$ and $y$ are aligned ($\theta = 0$), we have $\|x + y\| = \|x\| + \|y\|$. Thus, their norms add.
- If $x$ and $y$ are orthogonal ($\theta = 90^\circ$), we have $\|x + y\|^2 = \|x\|^2 + \|y\|^2$. In this case the norm-squared values add, and we have $\|x + y\| = \sqrt{\|x\|^2 + \|y\|^2}$.

**Correlation coefficient.** Suppose $a$ and $b$ are $n$-vectors, with associated de-meaned vectors

$$
\tilde{a} = a - \text{avg}(a)\mathbf{1}, \quad \tilde{b} = b - \text{avg}(b)\mathbf{1}.
$$

Assuming these de-meaned vectors are not zero (which occurs when the original vectors have all equal entries), we define their correlation coefficient as

$$
\rho = \frac{\tilde{a}^T\tilde{b}}{\|\tilde{a}\|\|\tilde{b}\|}.
$$

(3.7)

Thus, $\rho = \cos \theta$, where $\theta = \angle(\tilde{a}, \tilde{b})$. We can also express the correlation coefficient in terms of the vectors $u$ and $v$ obtained by standardizing $a$ and $b$. With $u = \tilde{a}/\text{std}(a)$ and $v = \tilde{b}/\text{std}(b)$, we have

$$
\rho = u^Tv/n.
$$

(3.8)

(We use $\|\tilde{u}\| = \|\tilde{v}\| = \sqrt{n}$.)

This is a symmetric function of the vectors: the correlation between $a$ and $b$ is the same as the correlation coefficient between $b$ and $a$. The Cauchy-Schwarz inequality tells us that the correlation coefficient ranges between $-1$ and $+1$. For this reason, the correlation coefficient is sometimes expressed as a percentage. For example, $\rho = 30\%$ means $\rho = 0.3$. When $\rho = 0$, we say the vectors are *uncorrelated*.

The correlation coefficient tells us how the entries in the two vectors vary together. Roughly speaking, high correlation (say, $\rho = 0.8$) means that entries of $a$ and $b$ are typically above their mean for many of the same entries. The extreme case $\rho = 1$ occurs only if the vectors $\tilde{a}$ and $\tilde{b}$ are aligned, which means that each is a positive multiple of the other, and the other extreme case $\rho = -1$ occurs only when $\tilde{a}$ and $\tilde{b}$ are negative multiples of each other. This idea is illustrated in figure 3.7.
Figure 3.7 Three pairs of vectors $a, b$ of length 10, with correlation coefficients 0.968 (top), $-0.988$ (middle), and 0.004 (bottom).
which shows the entries of two vectors, as well as a scatter plot of them, for cases
with correlation near 1, near −1, and near 0.

The correlation coefficient is often used when the vectors represent time series,
such as the returns on two investments over some time interval, or the rainfall in
two locations over some time interval. If they are highly correlated (say, \( \rho > 0.8 \)),
the two time series are typically above their mean values at the same times. For
example, we would expect the rainfall time series at two nearby locations to be
highly correlated. As another example, we might expect the returns of two similar
companies, in the same business area, to be highly correlated.

**Standard deviation of sum.** We can rewrite (3.6) in terms of correlation coeffi-
cient and standard deviation as

\[
\text{std}(a + b) = \sqrt{\text{std}(a)^2 + 2\rho \text{std}(a) \text{std}(b) + \text{std}(b)^2}.
\]

If \( \rho = 1 \), the standard deviation of the sum of vectors is the sum of their standard
deviations, i.e.,

\[
\text{std}(a + b) = \text{std}(a) + \text{std}(b).
\]

As \( \rho \) decreases, the standard deviation of the sum decreases. When \( \rho = 0 \), i.e., \( a \)
and \( b \) are uncorrelated, the standard deviation of the sum \( a + b \) is

\[
\text{std}(a + b) = \sqrt{\text{std}(a)^2 + \text{std}(b)^2},
\]

which is smaller than \( \text{std}(a) + \text{std}(b) \) (unless one of them is zero). When \( \rho = -1 \),
the standard deviation of the sum is as small as it can be,

\[
\text{std}(a + b) = |\text{std}(a) - \text{std}(b)|.
\]

**Hedging investments.** Suppose that vectors \( a \) and \( b \) are time series of returns
for two assets with the same return (average) \( \mu \) and risk (standard deviation) \( \sigma \),
and correlation coefficient \( \rho \). (These are the traditional symbols used.) The vector
\( c = (a + b)/2 \) is the time series of returns for an investment with 50% in each of the
assets. This blended investment has the same return as the original assets, since

\[
\text{avg}(c) = \text{avg}((a + b)/2) = (\text{avg}(a) + \text{avg}(b))/2 = \mu.
\]

The risk (standard deviation) of this blended investment is

\[
\text{std}(c) = \sqrt{2\sigma^2 + 2\rho\sigma^2}/2 = \sigma\sqrt{(1 + \rho)/2}.
\]

From this we see that the risk of the blended investment is never more than the
risk of the original assets, and is smaller when the correlation of the original asset
returns is smaller. When the returns are uncorrelated, the risk is a factor \( 1/\sqrt{2} = 0.707 \)
smaller than the risk of the original assets. If the asset returns are strongly
negatively correlated (i.e., \( \rho \) is near −1), the risk of the blended investment is
much smaller than the risk of the original assets. Investing in two assets with
uncorrelated, or negatively correlated, returns is called *hedging* (which is short for
‘hedging your bets’). Hedging reduces risk.
3.5 Complexity

Computing the norm of an \( n \)-vector requires \( n \) multiplications (to square each entry), \( n - 1 \) additions (to add the squares), and one squareroot. Even though computing the squareroot typically takes more time than computing the product or sum of two numbers, it is counted as just one flop. So computing the norm takes \( 2n \) flops. The cost of computing the RMS value of an \( n \)-vector is the same, since we can ignore the two flops involved in division by \( \sqrt{n} \). Computing the distance between two vectors costs \( 3n \) flops, and computing the angle between them costs \( 6n \) flops. All of these operations have order \( n \).

De-meaning an \( n \)-vector requires \( 2n \) flops (\( n \) for forming the average and another \( n \) flops for subtracting the average from each entry). Computing the standard deviation costs \( 4n \) flops, and standardizing an \( n \)-vector costs \( 5n \) flops. The correlation coefficient between two vectors costs \( 8n \) flops to compute. These operations also have order \( n \).

As a slightly more involved computation, suppose that we wish to determine the nearest neighbor among a set of \( k \) \( n \)-vectors \( z_1, \ldots, z_k \) to another \( n \)-vector \( x \). (This will come up in the next chapter.) The simple approach is to compute the distances \( \| x - z_i \| \), for \( i = 1, \ldots, k \), and then find the minimum of these. (Sometimes a comparison of two numbers is also counted as a flop.) The cost of this is \( 3kn \) flops to compute the distances, and \( k - 1 \) comparisons to find the minimum. The latter term can be ignored, so the flop count is \( 3kn \). The order of finding the nearest neighbor in a set of \( k \) \( n \)-vectors is \( kn \).
Chapter 4

Clustering

In this chapter we consider the task of clustering a set of vectors into groups or clusters of vectors that are close to each other, as measured by the distance between pairs of them. We describe a famous clustering method, called the $k$-means algorithm, and give some typical applications.

The material in this chapter will not be used in the sequel. But the ideas, and the $k$-means algorithm in particular, are widely used in practical applications, and rely only on the ideas developed in previous chapters.

4.1 Clustering

Suppose we have a set of $N$ $n$-vectors, $x_1, \ldots, x_N$. The goal of clustering is to group or partition the vectors (if possible) into $k$ groups or clusters, with the vectors in each group close to each other. Clustering is very widely used in many application areas, typically (but not always) when the vectors represent features of objects.

Normally we have $k \ll N$, which means that there are many more vectors than groups. Typical applications use values of $k$ that range from a handful to a few hundred or more, with values of $N$ that range from hundreds to billions. Part of the task of clustering a set of vectors is to determine whether or not the vectors can be divided into $k$ groups, with vectors in each group near each other. Of course this depends on $k$, the number of clusters, and the particular data, i.e., the vectors $x_1, \ldots, x_N$.

Figure 4.1 shows a simple example, with $N = 300$ 2-vectors, shown as small circles. We can easily see that this collection of vectors can be divided into $k = 3$ clusters, shown on the right with the colors representing the different clusters. We could partition these data into other numbers of clusters, but we can see that $k = 3$ is a good value.

This example is not typical in several ways. First, the vectors have dimension $n = 2$. Clustering any set of 2-vectors is easy: We simply scatter plot the values and check visually if the data are clustered, and if so, how many clusters there are.
In almost all applications \( n \) is larger than 2 (and typically, much larger than 2), in which case this simple visual method cannot be used. The second way in which it is not typical is that the points are very well clustered; in most applications, the data are not as cleanly clustered as in this simple example; there are several or even many points that lie in between clusters. Finally, in this example, it is clear that the best choice of \( k \) is \( k = 3 \). In real examples, it can be less clear what the best value of \( k \) is. But even when the clustering is not as clean as in this example, and the best value of \( k \) is not clear, clustering can be very useful in practice.

Before we delve more deeply into the details of clustering and clustering algorithms, we list some common applications where clustering is used.

**Examples.**

- **Topic discovery.** Suppose \( x_i \) are word histograms associated with \( N \) documents. A clustering algorithm partitions the documents into \( k \) groups, which typically can be interpreted as groups of documents with the same or similar topics, genre, or author. Since the clustering algorithm runs automatically and without any understanding of what the words in the dictionary mean, this is sometimes called *automatic topic discovery*.

- **Patient clustering.** If \( x_i \) are feature vectors associated with \( N \) patients admitted to a hospital, a clustering algorithm clusters the patients into \( k \) groups of similar patients (at least in terms of their feature vectors).

- **Customer market segmentation.** Suppose the vector \( x_i \) gives the quantities (or dollar values) of \( n \) items purchased by customer \( i \) over some period of time. A clustering algorithm will group the customers into \( k \) market segments, which are groups of customers with similar purchasing patterns.

- **ZIP-code clustering.** Suppose that \( x_i \) is a vector giving \( n \) quantities or statistics for the residents of ZIP-code \( i \), such as numbers of residents in various age groups, household size, education statistics, and income statistics. (In
this example $N$ is around 40000.) A clustering algorithm might be used to cluster the 40000 ZIP-codes into, say, $k = 100$ groups of ZIP-codes with similar statistics.

- **Student clustering.** Suppose the vector $x_i$ gives the detailed grading record of student $i$ in a course, i.e., her grades on each question in the quizzes, homework assignments, and exams. A clustering algorithm might be used to cluster the students into $k = 100$ groups of students who performed similarly.

- **Survey response clustering.** A group of $N$ people respond to a survey with $n$ questions. Each question contains a statement, such as ‘The movie was too long’, followed by a set of ordered options such as

  Strongly Disagree, Disagree, Neutral, Agree, Strongly Agree.

  (This is called a Likert scale.) Suppose the $n$-vector $x_i$ encodes the selections of respondent $i$ on the $n$ questions, using the numerical coding $-2, -1, 0, +1, +2$ for the responses above. A clustering algorithm can be used to cluster the respondents into $k$ groups, each with similar responses to the survey.

  In each of these cases, it would be quite informative to know that the vectors can be well clustered into, say, $k = 5$ or $k = 37$ groups. This can be used to develop insight into the data. By examining the clusters we can often understand them, and assign labels or descriptions to them.

### 4.2 A clustering objective

In this section we formalize the idea of clustering, and introduce a natural measure of the quality of a given clustering.

**Specifying the cluster assignments.** We specify a clustering of the vectors by saying which cluster or group each one belongs to. We label the groups $1, \ldots, k$, and specify a clustering or assignment of the $N$ given vectors to groups using an $N$-vector $c$, where $c_i$ is the group (number) that vector $i$ is assigned to. As a simple example with $N = 5$ vectors and $k = 3$ groups, $c = (3, 1, 1, 1, 2)$ means that $x_1$ is assigned to group 3, $x_2$, $x_3$, and $x_4$ are assigned to group 1, and $x_5$ is assigned to group 2. We will also describe the clustering by the sets of indexes for each group. We let $G_j$ be the set of indexes corresponding to group $j$. For our simple example above, we have

$$G_1 = \{2, 3, 4\}, \quad G_2 = \{5\}, \quad G_3 = \{1\}.$$  

(Here we are using the notation of sets; see appendix \[A\].) Formally, we can express these index sets in terms of the group assignment vector $c$ as

$$G_j = \{i \mid c_i = j\}.$$
**Group representatives.** With each of the groups we associate a group representative $n$-vector, which we denote $z_1, \ldots, z_k$. These representatives can be any $n$-vectors; they do not need to be one of the given vectors. We want each representative to be close to the vectors in its associated group, i.e., we want the quantities
\[ \|x_i - z_{c_i}\| \]
to be small. (Note that $x_i$ is in group $j = c_i$, so $z_{c_i}$ is the representative vector associated with data vector $x_i$.)

**A clustering objective.** We can now give a single number that we use to judge a choice of clustering, along with a choice of the group representatives. We define
\[ J_{\text{clust}} = \left( \|x_1 - z_{c_1}\|^2 + \cdots + \|x_N - z_{c_N}\|^2 \right) / N, \tag{4.1} \]
which is the mean squared distance from the vectors to their associated representatives. Note that $J_{\text{clust}}$ depends on the cluster assignments (i.e., $c$), as well as the choice of the group representatives $z_1, \ldots, z_k$. The smaller $J_{\text{clust}}$ is, the better the clustering. An extreme case is $J_{\text{clust}} = 0$, which means that the distance between every original vector and its assigned representative is zero. This happens only when the original set of vectors only take $k$ different values, and each vector is assigned to the representative it is equal to. (This extreme case would probably not occur in practice.)

Our choice of clustering objective $J_{\text{clust}}$ makes sense, since it encourages all points to be near their associated representative, but there are other reasonable choices. For example, it is possible to use an objective that encourages more balanced groupings. But we will stick with this basic (and very common) choice of clustering objective.

**Optimal and suboptimal clustering.** We seek a clustering, i.e., a choice of group assignments $c_1, \ldots, c_N$ and a choice of representatives $z_1, \ldots, z_k$, that minimize the objective $J_{\text{clust}}$. We call such a clustering optimal. Unfortunately, for all but the very smallest problems, it is practically impossible to find an optimal clustering. (It can be done in principle, but the amount of computation needed grows extremely rapidly with $N$.) The good news is that the $k$-means algorithm described in the next section requires far less computation (and indeed, can be run for problems with $N$ measured in billions) and often finds a very good, if not the absolute best, clustering. (Here, ‘very good’ means a clustering and choice of representatives that achieves a value of $J_{\text{clust}}$ near its smallest possible value.) We say that the clustering choices found by the $k$-means algorithm are suboptimal, which means that they might not give the lowest possible value of $J_{\text{clust}}$.

Even though it is a hard problem to choose the best clustering and the best representatives, it turns out that we can find the best clustering, if the representatives are fixed, and we can find the best representatives, if the clustering is fixed. We address these two topics now.

**Partitioning the vectors with the representatives fixed.** Suppose that the group representatives $z_1, \ldots, z_k$ are fixed, and we seek the group assignments $c_1, \ldots, c_N$
that achieve the smallest possible value of \( J_{\text{clust}} \). It turns out that this problem can be solved exactly.

The objective \( J_{\text{clust}} \) is a sum of \( N \) terms. The choice of \( c_i \) (i.e., the group to which we assign the vector \( x_i \)) only affects the \( i \)th term in \( J_{\text{clust}} \), which is \( (1/N)\|x_i - z_{c_i}\|^2 \). We can choose \( c_i \) to minimize just this term, since \( c_i \) does not affect the other \( N-1 \) terms in \( J_{\text{clust}} \). How do we choose \( c_i \) to minimize this term? This is easy: We simply choose \( c_i \) to be the value of \( j \) that minimizes \( \|x_i - z_j\| \) over \( j \). In other words, we should assign each data vector \( x_i \) to its nearest neighbor among the representatives. This choice of assignment is very natural, and easily carried out.

So, when the group representatives are fixed, we can readily find the best group assignment (i.e., the one that minimizes \( J_{\text{clust}} \)), by assigning each vector to its nearest representative. With this choice of group assignment, we have (by the way the assignment is made)

\[
\|x_i - z_{c_i}\| = \min_{j=1,\ldots,k} \|x_i - z_j\|,
\]

so the value of \( J_{\text{clust}} \) is given by

\[
\left( \min_{j=1,\ldots,k} \|x_1 - z_j\|^2 + \cdots + \min_{j=1,\ldots,k} \|x_N - z_j\|^2 \right) / N.
\]

This has a simple interpretation: It is the mean of the squared distance from the data vectors to their closest representative.

**Optimizing the group representatives with the assignment fixed.** Now we turn to the problem of choosing the group representatives, with the clustering (group assignments) fixed, in order to minimize our objective \( J_{\text{clust}} \). It turns out that this problem also has a simple and natural solution.

We start by re-arranging the sum of \( N \) terms into \( k \) sums, each associated with one group. We write

\[
J_{\text{clust}} = J_1 + \cdots + J_k,
\]

where

\[
J_j = (1/N) \sum_{i \in G_j} \|x_i - z_j\|^2
\]

is the contribution to the objective \( J_{\text{clust}} \) from the vectors in group \( j \). (The sum here means that we should add up all terms of the form \( \|x_i - z_j\|^2 \), for any \( i \in G_j \), i.e., for any vector \( x_i \) in group \( j \); see appendix A.)

The choice of group representative \( z_j \) only affects the term \( J_j \); it has no effect on the other terms in \( J_{\text{clust}} \). So we can choose each \( z_j \) to minimize \( J_j \). Thus we should choose the vector \( z_j \) so as to minimize the mean square distance to the vectors in group \( j \). This problem has a very simple solution: We should choose \( z_j \) to be the average (or mean or centroid) of the vectors \( x_i \) in its group:

\[
z_j = (1/|G_j|) \sum_{i \in G_j} x_i,
\]
where \( |G_j| \) is standard mathematical notation for the number of elements in the set \( G_j \), i.e., the size of group \( j \).

So if we fix the group assignments, we minimize \( J_{\text{clust}} \) by choosing each group representative to be the average or centroid of the vectors assigned to its group. (This is sometimes called the *group centroid* or *cluster centroid*.)

### 4.3 The \( k \)-means algorithm

It might seem that we can now solve the problem of choosing the group assignments and the group representatives to minimize \( J_{\text{clust}} \), since we know how to do this when one or the other choice is fixed. But the two choices are circular, i.e., each depends on the other. Instead we rely on a very old idea in computation: we simply iterate between the two choices. This means that we repeatedly alternate between updating the group assignments, and then updating the representatives, using the methods developed above. In each step the objective \( J_{\text{clust}} \) gets better (i.e., goes down) unless the step does not change the choice. This is the celebrated *\( k \)-means algorithm* for clustering a set of vectors.

**Algorithm 4.1 \( k \)-MEANS ALGORITHM**

*given* a set of \( N \) vectors \( x_1, \ldots, x_N \), and an initial set of \( k \) group representative vectors \( z_1, \ldots, z_k \)

repeat until convergence

1. *Partition the vectors into \( k \) groups.* For each vector \( i = 1, \ldots, N \), assign \( x_i \) to the group associated with the nearest representative.

2. *Update representatives.* For each group \( j = 1, \ldots, k \), set \( z_j \) to be the mean of the vectors in group \( j \).

**Comments and clarifications.**

- Ties in step 1 can be broken by assigning \( x_i \) to the group associated with one of the closest representatives with the smallest value of \( j \).

- It is possible that in step 1, one or more of the groups can be empty, i.e., contain no vectors. In this case we simply drop this group (and its representative). When this occurs, we end up with a partition of the vectors into fewer than \( k \) groups.

- If the group assignments found in step 1 are the same in two successive iterations, the representatives in step 2 will also be the same. It follows that the groups assignments and group representatives will never change in future iterations, so we should stop the algorithm. This is what we mean by ‘until convergence’.
4.3 The \( k \)-means algorithm

Figure 4.2 One iteration of the \( k \)-means algorithm. The 30 2-vectors \( x_i \) are shown as filled circles, and the 3 group representatives \( z_j \) are shown as rectangles. In the left-hand figure the vectors are each assigned to the closest representative. On the right-hand figure, the representatives are replaced by the cluster centroids.

- We start the algorithm with a choice of initial group representatives. One simple method is to pick the representatives randomly from the original vectors; another is to start from a random assignment of the original vectors to \( k \) groups, and use the means of the groups as the initial representatives. (There are more sophisticated methods for choosing an initial set of representatives, but this topic is beyond the scope of this book.)

One iteration of the \( k \)-means algorithm is illustrated in figure 4.2.

**Convergence.** The fact that \( J_{\text{clust}} \) decreases in each step implies that the \( k \)-means algorithm converges in a finite number of steps. However, depending on the initial choice of representatives, the algorithm can, and does, converge to different final partitions, with different objective values.

The \( k \)-means algorithm is a \textit{heuristic}, which means it cannot guarantee that the partition it finds minimizes our objective \( J_{\text{clust}} \). For this reason it is common to run the \( k \)-means algorithm several times, with different initial representatives, and choose the one among them with the smallest final value of \( J_{\text{clust}} \). Despite the fact that the \( k \)-means algorithm is a heuristic, it is very useful in practical applications, and very widely used.

Figure 4.3 shows a few iterations generated by the \( k \)-means algorithm, applied to the example of figure 4.1. We take \( k = 3 \) and start with randomly chosen group representatives. The final clustering is shown in figure 4.4. Figure 4.5 shows how the clustering objective decreases in each step.

**Interpreting the representatives.** The representatives \( z_1, \ldots, z_k \) associated with a clustering are quite interpretable. Suppose, for example, that voters in some election can be well clustered into 7 groups, on the basis of a data set that includes
Figure 4.3 Three iterations of the $k$-means algorithm. The group representatives are shown as large stars. In each row, the left-hand plot shows the result of partitioning the vectors in the 3 groups (step 1 of algorithm 4.1). The right-hand plot shows the updated representatives (step 2 of the algorithm).
4.3 The $k$-means algorithm

Figure 4.4 Final clustering.

Figure 4.5 The clustering objective $J_{\text{clust}}$ after step 1 of each iteration.
demographic data and questionnaire or poll data. If the 4th component of our vectors is the age of the voter, then \((z_3)_4 = 37.8\) tells that the average of voters in group 3 is 37.8. Insight gained from this data can be used to tune campaign messages, or choose media outlets for campaign advertising.

**Choosing \(k\).** It is common to run the \(k\)-means algorithm for different values of \(k\), and compare the results. How to choose a value of \(k\) among these depends on how the clustering will be used. But some general statements can be made. For example, if the value of \(J^{\text{clust}}\) with \(k = 7\) is quite a bit smaller than for the values \(k = 2, \ldots, 6\), and not much larger than the values for \(k = 8, 9, \ldots\), we could reasonably choose \(k = 7\), and conclude that our data (set of vectors) partitions nicely into 7 groups.

**Complexity.** In step 1 of the \(k\)-means algorithm, we find the nearest neighbor to each of \(N\) \(n\)-vectors, over the set of \(k\) centroids. This requires approximately \(3Nkn\) flops. In step 2 we average the \(n\)-vectors over each of cluster groups. For a cluster with \(p\) vectors, this requires \(n(p - 1)\) flops, which we approximate as \(np\) flops; averaging all clusters requires a total of \(Nn\) flops. This is negligible compared to the cost of partitioning in step 1. So \(k\)-means requires around \(3Nkn\) flops per iteration. Its order is \(Nkn\) flops.

Each run of \(k\)-means typically takes fewer than a few tens of iterations, and usually \(k\)-means is run some modest number of times, like 10. So a very rough guess of the number of flops required to run \(k\)-means 10 times (in order to choose the best partition found) is \(1000Nkn\) flops. As an example, suppose we use \(k\)-means to partition \(N = 100000\) vectors with size \(n = 100\) into \(k = 10\) groups. On a 1 Gflop/s computer we guess that this will take around 100 seconds, i.e., on the order of one minute. Given the approximations made here (for example, the number of iterations that each run of \(k\)-means will take) this is obviously a crude estimate.

**Examples**

**Image clustering.** The MNIST (Mixed National Institute of Standards) database of handwritten digits, available at [yann.lecun.com/exdb/mnist](http://yann.lecun.com/exdb/mnist), is a data set containing \(N = 60,000\) grayscale images of size \(28 \times 28\), which we represent as \(n\)-vectors with \(n = 28 \times 28 = 784\). Figure 4.6 shows a few examples from the dataset.

We use the \(k\)-means algorithm to partition these images into \(k = 20\) clusters, starting with a random assignment of the vectors to groups. Figure 4.7 shows the resulting representatives. We can see that most of the representatives are recognizable digits, with some reasonable confusion, for example between ‘4’ and ‘9’ or ‘3’ and ‘8’. This is impressive when you consider that the \(k\)-means algorithm knows nothing about digits, handwriting, or even that the 784-vectors represent \(28 \times 28\) images; it uses only the distances between 784-vectors. One interpretation is that the \(k\)-means algorithm has ‘discovered’ the digits in the dataset.
4.3 The \(k\)-means algorithm

Figure 4.6 25 images of handwritten digits from the MNIST dataset. Each image has size \(28 \times 28\), and can be represented by a 784-vector.

Figure 4.7 Group representatives found by the \(k\)-means algorithm applied to the MNIST set.
Chapter 5

Linear independence

In this chapter we explore the concept of linear independence, which will play an important role in the sequel.

5.1 Linear dependence

A set of $n$-vectors $\{a_1, \ldots, a_k\}$ (with $k \geq 1$) is called linearly dependent if

$$\beta_1 a_1 + \cdots + \beta_k a_k = 0$$

holds for some $\beta_1, \ldots, \beta_k$, that are not all zero. In other words, we can form the zero vector as a linear combination of the vectors, with coefficients that are not all zero.

When a set of vectors is linearly dependent, at least one of the vectors can be expressed as a linear combination of the other vectors: if $\beta_i \neq 0$ in the equation above (and by definition, this must be true for at least one $i$), we can move the term $\beta_i a_i$ to the other side of the equation and divide by $\beta_i$ to get

$$a_i = (-\beta_1/\beta_i)a_1 + \cdots + (-\beta_{i-1}/\beta_i)a_{i-1} + (-\beta_{i+1}/\beta_i)a_{i+1} + \cdots + (-\beta_k/\beta_i)a_k.$$ 

The converse is also true: If any vector in a set of vectors is a linear combination of the other vectors, then the set of vectors is linearly dependent.

Following standard mathematical language usage, we will say “The vectors $a_1, \ldots, a_k$ are linearly dependent” to mean “$\{a_1, \ldots, a_k\}$ is a linearly dependent set of vectors”. But it must be remembered that linear dependence is an attribute of a set of vectors, and not individual vectors.

**Linearly independent set of vectors.** A set of $n$-vectors $\{a_1, \ldots, a_k\}$ (with $k \geq 1$) is called linearly independent if it is not linearly dependent, which means that

$$\beta_1 a_1 + \cdots + \beta_k a_k = 0$$

(5.1)
only holds for $\beta_1 = \cdots = \beta_k = 0$. In other words, the only linear combination of the vectors that equals the zero vector is the linear combination with all coefficients zero.

As with linear dependence, we will say “The vectors $a_1, \ldots, a_k$ are linearly independent” to mean “$\{a_1, \ldots, a_k\}$ is a linearly independent set of vectors”. But, like linear dependence, linear independence is an attribute of a set of vectors, and not individual vectors.

It is generally not easy to determine by casual inspection whether or not a set of vectors is linearly dependent or linearly independent. But we will soon see an algorithm that does this.

**Examples.**

- Any set of vectors containing the zero vector is linearly dependent.

- A set of two vectors is linearly dependent if and only if one of the vectors is a multiple of the other one.

- The vectors
  
  \[
  a_1 = \begin{bmatrix} 0.2 \\ -7 \\ 8.6 \end{bmatrix}, \quad a_2 = \begin{bmatrix} -0.1 \\ 2 \\ -1 \end{bmatrix}, \quad a_3 = \begin{bmatrix} 0 \\ -1 \\ 2.2 \end{bmatrix}
  \]
  
  are linearly dependent, since $a_1 + 2a_2 - 3a_3 = 0$. We can express any of these vectors as a linear combination of the other two. For example, we have $a_2 = (-1/2)a_1 + (3/2)a_3$.

- The standard unit $n$-vectors $e_1, \ldots, e_n$ are linearly independent. To see this, suppose that (5.1) holds. We have
  
  \[
  0 = \beta_1 e_1 + \cdots + \beta_n e_n = \begin{bmatrix} \beta_1 \\ \vdots \\ \beta_n \end{bmatrix},
  \]
  
  so we conclude that $\beta_1 = \cdots = \beta_n = 0$.

**Linear combinations of linearly independent vectors.** Suppose a vector $x$ is a linear combination of $a_1, \ldots, a_k$,

\[
x = \beta_1 a_1 + \cdots + \beta_k a_k.
\]

When the vectors $a_1, \ldots, a_k$ are linearly independent, the coefficients that form $x$ are unique: If we also have

\[
x = \gamma_1 a_1 + \cdots + \gamma_k a_k,
\]

then $\beta_i = \gamma_i$, $i = 1, \ldots, k$. This tells us that, in principle at least, we can find the coefficients that form a vector $x$ as a linear combination of linearly independent vectors.
To see this, we subtract the two equations above to get
\[ 0 = (\beta_1 - \gamma_1)a_1 + \cdots + (\beta_1 - \gamma_k)a_k. \]
Since \( a_1, \ldots, a_k \) are linearly independent, we conclude that \( \beta_i - \gamma_i \) are all zero.

The converse is also true: If each linear combination of a set of vectors can only be expressed as a linear combination with one set of coefficients, then the set of vectors is linearly independent. This gives a nice interpretation of linear independence: A set of vectors in linearly independent if and only if for any linear combination of them, we can infer or deduce the associated coefficients.

**Supersets and subsets.** If a set of vectors is linearly dependent, then any superset of it is linearly dependent. (In other words: If we add vectors to a linearly dependent set of vectors, the new set is linearly dependent.) Any nonempty subset of a linearly independent set of vectors is linearly independent. (In other words: Removing vectors from a set of vectors preserves linear independence.)

### 5.2 Basis

**Independence-dimension inequality.** If the \( n \)-vectors \( a_1, \ldots, a_k \) are linearly independent, then \( k \leq n \). In words:

* A linearly independent set of \( n \)-vectors can have at most \( n \) elements.

Put another way:

* Any set of \( n + 1 \) or more \( n \)-vectors is linearly dependent.

We will prove this fundamental fact below; but first, we describe the concept of basis, which relies on the independence-dimension inequality.

**Basis.** A set of \( n \) linearly independent \( n \)-vectors (*i.e.*, a set of linearly independent vectors of the maximum possible size) is called a *basis*. If the \( n \)-vectors \( a_1, \ldots, a_n \) are a basis, then any \( n \)-vector \( b \) can be written as a linear combination of them. To see this, consider the set of \( n + 1 \) \( n \)-vectors \( \{a_1, \ldots, a_n, b\} \). By the independence-dimension inequality, these vectors are linearly dependent, so there are \( \beta_1, \ldots, \beta_{n+1} \), not all zero, that satisfy

\[ \beta_1a_1 + \cdots + \beta_na_n + \beta_{n+1}b = 0. \]

If \( \beta_{n+1} = 0 \), then we have

\[ \beta_1a_1 + \cdots + \beta_na_n = 0, \]

which, since \( a_1, \ldots, a_n \) are linearly independent, implies that \( \beta_1 = \cdots = \beta_n = 0 \). But then all the \( \beta_i \) are zero, a contradiction. So we conclude that \( \beta_{n+1} \neq 0 \). It follows that

\[ b = (-\beta_1/\beta_{n+1})a_1 + \cdots + (-\beta_n/\beta_{n+1})a_n, \]
i.e., $b$ is a linear combination of $a_1, \ldots, a_n$.

Combining this result with the observation above that any linear combination of linearly independent vectors can be expressed in only one way, we conclude:

*Any $n$-vector $b$ can be written in a unique way as a linear combination of a basis $a_1, \ldots, a_n$.*

**Examples.**

- The $n$ standard unit $n$ vectors $e_1, \ldots, e_n$ are a basis. Any $n$-vector $b$ can be written as the linear combination

  $$b = b_1 e_1 + \cdots + b_n e_n.$$  

  This expansion is unique, which means that there is no other linear combination of $e_1, \ldots, e_n$ that equals $b$.

- The vectors

  $$a_1 = \begin{bmatrix} 1.2 \\ -2.6 \end{bmatrix}, \quad a_2 = \begin{bmatrix} -0.3 \\ -3.7 \end{bmatrix}$$

  are a basis. The vector $b = (1, 1)$ can be expressed in only one way as a linear combination of them:

  $$b = 0.6513 a_1 - 0.7280 a_2.$$  

  (The coefficients are given here to 4 significant places. We will see later how to find the coefficients of a basis that yields a given vector.)

**Proof of independence-dimension inequality.** The proof is by induction on the dimension $n$. First consider a linearly independent set $\{a_1, \ldots, a_k\}$ of 1-vectors. We must have $a_1 \neq 0$. This means that every element $a_i$ of the set can be expressed as a multiple $a_i = (a_i/a_1)a_1$ of the first element $a_1$. This contradicts linear independence unless $k = 1$.

Next suppose $n \geq 2$ and the independence-dimension inequality holds for dimension $n - 1$. Let $\{a_1, \ldots, a_k\}$ be a linearly independent set of $n$-vectors. We need to show that $k \leq n$. We partition the vectors as

$$a_i = \begin{bmatrix} b_i \\ \alpha_i \end{bmatrix}, \quad i = 1, \ldots, k,$$

where $b_i$ is an $(n-1)$-vector and $\alpha_i$ is a scalar.

First suppose that $\alpha_1 = \cdots = \alpha_k = 0$. Then the set $\{b_1, \ldots, b_k\}$ is linearly independent: $\sum_{i=1}^k \beta_i b_i = 0$ holds if and only if $\sum_{i=1}^k \beta_i a_i = 0$, which is only possible for $\beta_1 = \cdots = \beta_k = 0$ because the vectors $a_i$ are linearly independent. The vectors $b_1, \ldots, b_k$ therefore form a linearly independent set of $(n-1)$-vectors. By the induction hypothesis we have $k \leq n - 1$, so certainly $k \leq n$.

Next suppose that the scalars $\alpha_i$ are not all zero. Assume $\alpha_j \neq 0$. We define a set of $k - 1$ vectors $c_i$ of length $n - 1$ as follows:

$$c_i = b_i - \frac{\alpha_i}{\alpha_j} b_j, \quad i = 1, \ldots, j - 1, \quad c_i = b_{i+1} - \frac{\alpha_{i+1}}{\alpha_j} b_j, \quad i = j, \ldots, k - 1.$$
5.3 Orthonormal set of vectors

These \( k - 1 \) vectors are linearly independent: if \( \sum_{i=1}^{k-1} \beta_i c_i = 0 \) then

\[
\sum_{i=1}^{j-1} \beta_i \begin{bmatrix} b_i \\ \alpha_i \end{bmatrix} + \gamma \begin{bmatrix} b_j \\ \alpha_j \end{bmatrix} + \sum_{i=j+1}^{k} \beta_{i-1} \begin{bmatrix} b_i \\ \alpha_i \end{bmatrix} = 0 \quad (5.2)
\]

with

\[
\gamma = -\frac{1}{\alpha_j} (\sum_{i=1}^{j-1} \beta_i \alpha_i + \sum_{i=j+1}^{k} \beta_{i-1} \alpha_i).
\]

Since the vectors \( a_i = (b_i, \alpha_i) \) are linearly independent, the equality \((5.2)\) only holds when all the coefficients \( \beta_i \) and \( \gamma \) are all zero. This in turns implies that the vectors \( c_1, \ldots, c_{k-1} \) are linearly independent. By the induction hypothesis \( k-1 \leq n-1 \), so we have established that \( k \leq n \).

5.3 Orthonormal set of vectors

A set of vectors \( \{a_1, \ldots, a_k\} \) is orthogonal or mutually orthogonal if \( a_i \perp a_j \) for any \( i, j \) with \( i \neq j, i, j = 1, \ldots, k \). A set of vectors \( \{a_1, \ldots, a_k\} \) is orthonormal if it is orthogonal and \( \|a_i\| = 1 \) for \( i = 1, \ldots, k \). (A vector of norm one is called normalized; dividing a vector by its norm is called normalizing it.) Thus, each vector in an orthonormal set of vectors is normalized, and any pair of two different vectors from the set are orthogonal. These two conditions can be combined into one statement about the inner products of pairs of vectors in the set: \( \{a_1, \ldots, a_k\} \) is orthonormal means that

\[
a_i^T a_j = \begin{cases} 1 & i = j \\ 0 & i \neq j \end{cases}.
\]

Orthonormality, like linear dependence and independence, is an attribute of a set of vectors, and not an attribute of vectors individually. By convention, though, we say “\( a_1, \ldots, a_k \) are orthonormal” to mean “\( \{a_1, \ldots, a_k\} \) is an orthonormal set”.

Examples. The standard unit \( n \)-vectors \( e_1, \ldots, e_n \) are orthonormal. As another example, the 3-vectors

\[
\begin{bmatrix} 0 \\ 0 \\ -1 \end{bmatrix}, \quad \frac{1}{\sqrt{2}} \begin{bmatrix} 1 \\ 1 \\ 0 \end{bmatrix}, \quad \frac{1}{\sqrt{2}} \begin{bmatrix} 1 \\ -1 \\ 0 \end{bmatrix},
\]

are orthonormal. Figure [5.1] shows a set of two orthonormal 2-vectors.

Independence of orthonormal vectors. Orthonormal vectors are linearly independent. To see this, suppose \( a_1, \ldots, a_k \) are orthonormal, and

\[
\beta_1 a_1 + \cdots + \beta_k a_k = 0.
\]
Taking the inner product of this equality with $a_i$ yields

$$0 = a_i^T (\beta_1 a_1 + \cdots + \beta_k a_k)$$

$$= \beta_1 (a_i^T a_1) + \cdots + \beta_k (a_i^T a_k)$$

$$= \beta_i,$$

since $a_i^T a_j = 0$ for $j \neq i$ and $a_i^T a_i = 1$. Thus, the only linear combination of $a_1, \ldots, a_k$ that is zero is the one with all coefficients zero.

**Linear combinations of orthonormal vectors.** Suppose a vector $x$ is a linear combination of $a_1, \ldots, a_k$, where $a_1, \ldots, a_k$ are orthonormal,

$$x = \beta_1 a_1 + \cdots + \beta_k a_k.$$  

Taking the inner product of the left- and right-hand sides of this equation with $a_i$ yields

$$a_i^T x = a_i^T (\beta_1 a_1 + \cdots + \beta_k a_k) = \beta_i,$$

using the same argument as above. So if a vector $x$ is a linear combination of orthonormal vectors, we can easily find the coefficients of the linear combination by taking the inner products with the vectors.

For any $x$ that is a linear combination of orthonormal vectors $a_1, \ldots, a_k$, we have the identity

$$x = (a_i^T x) a_1 + \cdots + (a_k^T x) a_k.$$  

(5.3)

This identity gives us a simple way to check if an $n$-vector $y$ is a linear combination of the orthonormal vectors $a_1, \ldots, a_k$. If the identity (5.3) holds for $y$, i.e.,

$$y = (a_1^T y) a_1 + \cdots + (a_k^T y) a_k,$$

then (evidently) $y$ is a linear combination of $a_1, \ldots, a_k$; conversely, if $y$ is a linear combination of $a_1, \ldots, a_k$, the identity (5.3) holds for $y$.

**Orthonormal basis.** If the $n$-vectors $a_1, \ldots, a_n$ are orthonormal, they are linearly independent, and therefore also a basis. In this case they are called an *orthonormal basis*. The three examples above (on page 65) are orthonormal bases.

If $a_1, \ldots, a_n$ are an orthonormal basis, then we have, for any $n$-vector $x$, the identity

$$x = (a_1^T x) a_1 + \cdots + (a_n^T x) a_n.$$  

(5.4)

To see this, we note that since $a_1, \ldots, a_n$ are a basis, $x$ can be expressed as a linear combination of them; hence the identity (5.3) above holds. The equation above is sometimes called the *orthonormal expansion formula*; the right-hand side is called
the expansion of $x$ in the basis $a_1, \ldots, a_n$. It shows that any $n$-vector can be expressed as a linear combination of the basis elements, with the coefficients given by taking the inner product of $x$ with the elements of the basis.

### 5.4 Gram-Schmidt algorithm

The Gram-Schmidt algorithm can be used to determine if a set of $n$-vectors $\{a_1, \ldots, a_k\}$ is linearly independent. In later chapters we will see that it has many other uses as well.

If the vectors are linearly independent, it produces an orthonormal set of vectors $\{q_1, \ldots, q_k\}$ with the following properties: for each $i = 1, \ldots, k$, $a_i$ is a linear combination of $q_1, \ldots, q_i$, and $q_i$ is a linear combination of $a_1, \ldots, a_i$. If the vectors $\{a_1, \ldots, a_j\}$ are linearly independent, but $\{a_1, \ldots, a_{j+1}\}$ are linearly dependent, the algorithm detects this and terminates. In other words, it finds the first vector $a_j$ that is a linear combination of previous vectors $a_1, \ldots, a_{j-1}$.

**Algorithm 5.1 Gram-Schmidt algorithm**

**given** $n$-vectors $a_1, \ldots, a_k$

for $i = 1, \ldots, k$,

1. Orthogonalization. $\tilde{q}_i = a_i - (q_1^T a_i)q_1 - \cdots - (q_{i-1}^T a_i)q_{i-1}$

2. Test for dependence. if $\tilde{q}_i = 0$, quit.

3. Normalization. $q_i = \tilde{q}_i / \|\tilde{q}_i\|$

The orthogonalization step, with $i = 1$, reduces to $\tilde{q}_1 = a_1$. If the algorithm does not quit (in step 2), i.e., $\tilde{q}_1, \ldots, \tilde{q}_k$ are all nonzero, we can conclude that the original set of vectors is linearly independent; if the algorithm does quit early, say, with $\tilde{q}_j = 0$, we can conclude that the original set of vectors is linearly dependent (and indeed, that $a_j$ is a linear combination of $a_1, \ldots, a_{j-1}$).

**Analysis of Gram-Schmidt algorithm.** Let us show that the following hold, for $i = 1, \ldots, k$, assuming $a_1, \ldots, a_k$ are linearly independent.

1. $\tilde{q}_i \neq 0$, so the dependence test in step 2 is not satisfied, and we do not have a divide-by-zero error in step 3.

2. $q_1, \ldots, q_i$ are orthonormal.

3. $a_i$ is a linear combination of $q_1, \ldots, q_i$.

4. $q_i$ is a linear combination of $a_1, \ldots, a_i$.

We show this by induction. For $i = 1$, we have $\tilde{q}_1 = a_1$. Since $a_1, \ldots, a_k$ are linearly independent, we must have $a_1 \neq 0$, and therefore $\tilde{q}_1 \neq 0$, so assertion 1 holds. The set $\{q_1\}$ is evidently orthonormal, since $\|q_1\| = 1$, so assertion 2 holds.

We have $a_1 = \|\tilde{q}_1\| q_1$, and $q_1 = (1/\|\tilde{q}_1\|) a_1$, so assertions 3 and 4 hold.
Suppose our assertion holds for some \( i - 1 \), with \( i < k \); we will show it holds for \( i \). If \( \tilde{q}_i = 0 \), then \( a_i \) is a linear combination of \( q_1, \ldots, q_{i-1} \) (from the first step in the algorithm); but each of these is (by the induction hypothesis) a linear combination of \( a_1, \ldots, a_{i-1} \), so it follows that \( a_i \) is a linear combination of \( a_1, \ldots, a_{i-1} \), which contradicts our assumption that \( a_1, \ldots, a_k \) are linearly independent. So assertion 1 holds for \( i \).

Step 3 of the algorithm ensures that \( q_1, \ldots, q_i \) are normalized; to show they are orthogonal we will show that \( q_i \perp q_j \) for \( j = 1, \ldots, i-1 \). (Our induction hypothesis tells us that \( q_r \perp q_s \) for \( r, s < i \).) For any \( j = 1, \ldots, i - 1 \), we have (using step 1 of the algorithm)

\[
q_j^T \tilde{q}_i = q_j^T a_i - (q_j^T a_i)(q_j^T q_1) - \cdots - (q_j^T a_i)(q_j^T q_{i-1}) = q_j^T a_i - q_j^T a_i = 0,
\]

using \( q_j^T q_k = 0 \) for \( j \neq k \) and \( q_j^T q_j = 1 \). (This explains why step 1 is called the orthogonalization step: We subtract from \( a_i \) a linear combination of \( q_1, \ldots, q_{i-1} \) that ensures \( q_i \perp \tilde{q}_j \) for \( j < i \).) Since \( q_i = (1/\|\tilde{q}_i\|)\tilde{q}_i \), we have \( q_i^T q_j = 0 \) for \( j = 1, \ldots, i-1 \). So assertion 2 holds for \( i \).

It is immediate that \( a_i \) is a linear combination of \( q_1, \ldots, q_i \):

\[
a_i = \tilde{q}_i + (q_1^T a_i)q_1 + \cdots + (q_{i-1}^T a_i)q_{i-1} = (q_1^T a_i)q_1 + \cdots + (q_{i-1}^T a_i)q_{i-1} + \|\tilde{q}_i\|q_i.
\]

From step 1 of the algorithm, we see that \( \tilde{q}_i \) is a linear combination of \( a_1, q_1, \ldots, q_{i-1} \). By the induction hypothesis, each of \( q_1, \ldots, q_{i-1} \) is a linear combination of \( a_1, \ldots, a_{i-1} \), so \( \tilde{q}_i \) (and therefore also \( q_i \)) is a linear combination of \( a_1, \ldots, a_i \). Thus assertions 3 and 4 hold.

**Gram-Schmidt completion implies independence.** From the properties 1–4 above, we can argue that the original set of vectors \( \{a_1, \ldots, a_k\} \) is linearly independent. To see this, suppose that

\[
\beta_1 a_1 + \cdots + \beta_k a_k = 0 \tag{5.5}
\]

holds for some \( \beta_1, \ldots, \beta_k \). We will show that \( \beta_1 = \cdots = \beta_k = 0 \).

We first note that any linear combination of \( q_1, \ldots, q_{i-1} \) is orthogonal to any multiple of \( q_k \), since \( q_1^T q_k = \cdots = q_{i-1}^T q_k = 0 \) (by definition). But each of \( a_1, \ldots, a_{k-1} \) is a linear combination of \( q_1, \ldots, q_{k-1} \), so we have \( q_k^T a_1 = \cdots = q_k^T a_{k-1} = 0 \). Taking the inner product of \( q_k \) with the left- and right-hand sides of (5.5) we obtain

\[
0 = q_k^T (\beta_1 a_1 + \cdots + \beta_k a_k) = \beta_1 q_k^T a_1 + \cdots + \beta_{k-1} q_k^T a_{k-1} + \beta_k q_k^T a_k = \beta_k \|\tilde{q}_k\|,
\]

where we use \( q_k^T a_k = \|\tilde{q}_k\| \) in the last line. We conclude that \( \beta_k = 0 \).

From (5.5) and \( \beta_k = 0 \) we have

\[
\beta_1 a_1 + \cdots + \beta_{k-1} a_{k-1} = 0.
\]

We now repeat the argument above to conclude that \( \beta_{k-1} = 0 \). Repeating it \( k \) times we conclude that all \( \beta_i \) are zero.
5.4 Gram-Schmidt algorithm

Early termination. Suppose that the Gram-Schmidt algorithm terminates prematurely, in iteration \( j \), because \( \tilde{q}_j = 0 \). The conclusions 1–4 above hold for \( i = 1, \ldots, j - 1 \), since in those steps \( \tilde{q}_i \) is nonzero. Since \( \tilde{q}_j = 0 \), we have

\[
a_j = (q_1^T a_j)q_1 - \cdots - (q_{j-1}^T a_j)q_{j-1},
\]

which shows that \( a_j \) is a linear combination of \( q_1, \ldots, q_{j-1} \). But each of these vectors is in turn a linear combination of \( a_1, \ldots, a_{j-1} \), by conclusion 3 above. Then \( a_j \) is a linear combination of \( a_1, \ldots, a_{j-1} \), since it is a linear combination of linear combinations of them (see page 16). This means that \( a_1, \ldots, a_k \) are linearly dependent.

In summary, the Gram-Schmidt algorithm gives us an explicit method for determining if a set of vectors is linearly dependent or independent.

Example. We define three vectors

\[
a_1 = (-1, 1, -1, 1), \quad a_2 = (-1, 3, -1, 3), \quad a_3 = (1, 3, 5, 7).
\]

Applying the Gram-Schmidt algorithm gives the following results.

- \( i = 1 \). We have \( \|\tilde{q}_1\| = 2 \), so

\[
q_1 = \frac{1}{\|\tilde{q}_1\|} \tilde{q}_1 = (-1/2, 1/2, -1/2, 1/2),
\]

which is simply \( a_1 \) normalized.

- \( i = 2 \). We have \( q_1^T a_2 = 4 \), so

\[
\tilde{q}_2 = a_2 - (q_1^T a_2)q_1 = \begin{bmatrix} -1 \\ 3 \\ -1 \\ 3 \end{bmatrix} - 4 \begin{bmatrix} -1/2 \\ 1/2 \\ -1/2 \\ 1/2 \end{bmatrix} = \begin{bmatrix} 1 \\ 1 \\ 1 \\ 1 \end{bmatrix},
\]

which is indeed orthogonal to \( q_1 \) (and \( a_1 \)). It has norm \( \|\tilde{q}_2\| = 2 \); normalizing it gives

\[
q_2 = \frac{1}{\|\tilde{q}_2\|} \tilde{q}_2 = (1/2, 1/2, 1/2, 1/2).
\]

- \( i = 3 \). We have \( q_1^T a_3 = 2 \) and \( q_2^T a_3 = 8 \), so

\[
\tilde{q}_3 = a_3 - (q_1^T a_3)q_1 - (q_2^T a_3)q_2
\]

\[
= \begin{bmatrix} 1 \\ 3 \\ 5 \\ 7 \end{bmatrix} - 2 \begin{bmatrix} -1/2 \\ 1/2 \\ -1/2 \\ 1/2 \end{bmatrix} - 8 \begin{bmatrix} 1/2 \\ 1/2 \\ 1/2 \\ 1/2 \end{bmatrix}
= \begin{bmatrix} -2 \\ -2 \\ 2 \\ 2 \end{bmatrix},
\]

as expected.
which is orthogonal to \( q_1 \) and \( q_2 \) (and \( a_1 \) and \( a_2 \)). We have \( \| \tilde{q}_3 \| = 4 \), so the normalized vector is
\[
q_3 = \frac{1}{\| \tilde{q}_3 \|} \tilde{q}_3 = (-1/2, -1/2, 1/2, 1/2).
\]
Completion of the Gram-Schmidt algorithm without early termination tells us that the vectors \( a_1, a_2, a_3 \) are linearly independent.

**Determining if a vector is a linear combination of linearly independent vectors.** Suppose the vectors \( a_1, \ldots, a_k \) are linearly independent, and we wish to determine if another vector \( b \) is a linear combination of them. (We have already noted on page 62 that if it is a linear combination of them, the coefficients are unique.)

The Gram-Schmidt algorithm provides an explicit way to do this. We apply the Gram-Schmidt algorithm to the list of vectors \( a_1, \ldots, a_k, b \).

This set of vectors is linearly dependent if \( b \) is a linear combination of \( a_1, \ldots, a_k \); it is linearly independent if \( b \) is not a linear combination of \( a_1, \ldots, a_k \). The Gram-Schmidt algorithm will determine which of these two cases holds. It cannot terminate in the first \( k \) steps, since we assume that \( a_1, \ldots, a_k \) are linearly independent. It will terminate in the \((k+1)\)st step with \( \tilde{q}_{k+1} = 0 \) if \( b \) is a linear combination of \( a_1, \ldots, a_k \). It will not terminate in the \((k+1)\)st step (i.e., \( \tilde{q}_{k+1} \neq 0 \)), otherwise.

**Checking if a collection of vectors is a basis.** To check if a set of \( n \) \( n \)-vectors \( a_1, \ldots, a_n \) is a basis, we run the Gram-Schmidt algorithm on them. If Gram-Schmidt terminates early, they are not a basis; if it runs to completion, we know they are a basis.

**Complexity of the Gram-Schmidt algorithm.** We now derive an operation count for the Gram-Schmidt algorithm. In the first step of iteration \( i \) of the algorithm, \( i-1 \) inner products
\[
q_1^T a_i, \ldots, q_{i-1}^T a_i
\]
between vectors of length \( n \) are computed. This takes \((i-1)(2n-1)\) flops. We then use these inner products as the coefficients in \( i-1 \) scalar multiplications with the vectors \( q_1, \ldots, q_{i-1} \). This requires \( n(i-1) \) flops. We then subtract the \( i-1 \) resulting vectors from \( a_i \), which requires another \( n(i-1) \) flops. The total flop count for step 1 is
\[
(i-1)(2n-1) + n(i-1) + n(i-1) = (4n-1)(i-1)
\]
flops. In step 3 we compute the norm of \( \tilde{q}_i \), which takes approximately \( 2n \) flops. We then divide \( \tilde{q}_i \) by its norm, which requires \( n \) scalar divisions. So the total flop count for the \( i \)th iteration is \((4n-1)(i-1) + 3n \) flops.

The total flop count for all \( k \) iterations of the algorithm is obtained by summing our counts for \( i = 1, \ldots, k \):
\[
\sum_{i=1}^{k} ((4n-1)(i-1) + 3n) = (4n-1) k (k-1) / 2 + 3nk \approx 2nk^2.
\]
where we use the fact that $\sum_{i=1}^{k}(i - 1) = k(k - 1)/2$. The complexity of the Gram-Schmidt algorithm is $2nk^2$; its order is $nk^2$. We can guess that its running time grows linearly with the lengths of the vectors $n$, and quadratically with the number of vectors $k$.

In the special case of $k = n$, the complexity of the Gram-Schmidt method is $2n^3$. For example, if the Gram-Schmidt algorithm is used to determine whether a set of $n = 1000$ 1000-vectors is linearly independent (and therefore a basis), the computational cost is around $2 \times 10^9$ flops. On a modern computer, can we can expect this to take on the order of one second.

When the Gram-Schmidt algorithm is implemented, a variation on it called the modified Gram-Schmidt algorithm is typically used. This algorithm produces the same results as the Gram-Schmidt algorithm (5.1), but is less sensitive to the small round-off errors that occur when arithmetic calculations are done using floating-point numbers. (We do not consider round-off error in this book.)
Part II

Matrices
Chapter 6

Matrices

In this chapter we introduce matrices and some basic operations on them. We give some applications in which they arise.

6.1 Matrices

A \textit{matrix} is a rectangular array of numbers written between rectangular brackets, as in

\[
\begin{bmatrix}
0 & 1 & -2.3 & 0.1 \\
1.3 & 4 & -0.1 & 0 \\
4.1 & -1 & 0 & 1.7
\end{bmatrix}.
\]

It is also common to use large parentheses instead of rectangular brackets, as in

\[
\begin{pmatrix}
0 & 1 & -2.3 & 0.1 \\
1.3 & 4 & -0.1 & 0 \\
4.1 & -1 & 0 & 1.7
\end{pmatrix}.
\]

An important attribute of a matrix is its \textit{size} or \textit{dimensions}, \textit{i.e.,} the numbers of rows and columns. The matrix above has 3 rows and 4 columns, so its size is $3 \times 4$. A matrix of size $m \times n$ is called an $m \times n$ matrix.

The \textit{elements} (or \textit{entries} or \textit{coefficients}) of a matrix are the values in the array. The $i,j$ element is the value in the $i$th row and $j$th column, denoted by double subscripts: the $i,j$ element of a matrix $A$ is denoted $A_{ij}$ (or $A_{i,j}$, when $i$ or $j$ is more than one digit or character). The positive integers $i$ and $j$ are called the (row and column) \textit{indices}. If $A$ is an $m \times n$ matrix, then the row index $i$ runs from 1 to $m$ and the column index $j$ runs from 1 to $n$. Row indices go from top to bottom, so row 1 is the top row and row $m$ is the bottom row. Column indices go from left to right, so column 1 is the left column and column $n$ is the right column.

If the matrix above is $B$, then we have $B_{13} = -2.3$, $B_{32} = -1$. The row index of the bottom left element (which has value 4.1) is 3; its column index is 1.

Two matrices are equal if they have the same size, and the corresponding entries are all equal. As with vectors, we normally deal with matrices with entries that
are real numbers, which will be our assumption unless we state otherwise. The set of real $m \times n$ matrices is denoted $\mathbb{R}^{m \times n}$. But matrices with complex entries, for example, do arise in some applications.

**Matrix indexing.** As with vectors, standard mathematical notation indexes the rows and columns of a matrix starting from 1. In computer languages, matrices are often (but not always) stored as 2-dimensional arrays, which can be indexed in a variety of ways, depending on the language. Lower level languages typically use indexes starting from 0; higher level languages and packages that support matrix operations usually use standard mathematical indexing, starting from 1.

**Square, tall, and wide matrices.** A *square* matrix has an equal number of rows and columns. A square matrix of size $n \times n$ is said to be of order $n$. A *tall* matrix has more rows than columns (size $m \times n$ with $m > n$). A *wide* matrix has more columns than rows (size $m \times n$ with $n > m$).

**Column and row vectors.** An $n$-vector can be interpreted as an $n \times 1$ matrix; we do not distinguish between vectors and matrices with one column. A matrix with only one row, i.e., with size $1 \times n$, is called a *row vector*; to give its size, we can refer to it as an $n$-row-vector. As an example,

$$
\begin{bmatrix}
-2 & 1 & -3 & 0
\end{bmatrix}
$$

is a row vector (or $1 \times 3$ matrix). To distinguish them from row vectors, vectors are sometimes called *column vectors*. A $1 \times 1$ matrix is considered to be the same as a scalar.

**Notational conventions.** Many authors (including us) tend to use capital letters to denote matrices, and lower case letters for (column or row) vectors. But this convention is not standardized, so you should be prepared to figure out whether a symbol represents a matrix, column vector, row vector, or a scalar, from context. (The more considerate authors will tell you what the symbols represent, for example, by referring to ‘the matrix $A$’ when introducing it.)

**Columns and rows of a matrix.** An $m \times n$ matrix $A$ has $n$ columns, given by (the $m$-vectors)

$$
a_j = \begin{bmatrix} A_{1j} \\ \vdots \\ A_{mj} \end{bmatrix},$$

for $j = 1, \ldots, n$. The same matrix has $m$ rows, given by the $(1 \times n$ row vectors)

$$
b_i = \begin{bmatrix} A_{i1} & \cdots & A_{in} \end{bmatrix},$$

for $i = 1, \ldots, m$.

As a specific example, the $2 \times 3$ matrix

$$
\begin{bmatrix}
1 & 2 & 3 \\
4 & 5 & 6
\end{bmatrix}
$$
has first row
\[
\begin{bmatrix}
1 & 2 & 3
\end{bmatrix}
\]
(which is a 3-row-vector or a $1 \times 3$ matrix), and second column
\[
\begin{bmatrix}
2 \\
5
\end{bmatrix}
\]
(which is a 2-vector or $2 \times 1$ matrix), also written compactly as $(2, 5)$.

**Block matrices and submatrices.** It is useful to consider matrices whose entries are themselves matrices, as in
\[
A = \begin{bmatrix}
B & C \\
D & E
\end{bmatrix},
\]
where $B$, $C$, $D$, and $E$ are matrices. Such matrices are called block matrices; the elements $B$, $C$, and $D$ are called blocks or submatrices of $A$. The submatrices can be referred to by their block row and column indices; for example, $C$ is the $1,2$ block of $A$.

Block matrices must have the right dimensions to fit together. Matrices in the same (block) row must have the same number of rows (i.e., the same ‘height’); matrices in the same (block) column must have the same number of columns (i.e., the same ‘width’). In the example above, $B$ and $C$ must have the same number of rows, and $C$ and $E$ must have the same number of columns. Matrix blocks placed next to each other in the same row are said to be concatenated; matrix blocks placed above each other are called stacked.

As an example, consider
\[
B = \begin{bmatrix}
0 & 2 & 3
\end{bmatrix}, \quad C = \begin{bmatrix}
-1
\end{bmatrix}, \quad D = \begin{bmatrix}
2 & 2 & 1 \\
1 & 3 & 5
\end{bmatrix}, \quad E = \begin{bmatrix}
4 \\
4
\end{bmatrix}.
\]

Then the block matrix $A$ above is given by
\[
A = \begin{bmatrix}
0 & 2 & 3 & -1 \\
2 & 2 & 1 & 4 \\
1 & 3 & 5 & 4
\end{bmatrix}.
\]

(Note that we have dropped the left and right brackets that delimit the blocks. This is similar to the way we drop the brackets in a $1 \times 1$ matrix to get a scalar.)

We can also divide a larger matrix (or vector) into ‘blocks’. In this context the blocks are called submatrices of the big matrix. As with vectors, we can use colon notation to denote submatrices. If $A$ is an $m \times n$-matrix, and $p$, $q$, $r$, $s$ are integers with $1 \leq p \leq q \leq m$ and $1 \leq r \leq s \leq n$, then $A_{pq,rs}$ denotes the submatrix
\[
A_{pq,rs} = \begin{bmatrix}
A_{pr} & A_{p,r+1} & \cdots & A_{ps} \\
A_{p+1,r} & A_{p+1,r+1} & \cdots & A_{p+1,s} \\
\vdots & \vdots & \ddots & \vdots \\
A_{qr} & A_{q,r+1} & \cdots & A_{qs}
\end{bmatrix}.
\]

This submatrix has size $(q - p + 1) \times (s - r + 1)$ and is obtained by extracting from $A$ the elements in rows $p$ through $q$ and columns $r$ through $s$. 
Column and row representation of a matrix. Using block matrix notation we can write an \( m \times n \) matrix \( A \) as a block matrix with one block row and \( n \) block columns,

\[
A = \begin{bmatrix}
a_1 & a_2 & \cdots & a_n
\end{bmatrix},
\]

where \( a_j \), which is a \( m \)-vector, is the \( j \)th column of \( A \). Thus, an \( m \times n \) matrix can be viewed as its \( n \) columns, concatenated.

Similarly, an \( m \times n \) matrix \( A \) can be written as a block matrix with one block column and \( m \) block rows:

\[
A = \begin{bmatrix}
b_1 \\
b_2 \\
\vdots \\
b_m
\end{bmatrix},
\]

where \( b_i \), which is a row \( n \)-vector, is the \( i \)th row of \( A \). In this notation, the matrix \( A \) is interpreted as its \( m \) rows, stacked.

Examples

Table interpretation. The most direct interpretation of a matrix is as a table of numbers that depend on two indexes, \( i \) and \( j \). (A vector is a list of numbers that depend on only one index.) In this case the rows and columns of the matrix usually have some simple interpretation. Some examples are given below.

- Images. A black and white image with \( M \times N \) pixels is naturally represented as an \( M \times N \) matrix. The row index \( i \) gives the vertical position of the pixel, the column index \( j \) gives the horizontal position of the pixel, and the \( i,j \) entry gives the pixel value.

- Rainfall data. An \( m \times n \) matrix \( A \) gives the rainfall at \( m \) different locations on \( n \) consecutive days, so \( A_{42} \) (which is a number) is the rainfall at location 4 on day 2. The \( j \)th column of \( A \), which is an \( m \)-vector, gives the rainfall at the \( m \) locations on day \( j \). The \( i \)th row of \( A \), which is an \( n \)-row-vector, is the time series of rainfall at location \( i \).

- Asset returns. A \( T \times n \) matrix \( R \) gives the returns of a collection of \( n \) assets (called the universe of assets) over \( T \) periods, with \( R_{ij} \) giving the return of asset \( j \) in period \( i \). So \( R_{12.7} = -0.03 \) means that asset 7 had a 3% loss in period 12. The 4th column of \( R \) is a \( T \)-vector that is the return time series for asset 4. The 3rd row of \( R \) is an \( n \)-row-vector that gives the returns of all assets in the universe in period 3.

- Prices from multiple suppliers. An \( m \times n \) matrix \( P \) gives the prices of \( n \) different goods from \( m \) different suppliers (or locations): \( P_{ij} \) is the price that supplier \( i \) charges for good \( j \). The \( j \)th column of \( P \) is the \( m \)-vector of supplier prices for good \( j \); the \( i \)th row gives the prices for all goods from supplier \( i \).
6.1 Matrices

- **Contingency table.** Suppose we have a collection of objects with two attributes, the first attribute with \( m \) possible values and the second with \( n \) possible values. An \( m \times n \) matrix \( A \) can be used to hold the counts of the numbers of objects with the different pairs of attributes: \( A_{ij} \) is the number of objects with first attribute \( i \) and second attribute \( j \). (This is the analog of a count \( n \)-vector, that records the counts of one attribute in a collection.) For example, a population of college students can be described by a \( 4 \times 50 \) matrix, with the \( i,j \) entry the number of students in year \( i \) of their studies, from state \( j \) (with the states ordered in, say, alphabetical order). The \( i \)th row of \( A \) gives the geographic distribution of students in year \( i \) of their studies; the \( j \)th column of \( A \) is a \( 4 \)-vector giving the numbers of student from state \( j \) in their first through fourth years of study.

- **Customer purchase history.** An \( n \times N \) matrix \( P \) can be used to store a set of \( N \) customers’ purchase histories of \( n \) products, items, or services, over some period. The entry \( P_{ij} \) represents the dollar value of product \( i \) that customer \( j \) purchased over the period (or as an alternative, the number or quantity of the product). The \( j \)th column of \( P \) is the purchase history vector for customer \( j \); the \( i \)th row gives the sales report for product \( i \) across the \( N \) customers.

**Matrix representation of a collection of vectors.** Matrices are very often used as a compact way to give a set of indexed vectors of the same size. For example, if \( x_1, \ldots, x_N \) are \( n \)-vectors that give the \( n \) feature values for each of \( N \) objects, we can collect them all into one \( n \times N \) matrix

\[
X = \begin{bmatrix} x_1 & x_2 & \cdots & x_N \end{bmatrix},
\]

often called a data matrix or feature matrix. Its \( j \)th column is the feature \( n \)-vector for the \( j \)th object (in this context sometimes called the \( j \)th example). The \( i \)th row of the data matrix \( X \) is an \( m \)-row-vector whose entries are the values of the \( j \)th feature across the examples. We can also directly interpret the entries of the data matrix: \( X_{ij} \) (which is a number) is the value of the \( i \)th feature for the \( j \)th example.

As another example, a \( 3 \times M \) matrix can be used to represent a collection of \( M \) locations or positions in 3-D space, with its \( j \)th column giving the \( j \)th position.

**Matrix representation of a relation or graph.** Suppose we have \( n \) objects labeled \( 1, \ldots, n \). A relation \( R \) on the set of objects \( \{1, \ldots, n\} \) is a subset of ordered pairs of objects. As an example, \( R \) can represent a preference relation among \( n \) possible products or choices, with \( (i, j) \in R \) meaning that choice \( i \) is preferred to choice \( j \).

A relation can also be viewed as a directed graph, with nodes (or vertices) labeled \( 1, \ldots, n \), and a directed edge from \( j \) to \( i \) for each \( (i, j) \in R \). This is typically drawn as a graph, with arrows indicating the direction of the edge, as shown in figure 6.1 for the relation on 4 objects

\[
R = \{(1, 2), (1, 3), (2, 1), (2, 4), (3, 4), (4, 1)\}. \tag{6.1}
\]
A relation $\mathcal{R}$ on $\{1, \ldots, n\}$ is represented by the $n \times n$ matrix $A$ with

$$A_{ij} = \begin{cases} 1 & (i,j) \in \mathcal{R} \\ 0 & (i,j) \notin \mathcal{R}. \end{cases}$$

The relation (6.1), for example, is represented by the matrix

$$A = \begin{bmatrix} 0 & 1 & 1 & 0 \\ 1 & 0 & 0 & 1 \\ 0 & 0 & 1 & 0 \\ 1 & 0 & 0 & 0 \end{bmatrix}.$$

### 6.2 Zero and identity matrices

**Zero matrix.** A zero matrix is a matrix with all elements equal to zero. The zero matrix of size $m \times n$ is sometimes written as $0_{m \times n}$, but usually a zero matrix is denoted just 0, the same symbol used to denote the number 0 or zero vectors. In this case the size of the zero matrix must be determined from the context.

**Identity matrix.** An identity matrix is another common matrix. It is always square. Its diagonal elements, i.e., those with equal row and column index, are all equal to one, and its off-diagonal elements (those with unequal row and column indices) are zero. Identity matrices are denoted by the letter $I$. Formally, the identity matrix of size $n$ is defined by

$$I_{ij} = \begin{cases} 1 & i = j \\ 0 & i \neq j, \end{cases}$$

for $i,j = 1, \ldots, n$. For example,

$$\begin{bmatrix} 1 & 0 \\ 0 & 1 \end{bmatrix}, \quad \begin{bmatrix} 1 & 0 & 0 & 0 \\ 0 & 1 & 0 & 0 \\ 0 & 0 & 1 & 0 \\ 0 & 0 & 0 & 1 \end{bmatrix}.$$
are the $2 \times 2$ and $4 \times 4$ identity matrices.

The column vectors of the $n \times n$ identity matrix are the unit vectors of size $n$. Using block matrix notation, we can write

$$I = \begin{bmatrix} e_1 & e_2 & \cdots & e_n \end{bmatrix},$$

where $e_k$ is the $k$th unit vector of size $n$.

Sometimes a subscript is used to denote the size of an identity matrix, as in $I_4$ or $I_{2 \times 2}$. But more often the size is omitted and follows from the context. For example, if

$$A = \begin{bmatrix} 1 & 2 & 3 \\ 4 & 5 & 6 \end{bmatrix},$$

then

$$\begin{bmatrix} I & A \\ 0 & I \end{bmatrix} = \begin{bmatrix} 1 & 0 & 1 & 2 & 3 \\ 0 & 1 & 4 & 5 & 6 \\ 0 & 0 & 1 & 0 & 0 \\ 0 & 0 & 0 & 1 & 0 \\ 0 & 0 & 0 & 0 & 1 \end{bmatrix}.$$

The dimensions of the two identity matrices follow from the size of $A$. The identity matrix in the 1,1 position must be $2 \times 2$, and the identity matrix in the 2,2 position must be $3 \times 3$. This also determines the size of the zero matrix in the 2,1 position.

The importance of the identity matrix will become clear later, in §8.1.

Sparse matrices. A matrix $A$ is said to be sparse if many of its entries are zero, or (put another way) just a few of its entries are nonzero. Its sparsity pattern is the set of indices $(i,j)$ for which $A_{ij} \neq 0$. The number of nonzeros of a sparse matrix $A$ is the number of entries in its sparsity pattern, and denoted $\text{nnz}(A)$. If $A$ is $m \times n$ we have $\text{nnz}(A) \leq mn$. Its density is $\text{nnz}(A)/(mn)$, which is no more than one. Densities of sparse matrices that arise in applications are typically small or very small, as in $10^{-2}$ or $10^{-4}$. There is no precise definition of how small the density must be for a matrix to qualify as sparse. A famous definition of sparse matrix due to Wilkinson is “A matrix is sparse if it has enough zero entries that it pays to take advantage of them”.

Like sparse vectors, sparse matrices arise in many applications, and can be stored and manipulated efficiently on a computer. An $n \times n$ identity matrix is sparse, since it has only $n$ nonzeros, so its density is $1/n$. The zero matrix is the sparsest possible matrix, since it has no nonzeros entries. Several special sparsity patterns have names; we describe some important ones below.

Diagonal matrices. A square $n \times n$ matrix $A$ is diagonal if $A_{ij} = 0$ for $i \neq j$. (The entries of a matrix with $i = j$ are called the diagonal entries; those with $i \neq j$ are its off-diagonal entries.) A diagonal matrix is one for which all off-diagonal entries are zero. Examples of diagonal matrices we have already seen are square zero matrices and identity matrices. Other examples are

$$\begin{bmatrix} -3 & 0 \\ 0 & 0 \end{bmatrix}, \quad \begin{bmatrix} 0.2 & 0 & 0 \\ 0 & -3 & 0 \\ 0 & 0 & 1.2 \end{bmatrix}.$$
(Note that in the first example, one of the diagonal elements is also zero.)

The notation \( \text{diag}(a_1, \ldots, a_n) \) is used to compactly describe the \( n \times n \) diagonal matrix \( A \) with diagonal entries \( A_{11} = a_1, \ldots, A_{nn} = a_n \). This notation is not yet standard, but is coming into more prevalent use. As examples, the matrices above would be expressed as

\[
\text{diag}(-3, 0), \quad \text{diag}(0.2, -3, 1.2),
\]

respectively. We also allow \( \text{diag} \) to take one \( n \)-vector argument, as in \( I = \text{diag}(1) \).

**Triangular matrices.** A square \( n \times n \) matrix \( A \) is upper triangular if \( A_{ij} = 0 \) for \( i > j \), and it is lower triangular if \( A_{ij} = 0 \) for \( i < j \). (So a diagonal matrix is one that is both lower and upper triangular.) If a matrix is either lower or upper triangular, it is called triangular.

For example, the matrices

\[
\begin{pmatrix}
1 & -1 & 0.7 \\
0 & 1.2 & -1.1 \\
0 & 0 & 3.2
\end{pmatrix}, \quad \begin{pmatrix}
-0.6 & 0 \\
-0.3 & 3.5
\end{pmatrix},
\]

are upper and lower triangular, respectively.

A triangular \( n \times n \) matrix \( A \) has \( n(n + 1)/2 \) nonzero entries, i.e., around half its entries are zero. Triangular matrices are generally not considered sparse matrices, since their density is around 50%, but their special sparsity pattern will be important in the sequel.

### 6.3 Transpose and addition

**Matrix transpose.** If \( A \) is an \( m \times n \) matrix, its transpose, denoted \( A^T \) (or sometimes \( A^* \) or \( A^t \)), is the \( n \times m \) matrix given by \( (A^T)_{ij} = A_{ji} \). In words, the rows and columns of \( A \) are transposed in \( A^T \). For example,

\[
\begin{pmatrix}
0 & 4 \\
7 & 0 \\
3 & 1
\end{pmatrix}^T = \begin{pmatrix}
0 & 7 & 3 \\
4 & 0 & 1
\end{pmatrix}.
\]

If we transpose a matrix twice, we get back the original matrix: \((A^T)^T = A\). A square matrix \( A \) is symmetric if \( A = A^T \), i.e., \( A_{ij} = A_{ji} \) for all \( i, j \). (The superscript \( T \) in the transpose is the same one used to denote the inner product of two \( n \)-vectors; we will soon see how they are related.)

Transposition converts row vectors into column vectors and vice versa. It is sometimes convenient to express a row vector as \( a^T \), where \( a \) is a column vector. For example, we might refer to the \( m \) rows of an \( m \times n \) matrix \( A \) as \( a_1^T, \ldots, a_m^T \), where \( a_1, \ldots, a_m \) are (column) \( n \)-vectors. As an example, the second row of the matrix

\[
\begin{pmatrix}
0 & 7 & 3 \\
4 & 0 & 1
\end{pmatrix}
\]
6.3 Transpose and addition

can be written as (the row vector) \((4, 0, 1)^T\).

We say that a set of row vectors is linearly dependent (or independent) if their transposes (which are column vectors) are linearly dependent (or independent). For example, ‘the rows of a matrix \(A\) are linearly independent’ means that the columns of \(A^T\) are linearly independent.

**Transpose of block matrix.** The transpose of a block matrix has the simple form (shown here for a \(2 \times 2\) block matrix)

\[
\begin{bmatrix}
A & B \\
C & D
\end{bmatrix}^T =
\begin{bmatrix}
A^T & C^T \\
B^T & D^T
\end{bmatrix},
\]

where \(A, B, C,\) and \(D\) are matrices with compatible sizes. Roughly speaking, the transpose of a block matrix is the transposed block matrix, with each element transposed.

**Document-term matrix.** Consider a corpus (collection) of \(N\) documents, with word count vectors for a dictionary with \(n\) words. The document-term matrix associated with the corpus is the \(N \times n\) matrix \(A\), with \(A_{ij}\) the number of times word \(j\) appears in document \(i\). The rows of the document-term matrix are \(a_1^T, \ldots, a_N^T\), where the \(n\)-vectors \(a_1, \ldots, a_N\) are the word count vectors for documents \(1, \ldots, N\), respectively. The columns of the document-term matrix are also interesting. The \(j\)th column of \(A\), which is an \(N\)-vector, gives the number of times word \(j\) appears in the corpus of \(N\) documents.

**Matrix addition.** Two matrices of the same size can be added together. The result is another matrix of the same size, obtained by adding the corresponding elements of the two matrices. For example,

\[
\begin{bmatrix}
0 & 4 \\
7 & 0 \\
3 & 1
\end{bmatrix} +
\begin{bmatrix}
1 & 2 \\
2 & 3 \\
0 & 4
\end{bmatrix} =
\begin{bmatrix}
1 & 6 \\
9 & 3 \\
3 & 5
\end{bmatrix}.
\]

Matrix subtraction is similar. As an example,

\[
\begin{bmatrix}
1 & 6 \\
9 & 3
\end{bmatrix} - I =
\begin{bmatrix}
0 & 6 \\
9 & 2
\end{bmatrix}.
\]

(This gives another example where we have to figure out the size of the identity matrix. Since we can only add or subtract matrices of the same size, \(I\) refers to a \(2 \times 2\) identity matrix.)

The following important properties of matrix addition can be verified directly from the definition. We assume here that \(A, B,\) and \(C\) are matrices of the same size.

- **Commutativity.** \(A + B = B + A\).

- **Associativity.** \((A + B) + C = A + (B + C)\). We therefore write both as \(A + B + C\).
• **Addition with zero matrix.** \( A + 0 = 0 + A = A \). Adding the zero matrix to a matrix has no effect.

• **Transpose of sum.** \((A + B)^T = A^T + B^T\). The transpose of a sum of two matrices is the sum of their transposes.

**Scalar-matrix multiplication.** Scalar multiplication of matrices is defined in a similar way as for vectors, and is done by multiplying every element of the matrix by the scalar. For example

\[
(-2) \begin{bmatrix} 1 & 6 \\ 9 & 3 \\ 6 & 0 \end{bmatrix} = \begin{bmatrix} -2 & -12 \\ -18 & -6 \\ -12 & 0 \end{bmatrix}.
\]

As with scalar-vector multiplication, the scalar can also appear on the right. Note that \(0 A = 0\) (where the left-hand zero is the scalar zero, and the right-hand 0 is the zero matrix).

Several useful properties of scalar multiplication follow directly from the definition. For example, \((\beta A)^T = \beta (A^T)\) for a scalar \(\beta\) and a matrix \(A\). If \(A\) is a matrix and \(\beta\), \(\gamma\) are scalars, then

\[
(\beta + \gamma)A = \beta A + \gamma A, \quad (\beta \gamma)A = \beta (\gamma A).
\]

It is useful to identify the symbols appearing in these two equations. The + symbol on the left of the left-hand equation is addition of scalars, while the + symbol on the right of the left-hand equation denotes matrix addition. On the left side of the right-hand equation we see scalar-scalar multiplication \((\alpha \beta)\) and scalar-matrix multiplication; on the right we see two cases of scalar-matrix multiplication.

Finally, we mention that scalar-matrix multiplication has higher precedence than matrix addition, which means that we should carry out multiplication before addition (when there are no parantheses to fix the order). So the right-hand side of the left equation above is to be interpreted as \((\beta A) + (\gamma A)\).

**Complexity of matrix addition, scalar multiplication, and transposition.** The addition of two \(m \times n\) matrices or a scalar multiplication of an \(m \times n\) matrix take \(mn\) flops. When \(A\) is sparse, scalar multiplication requires \(\text{nnz}(A)\) flops. When at least one of \(A\) and \(B\) is sparse, computing \(A + B\) requires \(\min\{\text{nnz}(A), \text{nnz}(B)\}\) flops. (For any entry \(i, j\) for which one of \(A_{ij}\) or \(B_{ij}\) is zero, no arithmetic operations are needed to find \((A + B)_{ij}\).) Matrix transposition, i.e., computing \(A^T\), requires zero flops, since we simply copy entries of \(A\) to those of \(A^T\). (Copying the entries does take time to carry out, but this is not reflected in the flop count.)
6.4 Matrix-vector multiplication

If $A$ is an $m \times n$ matrix and $x$ is an $n$-vector, then the matrix-vector product $y = Ax$ is the $m$-vector $y$ with elements

$$y_i = \sum_{k=1}^{n} A_{ik} x_k = A_{i1} x_1 + \cdots + A_{in} x_n, \quad i = 1, \ldots, m. \tag{6.2}$$

As a simple example, we have

$$\begin{bmatrix} 0 & 2 & -1 \\ -2 & 1 & 1 \end{bmatrix} \begin{bmatrix} 2 \\ 1 \\ -1 \end{bmatrix} = \begin{bmatrix} 3 \\ -4 \end{bmatrix}. $$

(The reader should check that the two sums in (6.2) give the entries of the vector on the right-hand side.)

Row and column interpretations. We can express the matrix-vector product in terms of the rows or columns of the matrix. From (6.2) we see that $y_i$ is the inner product of $x$ with the $i$th row of $A$:

$$y_i = b^T_i x, \quad i = 1, \ldots, m,$$

where $b^T_i$ is the row $i$ of $A$. The matrix-vector product can also be interpreted in terms of the columns of $A$. If $a_k$ is the $k$th column of $A$, then $y = Ax$ can be written

$$y = x_1 a_1 + x_2 a_2 + \cdots + x_n a_n.$$ 

This shows that $y = Ax$ is a linear combination of the columns of $A$; the coefficients in the linear combination are the elements of $x$.

General examples. In the examples below, $A$ is an $m \times n$ matrix and $x$ is an $n$-vector.

- **Zero matrix.** When $A = 0$, we have $Ax = 0$. In other words, $0x = 0$. (The left-hand $0$ is an $m \times n$ matrix, and the right-hand zero is an $m$-vector.)

- **Identity.** We have $Ix = x$ for any vector $x$. (The identity matrix here has dimension $n \times n$.) In other words, multiplying a vector by the identity matrix gives the same vector.

- **Picking out columns and rows.** An important identity is $Ae_j = a_j$, the $j$th column of $A$. Multiplying a unit vector by a matrix ‘picks out’ one of the columns of the matrix. $A^T e_i$, which is an $n$-vector, is the $i$th row of $A$, transposed. (In other words, $(A^T e_i)^T$ is the $i$th row of $A$.)

- **Summing or averaging columns or rows.** The $m$-vector $A\mathbf{1}$ is the sum of the columns of $A$. $A^T \mathbf{1}$ is a column vector that gives the row sums of $A$. The $m$-vector $A(1/n)$ is the average of the columns of $A$. 
Application examples.

• **Feature matrix and weight vector.** Suppose $X$ is a feature matrix, where its $N$ columns $x_1, \ldots, x_N$ are the $n$-feature vectors for $N$ objects or examples. Let the $n$-vector $w$ be a weight vector, and let $s_i = x_i^T w$ be the score associated with object $i$ using the weight vector $w$. Then we can write $s = X^T w$, where $s$ is the $N$-vector of scores of the objects.

• **Portfolio return time series.** Suppose that $R$ is a $T \times n$ asset return matrix, that gives the returns of $n$ assets over $T$ periods. Let $h$ denote the $n$-vector of dollar value investments in the assets over the $T$ periods, so, e.g., $h_3 = 200$ means that we have invested $200$ in asset 3. (Short positions are denoted by negative entries in $h$.) Then $Rh$, which is a $T$-vector, is the time series of the portfolio profit (in $\$) over the periods 1, \ldots, $T$. If $w$ is a set of portfolio weights (with $1^T w = 1$), then $Rw$ is the time series of portfolio returns, given as a fraction.

• **Polynomial evaluation at multiple points.** Suppose the entries of the $n$-vector $c$ are the coefficients of a polynomial $p$ of degree $n - 1$ or less:

$$p(t) = c_1 + c_2 t + \cdots + c_{n-1} t^{n-2} + c_n t^{n-1}.$$ 

Let $t_1, \ldots, t_m$ be $m$ numbers, and define the $m$-vector $y$ as $y_i = p(t_i)$. Then we have $y = Ac$, where $A$ is the $m \times n$ matrix

$$A = \begin{bmatrix}
1 & t_1 & t_1^2 & \cdots & t_1^{n-2} & t_1^{n-1} \\
1 & t_2 & t_2^2 & \cdots & t_2^{n-2} & t_2^{n-1} \\
\vdots & \vdots & \vdots & \ddots & \vdots & \vdots \\
1 & t_m & t_m^2 & \cdots & t_m^{n-2} & t_m^{n-1}
\end{bmatrix}. \quad (6.3)$$

So multiplying a vector $c$ by the matrix $A$ is the same as evaluating a polynomial with coefficients $c$ at $m$ points. The matrix $A$ in (6.3) comes up often, and is called a Vandermonde matrix (of degree $n - 1$, at the points $t_1, \ldots, t_m$).

• **Total price from multiple suppliers.** Suppose the $m \times n$ matrix $P$ gives the prices of $n$ goods from $m$ suppliers (or in $m$ different locations). If $q$ is an $n$-vector of quantities of the $n$ goods (sometimes called a basket of goods), then $c = Pq$ is an $N$-vector that gives the total cost of the goods, from each of the $N$ suppliers.

• **Document scoring.** Suppose $A$ in an $N \times n$ document-term matrix, which gives the word counts of a corpus of $N$ documents using a dictionary of $n$ words, so the rows of $A$ are the word count vectors for the documents. Suppose that $w$ in an $n$-vector that gives a set of weights for the words in the dictionary. Then $s = Aw$ is an $N$-vector that gives the scores of the documents, using the weights and the word counts. A search engine, for example, might choose $w$ (based on the search query) so that the scores are predictions of relevance of the documents (to the search).
6.4 Matrix-vector multiplication

**Inner product.** When \(a\) and \(b\) are \(n\)-vectors, \(a^Tb\) is exactly the inner product of \(a\) and \(b\), obtained from the rules for transposing matrices and matrix-vector product. We start with the \(n\)-(column) vector \(a\), consider it as an \(n \times 1\) matrix, and transpose it to obtain the \(n\)-row-vector \(a^T\). Now we multiply this \(1 \times n\) matrix by the \(n\)-vector \(b\), which we consider an \(n \times 1\) matrix, to obtain the \(1 \times 1\) matrix \(a^Tb\), which we also consider a scalar. So the notation \(a^Tb\) for the inner product is just a very special case of matrix-vector multiplication.

**Linear dependence of columns.** We can express the concepts of linear dependence and independence in a compact form using matrix-vector multiplication. The columns of a matrix \(A\) are linearly dependent if \(Ax = 0\) for some \(x \neq 0\). The columns of a matrix \(A\) are linearly independent if \(Ax = 0\) implies \(x = 0\).

If the columns of \(A\) are a basis, which means \(A\) is square with linearly independent columns, then for any \(n\)-vector \(b\) there is a unique \(n\)-vector \(x\) that satisfies \(Ax = b\). (We will see later how to find \(x\).)

**Properties of matrix-vector multiplication.** Matrix-vector multiplication satisfies several properties that are readily verified. First, it distributes across the vector argument: For any \(m \times n\) matrix \(A\) and any \(n\)-vectors \(u\) and \(v\), we have
\[
A(u + v) = Au + Av.
\]
Matrix-vector multiplication, like ordinary multiplication of numbers, has higher precedence than addition, which means that when there are no parentheses to force the order of evaluation, multiplications are to be carried out before additions. This means that the right-hand side above is to be interpreted as \((Au) + (Av)\). The equation above looks innocent and natural, but must be read carefully. On the left-hand side, we first add the vectors \(u\) and \(v\), which is the addition of \(n\)-vectors. We then multiply the resulting \(n\)-vector by the matrix \(A\). On the right-hand side, we first multiply each of \(n\)-vectors by the matrix \(A\) (this is two matrix-vector multiplies); and then add the two resulting \(m\)-vectors together. The left- and right-hand sides of the equation above involve very different steps and operations, but the final result of each is the same \(m\)-vector.

Another basic property is, for any \(m \times n\) matrix \(A\), any \(n\)-vector \(u\), and any scalar \(\alpha\), we have
\[
(\alpha A)u = \alpha (Au)
\]
(and so we can write this as \(\alpha Au\)). On the left-hand side, we have scalar-matrix multiplication, followed by matrix-vector multiplication; on the right-hand side, we start with matrix-vector multiplication, and then perform scalar-vector multiplication.

We will come back to these very important properties of matrix-vector multiplication in the next chapter.

**Input-output interpretation.** We can interpret the relation \(y = Ax\), with \(A\) an \(m \times n\) matrix, as a mapping from the \(n\)-vector \(x\) to the \(m\)-vector \(y\). In this context we might think of \(x\) as an input, and \(y\) as the corresponding output. From equation [6.2], we can interpret \(A_{ij}\) as the factor by which \(y_i\) depends on \(x_j\). Some examples of conclusions we can draw are given below.
• If $A_{23}$ is positive and large, then $y_2$ depends strongly on $x_3$, and increases as $x_3$ increases.

• If $A_{32}$ is much larger than the other entries in the third row of $A$, then $y_3$ depends much more on $x_2$ than the other inputs.

• If $A$ is square and lower triangular, then $y_i$ only depends on $x_1, \ldots, x_i$.

**Complexity of matrix-vector multiplication.** A matrix-vector multiplication of an $m \times n$ matrix $A$ with an $n$-vector $x$ requires $m(2n-1)$ flops, which we simplify to $2mn$ flops. This can be seen as follows. The result $y = Ax$ of the product is an $m$-vector, so there are $m$ numbers to compute. The $i$th element of $y$ is the inner product of the $i$th row of $A$ and the vector $x$, which takes $2n-1$ flops.

If $A$ is sparse, computing $Ax$ requires $\text{nnz}(A)$ multiplies (of $A_{ij}$ and $x_j$, for each nonzero entry of $A$) and a number of additions that is no more than $\text{nnz}(A)$. Thus, the complexity is between $\text{nnz}(A)$ and $2\text{nnz}(A)$ flops. As a special example, suppose $A$ is $n \times n$ and diagonal. Then computing $Ax$ can be done with $n$ multiplies ($A_{ii}$ times $x_i$) and no additions, a total of $n$ flops.

### 6.5 Examples

#### 6.5.1 Geometric transformations

Suppose that the 3-vector $x$ represents a position in 3-D. Several important geometric transformations or mappings from points to points can be expressed as matrix-vector products $y = Ax$, with $A$ a $3 \times 3$ matrix. In the examples below, we consider the mapping from $x$ to $y$, and focus on the 2-D case (for which some of the matrices are simpler to describe).

**Scaling.** Scaling is the mapping $y = ax$, where $a$ is a scalar. This can be expressed as $y = Ax$ with $A = aI$. This mapping stretches a vector by the factor $|a|$ (or shrinks it when $|a| < 1$), and it flips the vector (reverses its direction) if $a < 0$.

**Dilation.** Dilation is the mapping $y = Dx$, where $D$ is a diagonal matrix, $D = \text{diag}(d_1, d_2)$. This mapping stretches the vector $x$ by different factors along the two different axes. (Or shrinks, if $|d_i| < 1$, and flips, if $d_i < 0$.)

**Rotation.** Suppose that $y$ is the vector obtained by rotating $x$ by $\theta$ radians counterclockwise. Then we have

$$y = \begin{bmatrix} \cos \theta & -\sin \theta \\ \sin \theta & \cos \theta \end{bmatrix} x.$$  

This matrix is called (for obvious reasons) a *rotation matrix*. 

6.5 Examples

Figure 6.2 From left to right: A dilation with $A = \text{diag}(2, 2/3)$, a counterclockwise rotation by $\pi/6$ radians, and a reflection through a line that makes an angle of $\pi/4$ radians with the horizontal line.

Reflection. Suppose that $y$ is the vector obtained by reflecting $x$ through the line that passes through the origin, inclined $\theta$ radians with respect to horizontal. Then we have

$$y = \begin{bmatrix} \cos(2\theta) & \sin(2\theta) \\ \sin(2\theta) & -\cos(2\theta) \end{bmatrix} x.$$ 

Some of these geometric transformations are illustrated in figure 6.2

6.5.2 Selectors

An $m \times n$ selector matrix $A$ is one in which each row is a unit vector (transposed):

$$A = \begin{bmatrix} e_{k_1}^T \\ \vdots \\ e_{k_m}^T \end{bmatrix},$$

where $k_1, \ldots, k_m$ are integers in the range $1, \ldots, n$. When it multiplies a vector, it simply copies the $k_i$th entry of $x$ into the $i$th entry of $y = Ax$:

$$y = (x_{k_1}, x_{k_2}, \ldots, x_{k_m}).$$

In words, each entry of $Ax$ is a selection of an entry of $x$.

The identity matrix, and the reverser matrix

$$A = \begin{bmatrix} e_n^T \\ \vdots \\ e_1^T \end{bmatrix} = \begin{bmatrix} 0 & 0 & \cdots & 0 & 1 \\ 0 & 0 & \cdots & 1 & 0 \\ \vdots & \vdots & \ddots & \vdots & \vdots \\ 0 & 1 & \cdots & 0 & 0 \\ 1 & 0 & \cdots & 0 & 0 \end{bmatrix}$$

are special cases of selector matrices. (The reverser matrix reverses the order of the entries of a vector: $Ax = (x_n, x_{n-1}, \ldots, x_2, x_1)$.) Another one is the $r:s$ slicing matrix, which can be described as the block matrix

$$A = \begin{bmatrix} 0_{m \times (r-1)} & I_{m \times m} & 0_{m \times (n-s)} \end{bmatrix},$$

where $m = s - r + 1$. (We show the dimensions of the blocks for clarity.) We have $Ax = x_{r:s}$, i.e., multiplying by $A$ gives the $r:s$ slice of a vector.
**Down-sampling.** Another example is the $n/2 \times n$ matrix (with $n$ even)

$$
A = \begin{bmatrix}
1 & 0 & 0 & 0 & 0 & \cdots & 0 & 0 & 0 \\
0 & 0 & 1 & 0 & 0 & \cdots & 0 & 0 & 0 \\
0 & 0 & 0 & 1 & 0 & \cdots & 0 & 0 & 0 \\
\vdots & \vdots & \vdots & \vdots & \vdots & \ddots & \vdots & \vdots & \vdots \\
0 & 0 & 0 & 0 & 0 & \cdots & 1 & 0 & 0 \\
0 & 0 & 0 & 0 & 0 & \cdots & 0 & 0 & 1 \\
\end{bmatrix}.
$$

If $y = Ax$, we have $y = (x_1, x_3, x_5, \ldots, x_{n-3}, x_{n-1})$. When $x$ is a time series, $y$ is called the $2 \times$ down-sampled version of $x$. If $x$ is a quantity sampled every hour, then $y$ is the same quantity, sampled every 2 hours.

**Image cropping.** As a more interesting example, suppose that $x$ is an image with $M \times N$ pixels, with $M$ and $N$ even. (That is, $x$ is an $MN$-vector, with its entries giving the pixels values in some specific order.) Let $y$ be the $(M/2) \times (N/2)$ image that is the upper left corner of the image $x$, i.e., a cropped version. Then we have $y = Ax$, where $A$ is an $((MN)/4) \times (MN)$ selector matrix. The $i$th row of $A$ is $e_{k_i}^T$, where $k_i$ is the index of the pixel in $x$ that corresponds to the $i$th pixel in $y$.

**Permutation matrices.** An $n \times n$ permutation matrix is one in which each column is a unit vector, and each row is the transpose of a unit vector. (In other words, $A$ and $A^T$ are both selector matrices.) Thus, exactly one entry of each row is one, and exactly one entry of each column is one. This means that $y = Ax$ can be expressed as $y_i = x_{\pi_i}$, where $\pi$ is a permutation of $\{1, 2, \ldots, n\}$, i.e., each integer from 1 to $n$ appears exactly once in $(\pi_1, \ldots, \pi_n)$.

As a simple example consider the permutation $\pi = (3, 1, 2)$. The associated permutation matrix is

$$
A = \begin{bmatrix}
0 & 0 & 1 \\
1 & 0 & 0 \\
0 & 1 & 0 \\
\end{bmatrix}.
$$

Multiplying a 3-vector by $A$ re-orders its entries: $Ax = (x_3, x_1, x_2)$.

### 6.5.3 Incidence matrix

A directed graph consists of a set of vertices (or nodes), labeled 1, \ldots, $n$, and a set of directed edges (or branches), labeled 1, \ldots, $m$. Each edge is connected from one of the nodes and into another one, in which case we say the two nodes are connected. Directed graphs are often drawn with the vertices as circles or dots, and the edges as arrows, as in figure 6.3. A directed graph can be described by its $n \times m$ incidence matrix, defined as

$$
A_{ij} = \begin{cases}
1 & \text{edge } j \text{ points to node } i \\
-1 & \text{edge } j \text{ points from node } i \\
0 & \text{otherwise}
\end{cases}.
$$
The incidence matrix is evidently sparse, since it has only two nonzero entries in each column (one with value 1 and other with value −1). The jth column is associated with the jth edge: the indices of its two nonzero entries give the nodes that the edge connects. The ith row of A corresponds to node i: its nonzero entries tell us which edges connect to the node, and whether they point into or away from the node. The incidence matrix for the graph shown in figure 6.3 is

\[
A = \begin{bmatrix}
-1 & -1 & 0 & 1 & 0 \\
1 & 0 & -1 & 0 & 0 \\
0 & 0 & 1 & -1 & -1 \\
0 & 1 & 0 & 0 & 1
\end{bmatrix}.
\]

**Edge flows and flow conservation.** The matrix-vector product \( y = Ax \) can be given a very simple interpretation in terms of flows of some quantity along the edges of the graph. We interpret \( x_j \) as the flow (rate) along the edge \( j \), with a positive value meaning the flow is in the direction of edge \( j \), and negative meaning the flow is in the opposite direction of edge \( j \). The \( n \)-vector \( y = Ax \) can be interpreted as the vector of net flows, from the edges, into the node: \( y_i \) is equal to the total of the flows that come in to node \( i \), minus the total of the flows that go out from node \( i \).

If \( Ax = 0 \), we say that flow conservation occurs, since at each node, the total in-flow matches the total out-flow. In this case the flow vector \( x \) is called a circulation. This could be used as a model of traffic flow (in a closed system), with the nodes representing intersections and the edges representing road segments (one for each direction).

Another common equation is \( Ax + s = 0 \), where \( s \) is an \( n \)-vector of source flows, which we can think of as an exogeneous flow that enters node \( i \) (or leaves, when \( s_i < 0 \)). The equation \( Ax + s = 0 \) means that the flow is conserved at each node: the total of all incoming flow from the in-coming edges and the source minus the total out-going flow from out-going edges is zero. This might be used as an approximate model of a power grid (ignoring losses), with \( x \) being the vector of power flows along the transmission lines, \( s_i > 0 \) representing a generator injecting power into the grid at node \( i \), \( s_i < 0 \) representing a load that consumes power at node \( i \), and \( s_i = 0 \) representing a substation where power is exchanged among transmission lines, with no generation or load attached.
Node potentials. We can also give a simple interpretation to the matrix-vector product \( u = A^T v \). Here \( v \) is an \( n \)-vector, often interpreted as a potential, with \( v_i \) the potential value at node \( i \). The \( m \)-vector \( u = A^T v \) gives the potential differences across the edges: \( u_j = v_k - v_l \), where edge \( j \) goes from node \( k \) to node \( l \).

Laplacian. The function of \( v \) given by

\[
L(v) = \| A^T v \|^2
\]

arises in many applications, and is called the Laplacian (associated with the graph). It can be expressed as

\[
L(v) = \sum_{\text{edges } (k,l)} (v_k - v_l)^2,
\]

which is the sum of the squares of the differences of \( v \) across all edges in the graph. The Laplacian is small when the potentials of nodes that are connected by edges are near each other.

6.5.4 Convolution

The convolution of an \( n \)-vector \( a \) and an \( m \)-vector \( b \) is the \((n+m-1)\)-vector denoted \( c = a \ast b \), with entries

\[
c_k = \sum_{i+j=k+1} a_i b_j, \quad k = 1, \ldots, n+m-1,
\]

where the subscript in the sum means that we should sum over all values of \( i \) and \( j \) in their index ranges 1, \ldots, \( n \) and 1, \ldots, \( m \), for which the sum \( i+j \) is \( k+1 \). For example with \( n = 4, m = 3 \), we have

\[
\begin{align*}
c_1 &= a_1 b_1 \\
c_2 &= a_1 b_2 + a_2 b_1 \\
c_3 &= a_1 b_3 + a_2 b_2 + a_3 b_1 \\
c_4 &= a_2 b_3 + a_3 b_2 + a_4 b_1 \\
c_5 &= a_3 b_3 + a_4 b_2 \\
c_6 &= a_4 b_3.
\end{align*}
\]

Convolution reduces to ordinary multiplication of numbers when \( n = m = 1 \), and to scalar-vector multiplication when either \( n = 1 \) or \( m = 1 \). Convolution arises in many applications and contexts.

Polynomial multiplication. If \( a \) and \( b \) represent the coefficients of two polynomials,

\[
p(x) = a_1 + a_2 x + \cdots + a_n x^{n-1}, \quad q(x) = b_1 + b_2 x + \cdots + b_m x^{m-1},
\]

then the coefficients of the product polynomial \( p(x)q(x) \) are represented by \( c = a \ast b \):

\[
p(x)q(x) = c_1 + c_2 x + \cdots + c_{n+m-1} x^{n+m-2}.
\]
To see this we will show that \( c_k \) is the coefficient of \( x^{k-1} \) in \( p(x)q(x) \). We expand the product polynomial into \( mn \) terms, and collect those terms associated with \( x^{k-1} \). These terms have the form \( a_i b_j x^{i+j-2} \), for \( i \) and \( j \) that satisfy \( i + j - 2 = k - 1 \), i.e., \( i + j = k - 1 \). It follows that \( c_k = \sum_{i+j=k+1} a_i b_j \), which agrees with the convolution formula (6.4).

**Properties of convolution.** Convolution is symmetric: we have \( a * b = b * a \). It is also associative: we have \((a * b) * c = a * (b * c)\), so we can write both as \( a * b * c \). Another property is that \( a * b = 0 \) implies that either \( a = 0 \) or \( b = 0 \). These properties follow from the polynomial coefficient property above, and can also be directly shown.

Another basic property is that for fixed \( a \), the convolution \( a * b \) is a linear function of \( b \); and for fixed \( b \), it is a linear function of \( a \). This means we can express \( a * b \) as a matrix-vector product:

\[
a * b = T(b)a = T(a)b,
\]

where \( T(b) \) is the \((n + m - 1) \times n \) matrix with entries

\[
T(b)_{ij} = \begin{cases} b_{i-j+1} & 1 \leq i - j + 1 \leq m \\ 0 & \text{otherwise} \end{cases}
\]

and similarly for \( T(a) \). For example, with \( n = 4 \) and \( m = 3 \), we have

\[
T(b) = \begin{bmatrix} b_1 & 0 & 0 & 0 \\ b_2 & b_1 & 0 & 0 \\ b_3 & b_2 & b_1 & 0 \\ 0 & b_3 & b_2 & b_1 \\ 0 & 0 & b_3 & b_2 \\ 0 & 0 & 0 & b_3 \end{bmatrix}, \quad T(a) = \begin{bmatrix} a_1 & 0 & 0 \\ a_2 & a_1 & 0 \\ a_3 & a_2 & a_1 \\ a_4 & a_3 & a_2 \\ 0 & a_4 & a_3 \\ 0 & 0 & a_4 \end{bmatrix}.
\]

The matrices \( T(b) \) and \( T(a) \) are called Toeplitz matrices, since the entries on any diagonal (i.e., indices with \( i - j \) constant) are the same. The columns of the Toeplitz matrix \( T(a) \) are simply shifted versions of the vector \( a \), padded with zero entries.

**Variations.** Several slightly different definitions of convolution are used in different applications. In one variation, \( a \) and \( b \) are infinite two-sided sequences (and not vectors) with indices ranging from \(-\infty \) to \( \infty \). In another variation, the rows of \( T(a) \) at the top and bottom that do not contain all the coefficients of \( a \) are dropped. (In this version, the rows of \( T(a) \) are shifted versions of the vector \( a \), reversed.) For consistency, we will use the one definition (6.4).

**Examples.**

- **Time series smoothing.** Suppose the \( n \)-vector \( x \) is a time series, and \( a = (1/3, 1/3, 1/3) \). Then \( y = a * x \) can be interpreted as a smoothed version of the original time series: for \( 3 \leq i \leq n - 3 \), \( y_i \) is the average of \( x_i, x_{i-1}, x_{i-2} \). (We can drop the qualifier \( 3 \leq i \leq n - 3 \), by defining \( x_i \) to be zero outside the index range \( 1, \ldots, n \).) The time series \( y \) is called the (3-period) moving average of the time series \( x \). Figure 6.4 shows an example.
Figure 6.4 Top. A time series represented by a vector $x$ of length 100. Bottom. The 3-period moving average of the time series as a vector of length 102. This vector is the convolution of $x$ with $a = (1/3, 1/3, 1/3)$. 
• **First order differences.** If the $n$-vector $x$ is a time series and $a = (1, -1)$, the time series $y = a \ast x$ gives the first order differences in the series $x$:

$$y = (x_1, x_2 - x_1, x_3 - x_2, \ldots, x_n - x_{n-1}, -x_n).$$

• **Audio filtering.** If the $n$-vector $x$ is an audio signal, and $a$ is a vector (typically with length less than around 0.1 second of real time) the vector $y = a \ast x$ is called the filtered audio signal, with filter coefficients $a$. Depending on the coefficients $a$, $y$ will be perceived as enhancing or suppressing different frequencies, like the familiar audio tone controls.

• **Communication channel.** In a modern data communication system, a time series $x$ is transmitted or sent over some channel (e.g., electrical, optical, or radio) to a receiver, which receives the time series $y$. A very common model is that $y$ and $u$ are related via convolution: $y = c \ast u$, where the vector $c$ is the channel impulse response.

**Input-output convolution system.** Many physical systems with an input (time series) $u$ and output time series $y$ are well modeled as $y = h \ast u$, where the $n$-vector $h$ is called the system impulse response. For example, $u_t$ might represent the power level of a heater at time period $t$, and $y_t$ might represent the resulting temperature rise (above the surrounding temperature). The lengths of $u$ and $y$, $m$ and $m+n-1$, are typically large, and not relevant in these applications. We can express the $i$th entry of the output $y$ as

$$y_i = \sum_{j=1}^{n} y_{i-j+1} h_j,$$

where we interpret $u_k$ as zero for $k < 0$ or $k > n$. This formula states that $y$ at time $i$ is a linear combination of $u_i, u_{i-1}, \ldots, u_{i-m+1}$, i.e., a linear combination of the current input value $u_i$, and the past $m-1$ input values $u_{i-1}, \ldots, u_{i-m+1}$. The coefficients are precisely $b_1, \ldots, b_n$. Thus, $b_3$ can be interpreted as the factor by which the current output depends on what the input was, 2 times steps before. Alternatively, we can say that $b_3$ is the factor by which the input at any time will affect the output 2 steps in the future.

**Complexity of convolution.** The naive method to compute the convolution $c = a \ast b$ of an $n$-vector $a$ and an $m$-vector $b$, using the basic formula (6.4) to calculate each $c_k$, requires around $2mn$ flops. The same number of flops is required to compute the matrix-vector products $T(a)b$ or $T(b)a$, taking into account the zeros at the top right and bottom left in the Toeplitz matrices $T(b)$ and $T(a)$. Forming these matrices requires us to store $mn$ numbers, even though the original data contains only $m+n$ numbers.

It turns out that the convolution of two vectors can be computed far faster, using a so-called fast convolution algorithm. By exploiting the special structure of the convolution equations, this algorithm can compute the convolution of an $n$-vector and an $m$-vector in around $5(m+n)\log_2(m+n)$ flops, and with no additional memory requirement beyond the original $m+n$ numbers. The fast convolution algorithm is based on the fast Fourier transform (FFT), which is beyond the scope of this book.
6.5.5 2-D convolution

Convolution has a natural extension to multiple dimensions. Suppose that \( A \) is an \( m \times n \) matrix, and \( B \) is a \( p \times q \) matrix. Their convolution is the \((m+p-1) \times (n+q-1)\) matrix

\[
C_{rs} = \sum_{i+k=r+1, \ j+l=s+1} A_{ij} B_{kl}, \quad r = 1, \ldots, m+p-1, \ s = 1, \ldots, n+q-1,
\]

where the indices are restricted to their ranges (or alternatively, we assume that \( A_{ij} \) and \( B_{kl} \) are zero, when the indices are out of range). This is not denoted \( C = A \ast B \), however, in standard mathematical notation. So we will use the notation \( C = A \star B \).

The same properties that we observed for 1-D convolution hold for 2-D convolution: We have \( A \ast B = B \ast A \), \( (A \ast B) \ast C = A \ast (B \ast C) \), and for fixed \( B \), \( A \ast B \) is a linear function.

**Image blurring.** If the \( m \times n \) matrix \( X \) represents an image, \( Y = X \ast B \) represents the effect of blurring the image by the point spread function (PSF) given by the entries of the matrix \( B \). If we represent \( X \) and \( Y \) as vectors, we have \( y = T(B)x \), for some \((m+p-1)(n+q-1) \times mn\)-matrix \( T(B) \).

As an example, with

\[
B = \begin{bmatrix}
0.25 & 0.25 \\
0.25 & 0.25
\end{bmatrix}, \tag{6.5}
\]

\( Y = X \ast B \) is an image where each pixel value is the average of a \( 2 \times 2 \) block of 4 adjacent pixels in \( X \). The image \( Y \) would be perceived as the image \( X \), with some blurring of the fine details. This is illustrated in figure 6.5 for the \( 8 \times 9 \) matrix

\[
X = \begin{bmatrix}
1 & 1 & 1 & 1 & 1 & 1 & 1 & 1 & 1 \\
1 & 1 & 0 & 0 & 0 & 0 & 1 & 1 & 1 \\
1 & 1 & 0 & 1 & 1 & 0 & 1 & 1 & 1 \\
1 & 1 & 0 & 1 & 1 & 0 & 1 & 1 & 1 \\
1 & 1 & 1 & 1 & 1 & 1 & 1 & 1 & 1 \\
1 & 1 & 1 & 1 & 1 & 1 & 1 & 1 & 1 \\
1 & 1 & 1 & 1 & 1 & 1 & 1 & 1 & 1 \\
1 & 1 & 1 & 1 & 1 & 1 & 1 & 1 & 1
\end{bmatrix} \tag{6.6}
\]

and its convolution with \( B \),

\[
X \ast B = \begin{bmatrix}
0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 \\
0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 \\
0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 \\
0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 \\
0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 \\
0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 \\
0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 \\
0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 \\
0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 \\
0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25 & 0.25
\end{bmatrix}.
\]
With the point spread function

\[ D_{\text{hor}} = \begin{bmatrix} 1 & -1 \end{bmatrix}, \]

the pixel values in the image \( Y = X \ast B \) are the horizontal first order differences of those in \( X \):

\[ Y_{ij} = X_{ij} - X_{i,j-1}, \quad i = 1, \ldots, m, \quad j = 2, \ldots, n \]

(and \( Y_{i1} = X_{i1} \), \( X_{i,n+1} = -X_{in} \) for \( i = 1, \ldots, m \)). With the point spread function

\[ D_{\text{ver}} = \begin{bmatrix} -1 & -1 \end{bmatrix}, \]

the pixel values in the image \( Y = X \ast B \) are the vertical first order differences of those in \( X \):

\[ Y_{ij} = X_{ij} - X_{i-1,j}, \quad i = 2, \ldots, m, \quad j = 1, \ldots, n \]

(and \( Y_{1j} = X_{1j}, \ X_{m+1,j} = -X_{mj} \) for \( j = 1, \ldots, n \)). As an example, the convolutions of the matrix (6.6) with \( D_{\text{hor}} \) and \( D_{\text{ver}} \) are

\[ X \ast D_{\text{hor}} = \begin{bmatrix} 1 & 0 & 0 & 0 & 0 & 0 & 0 & 0 & -1 \\ 1 & 0 & 0 & 0 & 0 & 0 & 0 & 0 & -1 \\ 1 & 0 & -1 & 0 & 0 & 0 & 1 & 0 & -1 \\ 1 & 0 & 0 & -1 & 1 & 0 & -1 & 1 & 0 & -1 \\ 1 & 0 & 0 & -1 & 1 & 0 & -1 & 1 & 0 & -1 \\ 1 & 0 & 0 & -1 & 1 & 0 & -1 & 1 & 0 & -1 \\ 1 & 0 & 0 & 0 & 0 & 0 & 0 & 0 & -1 \\ 1 & 0 & 0 & 0 & 0 & 0 & 0 & 0 & -1 \end{bmatrix} \]
Figure 6.6 512 × 512 image and the 519 × 519 image obtained by convolving the first image with an 8 × 8 matrix with constant entries 1/64.

and

\[
X \ast D^{\text{ver}} = \begin{bmatrix}
1 & 1 & 1 & 1 & 1 & 1 & 1 & 1 \\
0 & 0 & 0 & 0 & 0 & 0 & 0 & 0 \\
0 & 0 & -1 & -1 & -1 & -1 & 0 & 0 \\
0 & 0 & 1 & 0 & 1 & 1 & 0 & 0 \\
0 & 0 & 0 & 0 & 0 & 0 & 0 & 0 \\
0 & 0 & 0 & 0 & 0 & 0 & 0 & 0 \\
0 & 0 & 0 & 1 & 0 & 0 & 1 & 0 \\
0 & 0 & 0 & 0 & 0 & 0 & 0 & 0 \\
-1 & -1 & -1 & -1 & -1 & -1 & -1 & -1
\end{bmatrix}.
\]

Figure 6.6 shows the effect of convolution on a larger image. The figure shows an image of size 512 × 512 and its convolution with the 8 × 8 matrix $B$ with constant entries $B_{ij} = 1/64$. 
Chapter 7

Linear equations

In this chapter we consider vector-valued linear and affine functions, and systems of linear equations.

7.1 Linear and affine functions

Vector valued functions of vectors. The notation $f : \mathbb{R}^n \to \mathbb{R}^m$ means that $f$ is a function that maps real $n$-vectors to real $m$-vectors. The value of the function $f$, evaluated at an $n$-vector $x$, is an $m$-vector $f(x) = (f_1(x), f_2(x), \ldots, f_m(x))$. Each of the component $f_i$ of $f$ is itself a scalar-valued function of $x$. As with scalar-valued functions, we sometimes write $f(x) = f(x_1, x_2, \ldots, x_n)$ to emphasize that $f$ is a function of $n$ scalar arguments. We use the same notation for each of the components of $f$, writing $f_i(x) = f_i(x_1, x_2, \ldots, x_n)$ to emphasize that $f_i$ is a function mapping the scalar arguments $x_1, \ldots, x_n$ into a scalar.

The matrix-vector product function. Suppose $A$ is an $m \times n$ matrix. We can define a function $f : \mathbb{R}^n \to \mathbb{R}^m$ by $f(x) = Ax$. Linear functions from $\mathbb{R}^n$ to $\mathbb{R}$, discussed in §2.1, are a special case with $m = 1$.

Superposition and linearity. The function $f : \mathbb{R}^n \to \mathbb{R}^m$, defined by $f(x) = Ax$, is linear, i.e., it satisfies the superposition property:

$$f(\alpha x + \beta y) = \alpha f(x) + \beta f(y)$$

(7.1)

holds for all $n$-vectors $x$ and $y$ and all scalars $\alpha$ and $\beta$. It is a good exercise to parse this simple looking equation, since it involves overloading of notation. On the left-hand side, the scalar-vector multiplications $\alpha x$ and $\beta y$ involve $n$-vectors, and the sum $\alpha x + \beta y$ is the sum of two $n$-vectors. The function $f$ maps $n$-vectors to $m$-vectors, so $f(\alpha x + \beta y)$ is an $m$-vector. On the right-hand side, the scalar-vector multiplications and the sum are those for $m$-vectors. Finally, the equality sign is equality between two $m$-vectors.
We can verify that superposition holds for $f$ using properties of matrix-vector and scalar-vector multiplication:

$$f(\alpha x + \beta y) = A(\alpha x + \beta y) = A(\alpha x) + A(\beta y) = \alpha f(x) + \beta f(y)$$

Thus we can associate with every matrix $A$ a linear function $f(x) = Ax$.

The converse is also true. Suppose $f$ is a function that maps $n$-vectors to $m$-vectors, and is linear, i.e., (7.1) holds for all $n$-vectors $x$ and $y$ and all scalars $\alpha$ and $\beta$. Then there exists an $m \times n$ matrix $A$ such that $f(x) = Ax$ for all $x$. This can be shown in the same way as for scalar-valued functions in §2.1, by showing that if $f$ is linear, then

$$f(x) = x_1f(e_1) + x_2f(e_2) + \cdots + x_nf(e_n), \quad (7.2)$$

where $e_k$ is the $k$th unit vector of size $n$. The right-hand side can also be written as a matrix-vector product $Ax$, with

$$A = \begin{bmatrix} f(e_1) & f(e_2) & \cdots & f(e_n) \end{bmatrix}.$$ 

The expression (7.2) is the same as (2.3), but here $f(x)$ and $f(e_k)$ are vectors. The implications are exactly the same: a linear vector valued function $f$ is completely characterized by evaluating $f$ at the $n$ unit vectors $e_1, \ldots, e_n$.

As in §2.1 it is easily shown that the matrix-vector representation of a linear function is unique. If $f : \mathbb{R}^n \to \mathbb{R}^m$ is a linear function, then there exists exactly one matrix $A$ such that $f(x) = Ax$ for all $x$.

**Examples of linear functions.** In the examples below we define functions $f$ that map $n$-vectors $x$ to $n$-vectors $f(x)$. Each function is described in words, in terms of its effect on an arbitrary $x$. In each case we give the associated matrix multiplication representation.

- **Negation.** $f$ changes the sign of $x$: $f(x) = -x$.
  Negation can be expressed as $f(x) = Ax$ with $A = -I$.

- **Reversal.** $f$ reverses the order of the elements of $x$: $f(x) = (x_n, x_{n-1}, \ldots, x_1)$.
  The reversal function can be expressed as $f(x) = Ax$ with

$$A = \begin{bmatrix} 0 & \cdots & 0 & 1 \\ 0 & \cdots & 1 & 0 \\ \vdots & \ddots & \vdots & \vdots \\ 1 & \cdots & 0 & 0 \end{bmatrix}.$$ 

(This is the $n \times n$ identity matrix with the order of its columns reversed. It is sometimes called the **reverser matrix**.)
7.1 Linear and affine functions

- **Running sum.** \( f \) forms the running sum of the elements in \( x \):
  \[
  f(x) = (x_1, x_1 + x_2, x_1 + x_2 + x_3, \ldots, x_1 + x_2 + \cdots + x_n).
  \]

  The running sum function can be expressed as \( f(x) = Ax \) with
  \[
  A = \begin{bmatrix}
  1 & 0 & \cdots & 0 & 0 \\
  1 & 1 & \cdots & 0 & 0 \\
  \vdots & \vdots & \ddots & \vdots & \vdots \\
  1 & 1 & \cdots & 1 & 0 \\
  1 & 1 & \cdots & 1 & 1 \\
  \end{bmatrix},
  \]
  i.e., \( A_{ij} = 1 \) if \( i \geq j \) and \( A_{ij} = 0 \) otherwise.

- **De-meaning.** \( f \) subtracts the mean from each entry of a vector \( x \):
  \[
  f(x) = x - \text{avg}(x)1.
  \]

  The de-meaning function can be expressed as \( f(x) = Ax \) with
  \[
  A = \begin{bmatrix}
  1 & -1/n & \cdots & -1/n \\
  -1/n & 1 - 1/n & \cdots & -1/n \\
  \vdots & \vdots & \ddots & \vdots \\
  -1/n & -1/n & \cdots & 1 - 1/n \\
  \end{bmatrix}.
  \]

**Examples of functions that are not linear.** Here we list some examples of functions \( f \) that map \( n \)-vectors \( x \) to \( n \)-vectors \( f(x) \) that are not linear. In each case we show a superposition counterexample.

- **Absolute value.** \( f \) replaces each element of \( x \) with its absolute value: \( f(x) = (|x_1|, |x_2|, \ldots, |x_n|) \).
  The absolute value function is not linear. For example, with \( n = 1 \), \( x = 1 \), \( y = 0 \), \( \alpha = -1 \), \( \beta = 0 \), we have
  \[
  f(\alpha x + \beta y) = 1 \neq \alpha f(x) + \beta f(y) = -1,
  \]
  so superposition does not hold.

- **Sort.** \( f \) sorts the elements of \( x \) in decreasing order.
  The sort function is not linear (except when \( n = 1 \), in which case \( f(x) = x \)).
  For example, if \( n = 2 \), \( x = (1, 0) \), \( y = (0, 1) \), \( \alpha = \beta = 1 \), then
  \[
  f(\alpha x + \beta y) = (1, 1) \neq \alpha f(x) + \beta f(y) = (2, 0).
  \]

**Affine functions.** A vector valued function \( f : \mathbb{R}^n \to \mathbb{R}^m \) is called affine if it can be expressed as \( f(x) = Ax + b \), with \( A \) an \( m \times n \) matrix and \( b \) and \( m \)-vector. It can be shown that a function \( f : \mathbb{R}^n \to \mathbb{R}^m \) is affine if and only if
  \[
  f(\alpha x + \beta y) = \alpha f(x) + \beta f(y)
  \]
holds for all \( n \)-vectors \( x, y \), and all scalars \( \alpha, \beta \) that satisfy \( \alpha + \beta = 1 \). In other words, superposition holds for affine combinations of vectors. (For linear functions, superposition holds for any linear combinations of vectors.)

The matrix \( A \) and the vector \( b \) in the representation of an affine function as \( f(x) = Ax + b \) are unique. These parameters can be obtained by evaluating \( f \) at the vectors 0, \( e_1, \ldots, e_n \), where \( e_k \) is the \( k \)th unit vector in \( \mathbb{R}^n \). We have

\[
A = \begin{bmatrix} f(e_1) - f(0) & f(e_2) - f(0) & \cdots & f(e_n) - f(0) \end{bmatrix}, \quad b = f(0).
\]

Just like affine scalar-valued functions, affine vector valued functions are often called linear, even though they are linear only when the vector \( b \) is zero.

### 7.2 Linear function models

Many functions or relations between variables that arise in natural science, engineering, and social sciences can be approximated as linear or affine functions. In these cases we refer to the linear function relating the two sets of variables as a model or an approximation, to remind us that the relation is only an approximation, and not exact. We give a few examples here.

- **Price elasticity of demand.** Consider \( n \) goods or services with prices given by the \( n \)-vector \( p \), and demands for the goods given by the \( n \)-vector \( d \). A change in prices will induce a change in demands. We let \( \delta_{\text{price}} \) be the \( n \)-vector that gives the fractional change in the prices, i.e., \( \delta_{i\text{price}} = (p_i^{\text{new}} - p_i)/p_i \), where \( p_i^{\text{new}} \) is the \( n \)-vector of new (changed) prices. We let \( \delta_{\text{dem}} \) be the \( n \)-vector that gives the fractional change in the product demands, i.e., \( \delta_{i\text{dem}} = (d_i^{\text{new}} - d_i)/d_i \), where \( d_i^{\text{new}} \) is the \( n \)-vector of new demands. A linear demand elasticity model relates these vectors as \( \delta_{\text{dem}} = E_d \delta_{\text{price}} \), where \( E_d \) is the \( n \times n \) demand elasticity matrix. For example, suppose \( E_{11}^d = -0.4 \) and \( E_{21}^d = 0.2 \). This means that a 1% increase in the price of the first good, with other prices kept the same, will cause demand for the first good to drop by 0.4%, and demand for the second good to increase by 0.2%. (In this example, the second good is acting as a partial substitute for the first good.)

- **Elastic deformation.** Consider a steel structure like a bridge or the structural frame of a building. Let \( f \) be an \( n \)-vector that gives the forces applied to the structure at \( n \) specific places (and in \( n \) specific directions), sometimes called a loading. The structure will deform slightly due to the loading. Let \( d \) be an \( m \)-vector that gives the displacements (in specific directions) of \( m \) points in the structure, due to the load, e.g., the amount of sag at a specific point on a bridge. For small displacements, the relation between displacement and loading is well approximated as linear: \( d = Cf \), where \( C \) is the \( m \times n \) compliance matrix. The units of the entries of \( C \) are m/N.
7.2 Linear function models

7.2.1 Taylor approximation

Suppose \( f : \mathbb{R}^n \to \mathbb{R}^m \) is differentiable, \( i.e., \) has partial derivatives, and \( z \) is an \( n \)-vector. The first-order Taylor approximation of \( f \) near \( z \) is given by

\[
\hat{f}(x)_i = f_i(z) + \frac{\partial f_i}{\partial x_1}(z)(x_1 - z_1) + \cdots + \frac{\partial f_i}{\partial x_n}(z)(x_n - z_n)
\]

\( = f_i(z) + \nabla f_i(z)^T(x - z), \)

for \( i = 1, \ldots, m. \) (This is just the first-order Taylor approximation of each of the scalar-valued functions \( f_i \), described in §2.2.) For \( x \) near \( z, \) \( \hat{f}(x) \) is a very good approximation of \( f(x). \) We can express this approximation in compact notation, using matrix-vector multiplication, as

\[
\hat{f}(x) = f(z) + Df(z)(x - z), \tag{7.3}
\]

where the \( m \times n \) matrix \( Df(z) \) is the derivative or Jacobian matrix of \( f \) at \( z. \) Its components are the partial derivatives of \( f, \)

\[
Df(z)_{ij} = \frac{\partial f_i}{\partial x_j}(z), \quad i = 1, \ldots, m, \quad j = 1, \ldots, n,
\]

evaluated at the point \( z. \) The rows of the Jacobian are \( \nabla f_i(z)^T \), for \( i = 1, \ldots, m. \)

As in the scalar case, Taylor approximation is sometimes written with a second argument as \( \hat{f}(x; z) \) to show the point \( z \) around which the approximation is made. Evidently the Taylor series approximation \( \hat{f} \) is an affine function of \( x. \) (It is often called a linear approximation of \( f, \) even though it is not, in general, a linear function.)

7.2.2 Regression model

Recall the regression model \( \hat{y} = x^T \beta + v, \) 

\[
\hat{y} = x^T \beta + v, \tag{7.4}
\]

where the \( n \)-vector \( x \) is a feature vector for some object, \( \beta \) is an \( n \)-vector of weights, \( v \) is a constant (the offset), and \( \hat{y} \) is the (scalar) value of the regression model prediction.

Now suppose we have a set of \( N \) objects (also called samples or examples), with feature vectors \( x_1, \ldots, x_N. \) The regression model predictions associated with the examples are given by

\[
\hat{y}_i = x_i^T \beta + v, \quad i = 1, \ldots, N.
\]

These numbers usually correspond to predictions of the value of the outputs or responses. If in addition to the example feature vectors \( x_i \) we are also given the actual value of the associated response variables, \( y_1, \ldots, y_N, \) then our prediction errors are

\[
\hat{y}_i - y_i, \quad i = 1, \ldots, N.
\]
We can express this using compact matrix-vector notation. We form the \( n \times N \) feature matrix \( X \) with columns \( x_1, \ldots, x_N \). We let \( y \) denote the \( N \)-vector whose entries are the actual values of the response for the \( N \) examples. We let \( \hat{y} \) denote the \( N \)-vector of regression model predictions for the \( N \) examples. (So now \( \hat{y} \) is an \( N \)-vector, whereas in the equation (7.4) above, it represented a scalar.) We can then express the regression model predictions for this data set in matrix-vector form as

\[
\hat{y} = X^T \beta + v. 
\]

The vector of \( N \) prediction errors for the examples is given by

\[
\hat{y} - y = X^T \beta + v - y. 
\]

We can include the offset \( v \) in the regression model by including an additional feature equal to one as the first entry of each feature vector:

\[
\hat{y} = \begin{bmatrix} 1^T \\ X \end{bmatrix}^T \begin{bmatrix} v \\ \beta \end{bmatrix} = \tilde{X}^T \tilde{\beta},
\]

where \( \tilde{X} \) is the new feature matrix, with a new first row of ones, and \( \tilde{\beta} = (v, \beta) \) is vector of regression model parameters. This is often written without the tildes, as \( \hat{y} = X^T \beta \), by simply including the feature one as the first feature.

The equation above shows that the \( N \)-vector of predictions for the \( N \) examples is a linear function of the model parameters \( (v, \beta) \). The \( N \)-vector of prediction errors is an affine function of the model parameters.

### 7.3 Linear dynamical systems

Suppose \( x_1, x_2, \ldots \) is a sequence of \( n \)-vectors. The index (subscript) often denotes time or period, and is often written as \( t \); \( x_t \), the value of the sequence at time (or period) \( t \), is often called the state at time \( t \). We can think of \( x_t \) as a vector that changes over time, i.e., one that changes dynamically. In this context, the sequence \( x_1, x_2, \ldots \) is sometimes called a trajectory or state trajectory. We sometimes refer to \( x_t \) as the current state of the system (implicitly assuming the current time is \( t \)), and \( x_{t+1} \) as the next state, \( x_{t-1} \) as the previous state, and so on.

A linear dynamical system is a simple model for the sequence, in which each \( x_{t+1} \) is a linear function of \( x_t \):

\[
x_{t+1} = A_t x_t, \quad t = 1, 2, \ldots.
\]

(7.5)

Here the \( n \times n \) matrices \( A_t \) are called the dynamics matrices. The equation above is called the dynamics or update equation, since it gives us the next value of \( x \), i.e., \( x_{t+1} \), as a function of the current value \( x_t \). Often the dynamics matrices and offset vectors do not depend on \( t \), in which case the linear dynamical system is called time-invariant.

If we know \( x_t \) (and \( A_t, A_{t+1}, \ldots \)) we can determine \( x_{t+1}, x_{t+2}, \ldots \), simply by iterating the dynamics equation (7.5). In other words: If we know the current
value of $x$, we can find all future values. This is why $x$ is called the state of the system; roughly speaking, it contains enough information to determine its future evolution.

There are many variations on and extensions of the basic linear dynamical system model (7.5), some of which we will encounter in the sequel. As an example, we can add an additional term to the update equation:

$$x_{t+1} = Ax_t + Bu_t, \quad t = 1, 2, \ldots$$  (7.6)

Here $u_t$ is an $m$-vector called the input (at time $t$) and $B_t$ are $n \times m$ matrices called the input matrices. The input is used to model other factors that affect the time evolution of the state.

### 7.3.1 Population dynamics

Linear dynamical systems can be used to describe the evolution of the age distribution in some population over time. Suppose $x_t$ is a 100-vector, with $(x_t)_i$ denoting the number of people in some population (say, a country) with age $i - 1$ (say, on January 1) in year $t$, where $t$ is measured starting from some base year, for $i = 1, \ldots, 100$. While $(x_t)_i$ is an integer, it is large enough that we simply consider it a real number. In any case, our model certainly is not accurate at the level of individual people. Also, note that the model does not track people 100 and older. The distribution of ages in the US in 2010 is shown in figure 7.1.

The birth rate is given by a 100-vector $b$, where $b_i$ is the average number of births per person with age $i - 1$, $i = 1, \ldots, 100$. (This is half the average number

**Figure 7.1** Age distribution in the US in 2010. (United States Census Bureau, census.gov).
of births per woman with age $i - 1$, assuming equal numbers of men and women in the population.) Of course $b_i$ is approximately zero for $i < 13$ and $i > 50$. The approximate birth rates for the US in 2010 are shown in figure 7.2. The death rate is given by a 100-vector $d_i$, where $d_i$ is the portion of those aged $i - 1$ who will die this year. The death rates for the US in 2010 are shown in figure 7.3.

To derive the dynamics equation, we find $x_{t+1}$ in terms of $x_t$, taking into account only births and deaths, and not immigration. The number of 0-year olds next year is the total number of births this year:

$$ (x_{t+1})_1 = b^T x_t. $$

The number of $i$-year olds next year is the number of $(i - 1)$-year-olds this year, minus those who die:

$$ (x_{t+1})_{i+1} = (1 - d_i)(x_t)_i, \quad i = 1, \ldots, 99. $$

We can assemble these equations into the time-invariant linear dynamical system

$$ x_{t+1} = Ax_t, \quad t = 1, 2, \ldots, $$

(7.7)
7.3 Linear dynamical systems

![Plot of death rate versus age](image)

**Figure 7.3** Death rate versus age, for ages 0–99, in the US in 2010. (Centers for Disease Control and Prevention, National Center for Health Statistics, wonder.cdc.gov.)

where \( A \) is given by

\[
A = \begin{bmatrix}
    b_1 & b_2 & b_3 & \cdots & b_{98} & b_{99} & b_{100} \\
    1 - d_1 & 0 & 0 & \cdots & 0 & 0 & 0 \\
    0 & 1 - d_2 & 0 & \cdots & 0 & 0 & 0 \\
    \vdots & \vdots & \vdots & \ddots & \vdots & \vdots & \vdots \\
    0 & 0 & 0 & \cdots & 1 - d_{98} & 0 & 0 \\
    0 & 0 & 0 & \cdots & 0 & 1 - d_{99} & 0
\end{bmatrix}.
\]

We can use this model to predict the total population in 10 years (not including immigration), or to predict the number of school age children, or retirement age adults. Figure 7.4 shows the predicted age distribution in 2020, computed by iterating the model \( x_{t+1} = Ax_t \) for \( t = 1, \ldots, 10 \), with initial value \( x_1 \) given by the 2010 age distribution of figure 7.1. Note that the distribution is based on an approximate model, since we neglect the effect of immigration, and assume that the death and birth rates remain constant and equal to the values shown in figures 7.2 and 7.3.

Population dynamics models are used to carry out projections of the future age distribution, such as how many retirees will there be in some future year. They are also used to carry out various 'what if' analyses, to predict the effect of changes in birth or death rates on the future age distribution. It is easy to include the effects of immigration and emigration in the population dynamics model (7.7), by simply adding a 100-vector \( u_t \):

\[
x_{t+1} = Ax_t + u_t,
\]

which is a time-invariant linear dynamical system of the form (7.6), with input \( u_t \).
and $B = I$. The vector $u_t$ gives the net immigration in year $t$ over all ages; $(u_t)_i$ is the number of immigrants in year $t$ of age $i - 1$. (Negative entries mean net emigration.)

### 7.3.2 Epidemic dynamics

The dynamics of infection and the spread of an epidemic can be modeled using a linear dynamical system. (More sophisticated epidemic dynamic models are also used.) In this section we describe a simple example.

A disease is introduced into a population. In each period (say, days) we count the fraction of the population that is in four different infection states:

- **Susceptible.** These individuals can acquire the disease the next day.
- **Infected.** These individuals have the disease.
- **Recovered** (and immune). These individuals had the disease and survived, and now have immunity.
- **Deceased.** These individuals had the disease, and unfortunately died from it.

We denote the fractions of each of these as a 4-vector $x_t$, so, for example, $x_t = (0.75, 0.10, 0.10, 0.05)$ means that in day $t$, 75% of the population is susceptible, 10% is infected, 10% is recovered and immune, and 5% have died from the disease.

There are many mathematical models that predict how the disease state fractions $x_t$ evolve over time. One simple model can be expressed as a linear dynamical system. The model assumes the following happens over each day:

- 5% of the susceptible population will acquire the disease. (The other 95% will remain susceptible.)
• 1% of the infected population will die from the disease, 10% will recover and acquire immunity, and 4% will recover and not acquire immunity (and therefore, become susceptible). The remaining 85% will remain infected.

(Those who have have recovered with immunity and those who have died remain in those states.)

We first determine \((x_{t+1})_1\), the fraction of susceptible individuals in the next day. These include the susceptible individuals from today, who did not become infected, which is \(0.95(x_t)_1\), plus the infected individuals today who recovered without immunity, which is \(0.04(x_t)_2\). All together we have \((x_{t+1})_1 = 0.95(x_t)_1 + 0.04(x_t)_2\). We have \((x_{t+1})_2 = 0.85(x_t)_2 + 0.05(x_t)_1\); the first term counts those who are infected and remain infected, and the second term counts those who are susceptible and acquire the disease. A similar argument gives \((x_{t+1})_3 = (x_t)_3 + 0.10(x_t)_2\), and \((x_{t+1})_4 = (x_t)_4 + 0.01(x_t)_2\). We put these together to get

\[
\begin{bmatrix}
0.95 & 0.04 & 0 & 0 \\
0.05 & 0.85 & 0 & 0 \\
0 & 0.10 & 1 & 0 \\
0 & 0.01 & 0 & 1
\end{bmatrix}
\begin{bmatrix}
x_t \end{bmatrix},
\]

which is a time-invariant linear dynamical system of the form \(\text{(7.5)}\).

Figure 7.5 shows the evolution of the four groups from the initial condition \(x_0 = (1, 0, 0, 0)\). The simulation shows that after around 100 days, the state converges to one with a little under 10% of the population deceased, and the remaining population immune.
7.3.3 Motion of a mass

Linear dynamical systems can be used to (approximately) describe the motion of many mechanical systems, for example, an airplane (that is not undergoing extreme maneuvers). Here we describe the simplest example: A single mass moving in 1-D (i.e., a straight line), with an external force and a drag force acting on it. The (scalar) position of the mass at time $t$ is given by $p(t)$. The position satisfies Newton’s law of motion, the differential equation

$$m \frac{d^2 p}{dt^2}(t) = -\eta \frac{dp}{dt}(t) + f(t),$$

where $m > 0$ is the mass, $f(t)$ is the external force acting on the mass at time $t$, and $\eta > 0$ is the drag coefficient. The right-hand side is the total force acting on the mass; the first term is the drag force, which is proportional to the velocity and in the opposite direction.

Introducing the velocity of the mass, $v(t) = \frac{dp}{dt}(t)$, we can write the equation above as two coupled differential equations,

$$\frac{dp}{dt}(t) = v(t), \quad m \frac{dv}{dt}(t) = -\eta v(t) + f(t).$$

The first equation relates the position and velocity; the second is from the law of motion.

To develop an (approximate) linear dynamical system model, we first discretize time. We let $h > 0$ be a time interval (called the ‘sampling interval’) that is small enough that the velocity and forces do not change very much over $h$ seconds. We define

$$p_k = p(kh), \quad v_k = v(kh), \quad f_k = f(kh),$$

which are the continuous quantities ‘sampled’ at multiples of $h$ seconds. We now use the approximations

$$\frac{dp}{dt}(kh) \approx \frac{p_{k+1} - p_k}{h}, \quad \frac{dv}{dt}(kh) \approx \frac{v_{k+1} - v_k}{h},$$

which are justified since $h$ is small. This leads to the (approximate) equations (replacing $\approx$ with $=$)

$$\frac{p_{k+1} - p_k}{h} = v_k, \quad m \frac{v_{k+1} - v_k}{h} = f_k - \eta v_k.$$

Finally, using state $x_k = (p_k, v_k)$, we write this as

$$x_{k+1} = \begin{bmatrix} 1 & h \\ 0 & 1 - h\eta/m \end{bmatrix} x_k + \begin{bmatrix} 0 \\ h\eta/m \end{bmatrix} f_k, \quad k = 1, 2, \ldots,$$

which is a linear dynamical system of the form (7.6), with input $f_k$ and dynamics and input matrices

$$A = \begin{bmatrix} 1 & h \\ 0 & 1 - h\eta/m \end{bmatrix}, \quad B = \begin{bmatrix} 0 \\ h\eta/m \end{bmatrix}.$$
This linear dynamical system gives an approximation of the true motion, due to our approximation (7.8) of the derivatives. But for $h$ small enough, it is accurate. This linear dynamical system can be used to simulate the motion of the mass, if we know the external force applied to it, i.e., $u_1, u_2, \ldots$.

### 7.3.4 Supply chain dynamics

The dynamics of a supply chain can often be modeled using a linear dynamical system. (Such a simple model does not include some important aspects of a real supply chain, for example limits on storage at the warehouses, or the fact that demand fluctuates.) We give a simple example here.

We consider a supply chain for a single divisible commodity (say, oil or gravel, or discrete quantities so small that their quantities can be considered real numbers). The commodity is stored at $n$ warehouses or storage locations. Each of these locations has a target (desired) level or amount of the commodity, and we let the $n$-vector $x_t$ denote the deviations of the levels of the commodities from their target levels. For example, $(x_5)_3$ is the actual commodity level at location 5, in period 5, minus the target level for location 3. If this is positive it means we have more than the target level at the location; if it is negative, we have less than the target level at the location.

The commodity is moved or transported in each period over a set of $m$ transportation links between the storage locations, and also enters and exits the nodes through purchases and sales. The purchases and sales are given by the $n$-vector $p_t$, where positive entries mean that we are adding the commodity at that location (say, by purchasing it) and negative entries mean that we are removing commodity from the location (say, by selling it or delivering it to an end-user).

We describe the links by the $n \times m$ incidence matrix $A$ (see §6.5.3). The direction of each link does not indicate the direction of commodity flow; it only sets the reference direction for the flow: Commodity flow in the direction of the link is considered positive and commodity flow in the opposite direction is considered negative. We describe the commodity flow in period $t$ by the $m$-vector $f_t$. For example, $(f_6)_2 = -1.4$ means that in time period 6, 1.4 units of the commodity are moved along link 2 in the direction opposite the link direction (since the flow is negative). The $n$-vector $Af_t$ gives the net flow of the commodity into the $n$ locations, due to the transport across the links.

Taking into account the movement of the commodity across the network, and the purchase and sale of the commodity, we get the dynamics

$$x_{t+1} = x_t + Af_t + p_t, \quad t = 1, 2, \ldots$$

This has the form of a linear dynamical system with dynamics matrix $I$, and with $u_t = (f_t, p_t)$ as the input, input matrix

$$B = \begin{bmatrix} A \\ I \end{bmatrix}.$$
7.4 Systems of linear equations

Consider a set (also called a system) of \(m\) linear equations in \(n\) variables or unknowns \(x_1, \ldots, x_n:\)

\[
\begin{align*}
A_{11}x_1 + A_{12}x_2 + \cdots + A_{1n}x_n &= b_1 \\
A_{21}x_1 + A_{22}x_2 + \cdots + A_{2n}x_n &= b_2 \\
&\vdots \\
A_{m1}x_1 + A_{m2}x_2 + \cdots + A_{mn}x_n &= b_m.
\end{align*}
\]

The numbers \(A_{ij}\) are called the coefficients in the linear equations, and the numbers \(b_i\) are called the right-hand sides (since by tradition, they appear on the right-hand side of the equation). These equations can be written succinctly in matrix notation as

\[
Ax = b. \tag{7.9}
\]

In this context, the \(m \times n\) matrix \(A\) is called the coefficient matrix, and the \(m\)-vector \(b\) is called the right-hand side. An \(n\)-vector \(x\) is called a solution of the linear equations if \(Ax = b\) holds. A set of linear equations can have no solutions, one solution, or multiple solutions.

Examples.

- The set of linear equations
  \[
  x_1 + x_2 = 1, \quad x_1 = -1, \quad x_1 - x_2 = 0
  \]
  is written as \(Ax = b\) with
  \[
  A = \begin{bmatrix}
  1 & 1 \\
  -1 & 0 \\
  1 & -1
  \end{bmatrix}, \quad b = \begin{bmatrix}
  1 \\
  -1 \\
  0
  \end{bmatrix}.
  \]
  It has no solutions.

- The set of linear equations
  \[
  x_1 + x_2 = 1, \quad x_2 + x_3 = 2
  \]
  is written as \(Ax = b\) with
  \[
  A = \begin{bmatrix}
  1 & 1 & 0 \\
  0 & 1 & 1
  \end{bmatrix}, \quad b = \begin{bmatrix}
  1 \\
  2
  \end{bmatrix}.
  \]
  It has multiple solutions, including \(x = (1,0,2)\) and \(x = (0,1,1)\).
7.4 Systems of linear equations

Over- and under-determined systems of linear equations. The set of linear equations is called **over-determined** if \( m > n \), **under-determined** if \( m < n \), and **square** if \( m = n \); these correspond to the coefficient matrix being tall, wide, and square, respectively. When the system of linear equations is over-determined, there are more equations than variables or unknowns. When the system of linear equations is under-determined, there are more unknowns than equations. When the system of linear equations is square, the numbers of unknowns and equations is the same. A set of equations with zero right-hand side, \( Ax = 0 \), is called a **homogeneous** set of equations. Any homogeneous set of equations has \( x = 0 \) as a solution.

In chapter 9 we will address the question of how to determine if a system of linear equations has a solution, and how to find one when it does. For now, we give a few interesting examples.

7.4.1 Examples

**Coefficients of linear combinations.** Let \( a_1, \ldots, a_n \) denote the columns of \( A \). The system of linear equations \( Ax = b \) can be expressed as

\[
x_1 a_1 + \cdots + x_n a_n = b,
\]

i.e., \( b \) is a linear combination of \( a_1, \ldots, a_n \) with coefficients \( x_1, \ldots, x_n \). So solving \( Ax = b \) is the same as finding coefficients that express \( b \) as a linear combination of the vectors \( a_1, \ldots, a_n \).

**Polynomial interpolation.** We seek a polynomial \( p \) of degree at most \( n - 1 \) that interpolates a set of \( m \) given points \( (t_i, y_i), i = 1, \ldots, m \). (This means that \( p(t_i) = y_i \).) We can express this as a set of \( m \) linear equations in the \( n \) unknowns \( c \), where \( c \) is the \( n \)-vector of coefficients: \( Ac = y \). Here the matrix \( A \) is the Vandermonde matrix \[6.3\], and the vector \( c \) is the vector of polynomial coefficients, as described in the example on page \[86\].

**Balancing chemical reactions.** A chemical reaction involves \( p \) reactants (molecules) and \( q \) products, and can be written as

\[
a_1 R_1 + \cdots + a_p R_p \longrightarrow b_1 P_1 + \cdots + b_q P_q.
\]

Here \( R_1, \ldots, R_p \) are the reactants, \( P_1, \ldots, P_q \) are the products, and the numbers \( a_1, \ldots, a_p \) and \( b_1, \ldots, b_q \) are positive numbers that tell us how many of each of these molecules is involved in the reaction. They are typically integers, but can be scaled arbitrarily; we could double all of these numbers, for example, and we still have the same reaction. As a simple example, we have the electrolysis of water,

\[
2 \text{H}_2\text{O} \longrightarrow 2 \text{H}_2 + \text{O}_2,
\]

which has one reactant, water (\( \text{H}_2\text{O} \)) and two products: molecular hydrogen (\( \text{H}_2 \)), and molecular oxygen (\( \text{O}_2 \)). The coefficients tell us that 2 water molecules create 2 hydrogen molecules and 1 oxygen molecule. The coefficients in a reaction can
be multiplied by any nonzero numbers; for example, we could write the reaction
above as $3\text{H}_2\text{O} \rightarrow 3\text{H}_2 + (3/2)\text{O}_2$. By convention reactions are written with all
coefficients integers, with least common divisor one.

In a chemical reaction the numbers of constituent atoms must balance. This
means that for each atom appearing in any of the reactants or products, the total
amount on the left-hand side must equal the total amount on the right-hand side.
(If any of the reactants or products is charged, i.e., an ion, then the total charge
must also balance.) In the simple water electrolysis reaction above, for example,
we have 4 hydrogen atoms on the left (2 water molecules, each with 2 hydrogen
atoms), and 4 on the right (2 hydrogen molecules, each with 2 hydrogen atoms).
The oxygen atoms also balance, so this reaction is balanced.

Balancing a chemical reaction with specified reactants and products, i.e., finding
the numbers $a_1, \ldots, a_p$ and $b_1, \ldots, b_q$, can be expressed as a system of linear
equations. We can express the requirement that the reaction balances as a set of
$m$ equations, where $m$ is the number of different atoms appearing in the chemical
reaction. We define the $m \times p$ matrix $R$ by

$$R_{ij} = \text{number of atoms of type } i \text{ in } R_j, \quad i = 1, \ldots, m, \quad j = 1, \ldots, p.$$ (The entries of $R$ are nonnegative integers.) The matrix $R$ is interesting; for example,
its $j$th column gives the chemical formula for reactant $R_j$. We let $a$ denote the
$p$-vector with entries $a_1, \ldots, a_p$. Then, the $m$-vector $Ra$ gives the total number of
atoms of each type appearing in the reactants. We define an $m \times q$ matrix $P$ in a
similar way, so the $m$-vector $Pb$ gives the total number of atoms of each type that
appears in the products.

We write the balance condition using vectors and matrices as $Ra = Pb$. We
can express this as

$$\begin{bmatrix} R & -P \end{bmatrix} \begin{bmatrix} a \\ b \end{bmatrix} = 0,$$

which is a set of $m$ homogeneous linear equations.

A simple solution of these equations is $a = 0$, $b = 0$. But we seek a nonzero
solution. We can set one of the coefficients, say $a_1$, to be one. (This might cause
the other quantities to be fractional valued.) We can add the condition that $a_1 = 1$
to our system of linear equations as

$$\begin{bmatrix} R & -P \\ e^T_1 & 0 \end{bmatrix} \begin{bmatrix} a \\ b \end{bmatrix} = e_{m+1}.$$ 

Finally, we have a set of $m + 1$ equations in $p + q$ variables that expresses the
requirement that the chemical reaction balances. Finding a solution of this set of
equations is called balancing the chemical reaction.

For the example of electrolysis of water described above, we have $p = 1$ react-
tant (water) and $q = 2$ products (molecular hydrogen and oxygen). The reaction
involves $m = 2$ atoms, hydrogen and oxygen. The reactant and product matrices
are

$$R = \begin{bmatrix} 2 \\ 1 \end{bmatrix}, \quad P = \begin{bmatrix} 2 & 0 \\ 0 & 2 \end{bmatrix}.$$
The balancing equations are then
\[
\begin{bmatrix}
2 & -2 & 0 \\
1 & 0 & -2 \\
1 & 0 & 0
\end{bmatrix}
\begin{bmatrix}
a_1 \\
b_1 \\
b_2
\end{bmatrix} =
\begin{bmatrix}
0 \\
0 \\
1
\end{bmatrix}.
\]

These equations are easily solved, and have the solution \((1, 1, 1/2)\). (Multiplying these coefficients by 2 gives the reaction given above.)

**Diffusion systems.** A *diffusion system* is a common model that arises in many areas of physics to describe *flows* and *potentials*. We start with a directed graph with \(n\) nodes and \(m\) edges. (See §6.1.) Some quantity (like electricity, heat, energy, or mass) can flow across the edges, from one node to another.

With edge \(j\) we associate a flow (rate) \(f_j\), which is a scalar; the vector of all \(m\) flows is the flow \(m\)-vector \(f\). The flows \(f_j\) can be positive or negative: Positive \(f_j\) means the quantity flows in the direction of edge \(j\), and negative \(f_j\) means the quantity flows in the opposite direction of edge \(j\). The flows can represent, for example, heat flow (in units of Watts) in a thermal model, electrical current (Amps) in an electrical circuit, or movement (diffusion) of mass (such as, for example, a pollutant). We also have a source (or exogenous) flow \(s_i\) at each node, with \(s_i > 0\) meaning that an exogenous flow is injected into node \(i\), and \(s_i < 0\) means that an exogenous flow is removed from node \(i\). (In some contexts, a node where flow is removed is called a *sink*. ) In a thermal system, the sources represent thermal (heat) sources; in an electrical circuit, they represent electrical current sources; in a system with diffusion, they represent external injection or removal of the mass.

In a diffusion system, the flows must satisfy (flow) *conservation*, which means that at each node, the total flow entering each node from adjacent edges and the exogenous source, must be zero. This is illustrated in figure 7.6 which shows three edges adjacent to node 1, two entering node 1 (flows 1 and 2), and one (flow 3) leaving node 1, and an exogeneous flow. Flow conservation at this node is expressed as

\[f_1 + f_2 - f_3 + s_1 = 0.\]
Flow conservation at every node can be expressed by the simple matrix-vector equation

$$Af + s = 0, \quad (7.10)$$

where $A$ is the incidence matrix described in \[6.5.3\] (This is called Kirchhoff’s current law in an electrical circuit; when the flows represent movement of mass, it is called conservation of mass.)

With node $i$ we associate a potential $e_i$; the $n$-vector $e$ gives the potential at all nodes. The potential might represent the node temperature in a thermal model, the electrical potential (voltage) in an electrical circuit, and the concentration in a system that involves mass diffusion.

In a diffusion system the flow on an edge is proportional to the potential difference across its adjacent nodes. This is typically written as $r_j f_j = e_k - e_l$, where edge $j$ goes from node $k$ to node $l$, and $r_j$ (which is typically positive) is called the resistance of edge $j$. In a thermal model, $r_j$ is called the thermal resistance of the edge; in a electrical circuit, it is called the electrical resistance. This is illustrated in figure 7.7, which shows edge 8, connecting node 2 and node 3, corresponding to an edge flow equation

$$r_8 f_8 = e_2 - e_3.$$  

We can write the edge flow equations in a compact way as

$$Rf = -ATe, \quad (7.11)$$

where $R = \text{diag}(r)$ is called the resistance matrix.

The diffusion model can be expressed as one set of block linear equations in the variables $f$, $s$, and $e$:

$$\begin{bmatrix} A & I & 0 \\ R & 0 & A^T \end{bmatrix} \begin{bmatrix} f \\ s \\ e \end{bmatrix} = 0.$$  

This is a set of $n + m$ homogeneous equations in $m + 2n$ variables. To these under-determined equations we can add others, for example, by specifying some of the entries of $f$, $s$, and $e$.

**Leontief input-output model.** We consider an economy with $n$ different industrial sectors. We let $x_i$ be the economic activity level, or total production output, of sector $i$, for $i = 1, \ldots, n$, measured in a common unit, such as (billions of) dollars. The output of each sector flows to other sectors, to support their production, and also to consumers. We denote the total consumer demand for sector $i$ as $d_i$, for $i = 1, \ldots, n$.

Supporting the output level $x_j$ for sector $j$ requires $A_{ij} x_j$ output for sector $i$. We refer to $A_{ij} x_j$ as the sector $i$ input that flows to sector $j$. (We can have $A_{ii} \neq 0$:...
for example, it requires some energy to support the production of energy.) Thus, 
\[ A_{i1}x_1 + \cdots + A_{in}x_n \] is the total sector \( i \) output required by, or flowing into, the \( n \) 
industrial sectors. The matrix \( A \) is called the \textit{input-output matrix} of the economy, 
since it describes the flows of sector outputs to the inputs of itself and other sectors. The \textit{vector} \( Ax \) gives the sector outputs required to support the production levels 
given by \( x \). (This sounds circular, but isn’t.) 

Finally, we require that for each sector, the total production level matches the \textit{demand} plus the total amount required to support production. This leads to the \textit{balance equations}, 
\[ x = Ax + d. \]

Suppose the demand vector \( d \) is given, and we wish to find the sector output levels that will support it. We can write this as a set of \( n \) equations in \( n \) unknowns, 
\[ (I - A)x = d. \]
Chapter 8

Matrix multiplication

In this chapter we introduce matrix multiplication and describe several applications.

8.1 Matrix-matrix multiplication

It is possible to multiply two matrices using matrix multiplication. You can multiply two matrices $A$ and $B$ provided their dimensions are compatible, which means the number of columns of $A$ equals the number of rows of $B$. Suppose $A$ and $B$ are compatible, e.g., $A$ has size $m \times p$ and $B$ has size $p \times n$. Then the product matrix $C = AB$ is the $m \times n$ matrix with elements

$$ C_{ij} = \sum_{k=1}^{p} A_{ik}B_{kj} = A_{i1}B_{1j} + \cdots + A_{ip}B_{pj}, \quad i = 1, \ldots, m, \quad j = 1, \ldots, n. \quad (8.1) $$

There are several ways to remember this rule. To find the $i,j$ element of the product $C = AB$, you need to know the $i$th row of $A$ and the $j$th column of $B$. The summation above can be interpreted as ‘moving left to right along the $i$th row of $A$’ while moving ‘top to bottom’ down the $j$th column of $B$. As you go, you keep a running sum of the product of elements, one from $A$ and one from $B$.

As a specific example, we have

$$ \begin{bmatrix} -1.5 & 3 & 2 \\ 1 & -1 & 0 \end{bmatrix} \begin{bmatrix} -1 & -1 \\ 0 & -2 \\ 1 & 0 \end{bmatrix} = \begin{bmatrix} 3.5 & -4.5 \\ -1 & 1 \end{bmatrix} . $$

To find the 1,2 entry of the right-hand matrix, we move along the first row of the left-hand matrix, and down the second column of the middle matrix, to get $(-1.5)(-1) + (3)(-2) + (2)(0) = -4.5$.

Matrix-matrix multiplication includes as special cases several other types of multiplication (or product) we have encountered so far.
Scalar-vector product. If \( x \) is a scalar and \( a \) is a number, we can interpret the scalar-vector product \( xa \), with the scalar appearing on the right, as a special case of matrix-matrix multiplication. We consider \( x \) as an \( n \times 1 \) matrix, and \( a \) as a \( 1 \times 1 \) matrix. The matrix product \( xa \) then makes sense, and coincides with the scalar-vector product \( xa \), which we usually write (by convention) as \( ax \). But note that \( ax \) cannot be interpreted as matrix-matrix multiplication (except when \( n = 1 \)), since the number of columns of \( a \) (which is 1) is not equal to the number of rows of \( x \) (which is \( n \)).

Inner product. An important special case of matrix-matrix multiplication is the multiplication of a row vector with a column vector. If \( a \) and \( b \) are \( n \)-vectors, then the inner product
\[
\langle a, b \rangle = a_1 b_1 + a_2 b_2 + \cdots + a_n b_n
\]
can be interpreted as the matrix-matrix product of the \( 1 \times n \) matrix \( a^T \) and the \( n \times 1 \) matrix \( b \). The result is a \( 1 \times 1 \) matrix, which we consider to be a scalar. (This explains the notation \( a^T b \) for the inner product of vectors \( a \) and \( b \), defined in §1.4.)

Matrix-vector multiplication. The matrix-vector product \( y = Ax \) defined in (6.2) can be interpreted as a matrix-matrix product of \( A \) with the \( n \times 1 \) matrix \( x \).

Vector outer product. The outer product of an \( m \)-vector \( a \) and an \( n \)-vector \( b \) is given by \( ab^T \), which is an \( m \times n \) matrix
\[
ab^T = \begin{bmatrix}
a_1 b_1 & a_1 b_2 & \cdots & a_1 b_n \\
a_2 b_1 & a_2 b_2 & \cdots & a_2 b_n \\
\vdots & \vdots & \ddots & \vdots \\
a_m b_1 & a_m b_2 & \cdots & a_m b_n
\end{bmatrix},
\]
whose entries are all products of the entries of \( a \) and the entries of \( b \). Note that the outer product does not satisfy \( ab^T = ba^T \), i.e., it is not symmetric (like the inner product). Indeed, the equation \( ab^T = ba^T \) does not even make sense, unless \( m = n \); even then, it is not true in general.

Multiplication by identity. If \( A \) is any \( m \times n \) matrix, then \( AI = A \) and \( IA = A \), i.e., when you multiply a matrix by an identity matrix, it has no effect. (Note the different sizes of the identity matrices in the formulas \( AI = A \) and \( IA = A \).)

Matrix multiplication order matters. Matrix multiplication is (in general) not commutative: we do not (in general) have \( AB = BA \). In fact, \( BA \) may not even make sense, or, if it makes sense, may be a different size than \( AB \). For example, if \( A \) is \( 2 \times 3 \) and \( B \) is \( 3 \times 4 \), then \( AB \) makes sense (the dimensions are compatible) but \( BA \) does not even make sense (the dimensions are incompatible). Even when \( AB \) and \( BA \) both make sense and are the same size, i.e., when \( A \) and \( B \) are square, we do not (in general) have \( AB = BA \). As a simple example, take the matrices
\[
A = \begin{bmatrix} 1 & 6 \\ 9 & 3 \end{bmatrix}, \quad B = \begin{bmatrix} 0 & -1 \\ -1 & 2 \end{bmatrix}.
\]
We have
\[
AB = \begin{bmatrix}
-6 & 11 \\
-3 & -3
\end{bmatrix}, \quad BA = \begin{bmatrix}
-9 & -3 \\
17 & 0
\end{bmatrix}.
\]

Two matrices \(A\) and \(B\) that satisfy \(AB = BA\) are said to commute. (Note that for \(AB = BA\) to make sense, \(A\) and \(B\) must both be square.)

**Properties of matrix multiplication.** The following properties hold and are easy to verify from the definition of matrix multiplication. We assume that \(A\), \(B\), and \(C\) are matrices for which all the operations below are valid, and that \(\gamma\) is a scalar.

- **Associativity:** \((AB)C = A(BC)\). Therefore we can write the product simply as \(ABC\).

- **Associativity with scalar multiplication:** \(\gamma(AB) = (\gamma A)B\), where \(\gamma\) is a scalar and \(A\) and \(B\) are matrices (that can be multiplied). This is also equal to \(A(\gamma B)\). (Note that the products \(\gamma A\) and \(\gamma B\) are defined as scalar-matrix products, but in general, unless \(A\) and \(B\) have one row, not as matrix-matrix products.)

- **Distributivity with addition.** Matrix multiplication distributes across matrix addition: \(A(B+C) = AB + AC\) and \((A+B)C = AC + BC\). On the right-hand sides of these equations we use the higher precedence of matrix multiplication over addition, so, for example, \(AC + BC\) is interpreted as \((AC) + (BC)\).

- **Transpose of product.** The transpose of a product is the product of the transposes, but in the opposite order: \((AB)^T = B^TA^T\).

**Inner product and matrix-vector products.** As an exercise on matrix-vector products and inner products, one can verify that if \(A\) is \(m \times n\), \(x\) is an \(n\)-vector, and \(y\) is an \(m\)-vector, then
\[
y^T(Ax) = (y^TA)x = (A^Ty)^T x,
\]
i.e., the inner product of \(y\) and \(Ax\) is equal to the inner product of \(x\) and \(A^Ty\). (Note that when \(m \neq n\), these inner products involve vectors with different dimensions.)

**Products of block matrices.** Suppose \(A\) is a block matrix with \(m \times p\) block entries \(A_{ij}\), and \(B\) is a block matrix with \(p \times q\) block entries \(B_{ij}\), and for each \(k = 1, \ldots, p\), the matrix product \(A_{ik}B_{kj}\) makes sense (i.e., the number of columns of \(A_{ik}\) equals the number of rows of \(B_{kj}\)). Then \(C = AB\) can be expressed as the \(m \times n\) block matrix with entries \(C_{ij}\), given by the formula (8.1). For example, we have
\[
\begin{bmatrix}
A & B \\
C & D
\end{bmatrix}
\begin{bmatrix}
E & F \\
G & H
\end{bmatrix}
= \begin{bmatrix}
AE + BG & AF + BH \\
CE + DG & CF + DH
\end{bmatrix}.
\]
for any matrices \(A, B, \ldots, H\) for which the matrix products above make sense.
Row and column interpretation of matrix-matrix product. We can derive some additional insight into matrix multiplication by interpreting the operation in terms of the rows and columns of the two matrices.

Consider the matrix product of an \(m \times p\) matrix \(A\) and a \(p \times n\) matrix \(B\), and denote the columns of \(B\) by \(b_k\), and the rows of \(A\) by \(a_k^T\). Using block-matrix notation, we can write the product \(AB\) as

\[
AB = A \begin{bmatrix} b_1 & b_2 & \cdots & b_n \end{bmatrix} = \begin{bmatrix} Ab_1 & Ab_2 & \cdots & Ab_n \end{bmatrix}.
\]

Thus, the columns of \(AB\) are the matrix-vector products of \(A\) and the columns of \(B\). The product \(AB\) can be interpreted as the matrix obtained by ‘applying’ \(A\) to each of the columns of \(B\).

We can give an analogous row interpretation of the product \(AB\), by partitioning \(A\) and \(AB\) as block matrices with row vector blocks:

\[
AB = \begin{bmatrix} a_1^T & a_2^T & \cdots & a_m^T \end{bmatrix} = \begin{bmatrix} a_1^T B & a_2^T B & \cdots & a_m^T B \end{bmatrix} = \begin{bmatrix} (B^T a_1)^T \\ (B^T a_2)^T \\ \vdots \\ (B^T a_m)^T \end{bmatrix}.
\]

This shows that the rows of \(AB\) are obtained by applying \(B^T\) to the transposed row vectors \(a_k\) of \(A\).

Inner product representation. From the definition of the \(i,j\) element of \(AB\) in (8.1), we also see that the elements of \(AB\) are the inner products of the rows of \(A\) with the columns of \(B\):

\[
AB = \begin{bmatrix} a_1^T b_1 & a_1^T b_2 & \cdots & a_1^T b_n \\ a_2^T b_1 & a_2^T b_2 & \cdots & a_2^T b_n \\ \vdots & \vdots & \ddots & \vdots \\ a_m^T b_1 & a_m^T b_2 & \cdots & a_m^T b_n \end{bmatrix}.
\]

Thus we can interpret the matrix-matrix product as the \(mn\) inner products \(a_i^T b_j\) arranged in an \(m \times n\) matrix.

Gram matrix. For an \(m \times n\) matrix \(A\), with columns \(a_1, \ldots, a_n\), the matrix product \(G = A^T A\) is called the Gram matrix associated with the set of \(m\)-vectors \(a_1, \ldots, a_n\). From the inner product interpretation above, the Gram matrix can be expressed as

\[
G = A^T A = \begin{bmatrix} a_1^T a_1 & a_1^T a_2 & \cdots & a_1^T a_n \\ a_2^T a_1 & a_2^T a_2 & \cdots & a_2^T a_n \\ \vdots & \vdots & \ddots & \vdots \\ a_n^T a_1 & a_n^T a_2 & \cdots & a_n^T a_n \end{bmatrix}.
\]

The entries of the Gram matrix \(G\) give all inner products of pairs of columns of \(A\). Note that a Gram matrix is symmetric, since \(a_i^T a_j = a_j^T a_i\). This can also be seen using the transpose of product rule:

\[
G^T = (A^T A)^T = (A^T)(A^T)^T = A^T A = G.
\]
8.1 Matrix-matrix multiplication

Outer product representation. If we express the \( m \times p \) matrix \( A \) in terms of its columns \( a_1, \ldots, a_p \) and the \( p \times n \) matrix \( B \) in terms of its rows \( b_1^T, \ldots, b_p^T \),

\[
A = \begin{bmatrix} a_1 & \cdots & a_p \end{bmatrix}, \quad B = \begin{bmatrix} b_1^T \\ \vdots \\ b_p^T \end{bmatrix},
\]

then we can express the product matrix \( AB \) as

\[
AB = a_1 b_1^T + \cdots + a_p b_p^T,
\]
a sum of outer products.

Complexity of matrix multiplication. The total number of flops required for a matrix-matrix product \( C = AB \) with \( A \) of size \( m \times p \) and \( B \) of size \( p \times n \) can be found several ways. The product matrix \( C \) has size \( m \times n \), so there are \( mn \) elements to compute. The \( i,j \) element of \( C \) is the inner product of row \( i \) of \( A \) with column \( j \) of \( B \). This is an inner product of vectors of length \( p \) and requires \( 2p - 1 \) flops. Therefore the total is \( mn(2p - 1) \) flops, which we approximate as \( 2mnp \) flops. The order of computing the matrix-matrix product is \( mnp \), the product of the three dimensions involved.

In some special cases the complexity is less than \( 2mnp \) flops. As an example, when we compute the \( m \times m \) Gram matrix \( G = A^T A \) we only need to compute the entries in the upper (or lower) half of \( G \), since \( G \) is symmetric. This saves around half the flops, so the complexity is around \( mn^2 \) flops. But the order is the same.

Complexity of sparse matrix multiplication. Multiplying sparse matrices can be done efficiently, since we don’t need to carry out any multiplications in which one or the other entry is zero. We start by analyzing the complexity of multiplying a sparse matrix with a non-sparse matrix. Suppose that \( A \) is \( m \times p \) and sparse, and \( B \) is \( p \times n \), but not necessarily sparse. The inner product of the \( i \)th row \( a_i^T \) of \( A \) with the \( j \)th column of \( B \) requires no more than \( 2 \text{nnz}(a_i^T) \) flops. Summing over \( i = 1, \ldots, m \) and \( j = 1, \ldots, n \) we get \( 2 \text{nnz}(A)n \) flops. If \( B \) is sparse, the total number of flops is no more that \( 2 \text{nnz}(B)m \) flops. (Note that these formulas agree with the one given above, \( 2mnp \), when the sparse matrices have all entries nonzero.)

There is no simple formula for the complexity of multiplying two sparse matrices, but it is certainly no more than \( 2\min\{\text{nnz}(A)n, \text{nnz}(B)m\} \) flops.

Complexity of matrix triple product. Consider the product of three matrices,

\[
D = ABC
\]

with \( A \) of size \( m \times n \), \( B \) of size \( n \times p \), and \( C \) of size \( p \times q \). The matrix \( D \) can be computed in two ways, as \((AB)C\) and as \(A(BC)\). In the first method we start with \( AB \) (\( 2mnp \) flops) and then form \( D = (AB)C \) (\( 2mpq \) flops), for a total of \( 2mp(n+q) \) flops. In the second method we compute the product \( BC \) (\( 2npq \) flops) and then form \( D = A(BC) \) (\( 2mnq \) flops), for a total of \( 2nq(m+p) \) flops.
You might guess that the total number of flops required is the same with the two methods, but it turns out it is not. The first method is less expensive when
\[ 2mp(n + q) < 2nq(m + p), \] i.e., when
\[ \frac{1}{n} + \frac{1}{q} < \frac{1}{m} + \frac{1}{p}. \]

For example, if \( m = p \) and \( n = q \), the first method has a complexity proportional to \( m^2n \), while the second method has complexity \( mn^2 \), and one would prefer the first method when \( m \ll n \).

### 8.2 Composition of linear functions

**Matrix-matrix products and composition.** Suppose \( A \) is an \( m \times p \) matrix and \( B \) is \( p \times n \). We can associate with these matrices two linear functions \( f : \mathbb{R}^p \to \mathbb{R}^m \) and \( g : \mathbb{R}^n \to \mathbb{R}^p \), defined as \( f(x) = Ax \) and \( g(x) = Bx \). The composition of the two functions is the function \( h : \mathbb{R}^n \to \mathbb{R}^m \) with
\[ h(x) = f(g(x)) = A(Bx) = (AB)x. \]

In words: to find \( h(x) \), we first apply the function \( g \), to obtain the partial result \( g(x) \) (which is a \( p \)-vector); then we apply the function \( f \) to this result, to obtain \( h(x) \) (which is an \( m \)-vector). In the formula \( h(x) = f(g(x)) \), \( f \) appears to the left of \( g \), but when we evaluate \( h(x) \), we apply \( g \) first. The composition \( h \) is evidently a linear function, that can be written as \( h(x) = Cx \) with \( C = AB \).

Using this interpretation it is easy to understand why in general \( AB \neq BA \), even when the dimensions are compatible. Evaluating the function \( h(x) = ABx \) means we first evaluate \( y = Bx \), and then \( z = Ay \). Evaluating the function \( BAx \) means we first evaluate \( y = Ax \), and then \( z = By \). In general, the order matters. As an example, take the \( 2 \times 2 \) matrices
\[ A = \begin{bmatrix} -1 & 0 \\ 0 & 1 \end{bmatrix}, \quad B = \begin{bmatrix} 0 & 1 \\ 1 & 0 \end{bmatrix}, \]
for which
\[ AB = \begin{bmatrix} 0 & -1 \\ 1 & 0 \end{bmatrix}, \quad BA = \begin{bmatrix} 0 & 1 \\ -1 & 0 \end{bmatrix}. \]

The mapping \( f(x) = Ax = (-x_1, x_2) \) changes the sign of the first element of the vector \( x \). The mapping \( g(x) = Bx = (x_2, x_1) \) reverses the order of two elements of \( x \). If we evaluate \( f(g(x)) = ABx = (-x_2, x_1) \), we first reverse the order, and then change the sign of the first element. This result is obviously different from \( g(f(x)) = BAx = (x_2, -x_1) \), obtained by changing the sign of the first element, and then reversing the order of the elements.

**Composition of affine functions.** The composition of affine functions is an affine function. Suppose \( f : \mathbb{R}^p \to \mathbb{R}^m \) is the affine function given by \( f(x) = Ax + b \), and
8.2 Composition of linear functions

$g : \mathbb{R}^n \to \mathbb{R}^p$ is the affine function given by $g(x) = Cx + d$. The composition $h$ is given by

$$h(x) = f(g(x)) = A(Cx + d) + b = (AC)x + (Ad + b) = \hat{A}x + \hat{b},$$

where $\hat{A} = AC$, $\hat{b} = Ad + b$.

**Chain rule of differentiation.** Let $f : \mathbb{R}^p \to \mathbb{R}^m$ and $g : \mathbb{R}^n \to \mathbb{R}^p$ be differentiable functions. The composition of $f$ and $g$ is defined as the function $h : \mathbb{R}^n \to \mathbb{R}^m$ with

$$h(x) = f(g(x)) = f(g_1(x), \ldots, g_p(x)).$$

The function $h$ is differentiable and its partial derivatives follow from those of $f$ and $g$ via the chain rule:

$$\frac{\partial h_i}{\partial x_j}(z) = \frac{\partial f_i}{\partial y_1}(g_1(z)) \frac{\partial g_1}{\partial x_i}(z) + \cdots + \frac{\partial f_i}{\partial y_p}(g_p(z)) \frac{\partial g_p}{\partial x_i}(z)$$

for $i = 1, \ldots, m$ and $j = 1, \ldots, n$. This relation can be expressed concisely as a matrix-matrix product: the derivative matrix of $h$ at $z$ is the product

$$Dh(z) = Df(g(z))Dg(z)$$

of the derivative matrix of $f$ at $g(z)$ and the derivative matrix of $g$ at $z$. This compact matrix formula generalizes the chain rule for scalar-valued functions of a single variable, i.e., $h'(z) = f'(g(z))g'(z)$.

The first order Taylor approximation of $h$ at $z$ can therefore be written as

$$\hat{h}(x) = h(z) + Dh(z)(x - z) = f(g(z)) + Df(g(z))Dg(z)(x - z).$$

The same result can be interpreted as a composition of two affine functions, the first order Taylor approximation of $f$ at $g(z)$,

$$\hat{f}(y) = f(g(z)) + Df(g(z))(y - g(z))$$

and the first order Taylor approximation of $g$ at $z$,

$$\hat{g}(x) = g(z) + Dg(z)(x - z).$$

The composition of these two affine functions is

$$\hat{f}(\hat{g}(x)) = \hat{f}(g(z) + Dg(z)(x - z)) = f(g(z)) + Df(g(z))(g(z) + Dg(z)(x - z) - g(z)) = f(g(z)) + Df(g(z))Dg(z)(x - z)$$

which is equal to $\hat{h}(x)$.

When $h$ and $f$ are a scalar valued function ($m = 1$), the derivative matrices $Dh(z)$ and $Df(g(z))$ are the transposes of the gradients, and we write the chain rule as

$$\nabla h(z) = Dg(z)^T \nabla f(g(z)).$$

In particular, if $g(x) = Ax + b$ is affine, then the gradient of $h(x) = f(g(x)) = f(Ax + b)$ is given by $\nabla h(z) = A^T \nabla f(Ax + b)$. 
8.3 Matrix power

Matrix powers. It makes sense to multiply a square matrix \( A \) by itself to form \( AA \). We refer to this matrix as \( A^2 \). Similarly, if \( k \) is a positive integer, then \( k \) copies of \( A \) multiplied together is denoted \( A^k \). If \( k \) and \( l \) are positive integers, and \( A \) is square, then \( A^k A^l = A^{k+l} \) and \( (A^k)^l = A^{kl} \). By convention we take \( A^0 = I \), which makes the formulas above hold for nonnegative integer values of \( k \) and \( l \).

Matrix powers \( A^k \) with \( k \) a negative integer are discussed in §9.2. Non-integer powers, such as \( A^{1/2} \) (the matrix squareroot), are pretty tricky — they might not make sense, or be ambiguous, unless certain conditions on \( A \) hold. This is an advanced topic in linear algebra that we will not pursue in this book.

Paths in directed graph. Suppose \( A \) is an \( n \times n \) matrix representing a directed graph with \( n \) vertices:

\[
A_{ij} = \begin{cases} 
1 & \text{there is an edge from vertex } j \text{ to vertex } i \\
0 & \text{otherwise}
\end{cases}
\]

(or a relation \( R \) on \( \{1, 2, \ldots, n\} \); see page 79). The elements of the matrix powers \( A^k \) have a simple meaning in terms of directed paths in the graph. First examine the expression for the \( i,j \) element of the square of \( A \):

\[
(A^2)_{ij} = \sum_{k=1}^{n} A_{ik} A_{kj}.
\]

Each term in the sum is 0 or 1, and equal to one only if there is an edge from vertex \( j \) to vertex \( k \) and an edge from vertex \( k \) to vertex \( i \), i.e., a directed path of length exactly two from vertex \( j \) to vertex \( i \) via vertex \( k \). By summing over all \( k \), we obtain the total number of paths of length two from \( j \) to \( i \). The matrix \( A \) representing the graph in figure 8.1, for example, and its square are given by

\[
A = \begin{bmatrix}
0 & 1 & 0 & 0 & 1 \\
1 & 0 & 1 & 0 & 0 \\
0 & 0 & 1 & 1 & 1 \\
1 & 0 & 0 & 0 & 0 \\
0 & 0 & 0 & 1 & 0
\end{bmatrix}, \quad A^2 = \begin{bmatrix}
1 & 0 & 1 & 1 & 0 \\
0 & 1 & 1 & 1 & 2 \\
1 & 0 & 1 & 2 & 1 \\
0 & 1 & 0 & 0 & 1 \\
1 & 0 & 0 & 0 & 0
\end{bmatrix}.
\]
We can verify there is exactly one directed path of length two from vertex 1 to itself, i.e., the path (1, 2, 1), and one directed path of length two from vertex 3 to vertex 1, i.e., the path (3, 2, 1). There are two paths of length two from vertex 4 to vertex 3: the paths (4, 3, 3) and (4, 5, 3), so $A_{34} = 2$.

The property extends to higher powers of $A$. If $\ell$ is a positive integer, then the $i,j$ element of $A^\ell$ is the number of directed paths of length $\ell$ from vertex $j$ to vertex $i$. This can be proved by induction on $\ell$. We have already shown the result for $\ell = 2$. Assume that it is true that the elements of $A^\ell$ give the paths of length $\ell$ between the different vertices. Consider the expression for the $i,j$ element of $A^{\ell+1}$:

$$(A^{\ell+1})_{ij} = \sum_{k=1}^{n} A_{ik}(A^\ell)_{kj}.$$  

The $k$th term in the sum is equal to the number of paths of length $\ell$ from $j$ to $k$ if there is an edge from $k$ to $i$, and is equal to zero otherwise. Therefore it is equal to the number of paths of length $\ell + 1$ from $j$ to $i$ that end with the edge $(k,i)$, i.e., of the form $(j, \ldots, k, i)$. By summing over all $k$ we obtain the total number of paths of length $\ell + 1$ from vertex $j$ to $i$. This can be verified in the example. The third power of $A$ is

$$A^3 = \begin{bmatrix} 1 & 1 & 1 & 2 \\ 2 & 0 & 2 & 3 \\ 1 & 1 & 1 & 2 \\ 1 & 0 & 1 & 1 \\ 0 & 1 & 0 & 1 \end{bmatrix}.$$ 

The $(A^3)_{24} = 3$ paths of length three from vertex 4 to vertex 2 are (4, 3, 3, 2), (4, 5, 3, 2), (4, 5, 1, 2).

**Linear dynamical systems.** Consider a time-invariant linear dynamical system, described by $x_{t+1} = Ax_t$. We have $x_{t+2} = Ax_{t+1} = A(Ax_t) = A^2x_t$. Continuing this argument, we have

$$x_{t+\ell} = A^\ell x_t,$$

for $\ell = 1, 2, \ldots$. In a linear dynamical system, we can interpret $A^\ell$ as the matrix that propagates the state forward $\ell$ steps.

For example, in a population dynamics model, $A^\ell$ is the matrix that maps the current population distribution into the population distribution $\ell$ periods in the future, taking into account births, deaths, and the births and deaths of children, and so on. The total population $\ell$ periods in the future is given by $1^T(A^\ell x_t)$, which we can write as $(1^TA^\ell)x_t$. The row vector $1^TA^\ell$ has an interesting interpretation: its $i$th entry is the contribution to the total population in $\ell$ periods due to each person with current age $i-1$. It is plotted in figure 8.2 for the US data given above.

Matrix powers also come up in the analysis of time-invariant linear dynamical system with an input. By iterating the dynamics equation $x_{t+1} = Ax_t + Bu_t$ over $\ell$ periods, we obtain

$$x_{t+\ell} = A^\ell x_t + A^{\ell-1}Bu_t + A^{\ell-2}Bu_{t+1} + \cdots + Bu_{t+\ell-1}.$$
Figure 8.2 Contribution factor per age in 2010 to the total population in 2020. The value for age \( i - 1 \) is the \( i \)th component of the row vector \( \mathbf{1}^{T}A^{10} \).

(The first term agrees with the formula for \( x_{t+ell} \) with no input.) The other terms are readily interpreted. The term \( A^{j}Bu_{t+\ell-j} \) is the contribution to the state \( x_{t+\ell} \) due to the input at time \( t + \ell - j \).

8.4 QR factorization

Matrices with orthonormal columns. As an application of Gram matrices, we can express the condition that the \( n \)-vectors \( a_1, \ldots, a_k \) are orthonormal in a simple way using matrix notation:

\[
A^T A = I,
\]

where \( A \) is the \( n \times k \) matrix with columns \( a_1, \ldots, a_k \). There is no standard term for a matrix whose columns are orthonormal: We refer to a matrix whose columns are orthonormal as ‘a matrix whose columns are orthonormal’. But a square matrix that satisfies \( A^T A = I \) is called orthogonal; its columns are an orthonormal basis. Orthogonal matrices have many uses, and arise in many applications.

We have already encountered some orthogonal matrices, including identity matrices, 2-D reflections and rotations (page 88), and permutation matrices (page 90).

Norm, inner product, and angle properties. Suppose the columns of the \( m \times n \) matrix \( A \) are orthonormal, and \( x \) and \( y \) are any \( n \)-vectors. We let \( f : \mathbb{R}^n \to \mathbb{R}^n \) be the function that maps \( z \) to \( Az \). Then we have the following:

- \( \|Ax\| = \|x\| \). That is, \( f \) is norm preserving.
8.4 QR factorization

- \((Ax)^T(Ay) = x^Ty\). \(f\) preserves the inner product between vectors.
- \(\angle(Ax, Ay) = \angle(x, y)\). \(f\) also preserves angles between vectors.

Note that in each of the three equations above, the vectors appearing in the left- and right-hand sides have different dimensions, \(m\) on the left and \(n\) on the right.

We can verify these properties using simple matrix properties. We start with the second statement, that multiplication by \(A\) preserves the inner product. We have

\[
(Ax)^T(Ay) = (x^T A^T)(Ay) = x^T(A^T A)y = x^T I y = x^T y.
\]

In the first line, we use the transpose-of-product rule; in the second, we re-associate a product of 4 matrices (considering the row vector \(x^T\) and column vector \(x\) as matrices); in the third line we use \(A^T A = I\), and in the fourth line we use \(I y = y\).

From the second property we can derive the first one: By taking \(y = x\) we get \((Ax)^T(Ax) = x^T x\); taking the squareroot of each side gives \(\|Ax\| = \|x\|\). The third property, angle preservation, follows from the first two, since

\[
\angle(Ax, Ay) = \arccos \left( \frac{(Ax)^T(Ay)}{\|Ax\| \|Ay\|} \right) = \arccos \left( \frac{x^T y}{\|x\| \|y\|} \right) = \angle(x, y).
\]

**QR factorization.** We can express the Gram-Schmidt factorization described in §5.4 in a compact form using matrices. Let \(A\) be an \(n \times k\) matrix with linearly independent columns \(a_1, \ldots, a_k\). By the independence-dimension inequality, \(A\) is tall or square.

Let \(Q\) be the \(n \times k\) matrix with columns \(q_1, \ldots, q_k\), the orthonormal vectors produced by the Gram-Schmidt algorithm applied to the \(n\)-vectors \(a_1, \ldots, a_k\). Orthonormality of \(q_1, \ldots, q_k\) is expressed in matrix form as \(Q^T Q = I\).

We express the equation relating \(a_i\) and \(q_i\),

\[
a_i = (q_1^T a_i) q_1 + \cdots + (q_{i-1}^T a_i) q_{i-1} + \|\tilde{q}_i\| q_i,
\]

where \(\tilde{q}_i\) is the vector obtained in the first step of the Gram-Schmidt algorithm, as

\[
a_i = R_{i1} q_1 + \cdots + R_{ii} q_i,
\]

where \(R_{ij} = q_i^T a_j\) for \(i < j\) and \(R_{ii} = \|\tilde{q}_i\|\). Defining \(R_{ij} = 0\) for \(i > j\), we can express the equations above in compact matrix form as

\[
A = QR.
\]

This is called the **QR factorization** of \(A\), since it expresses the matrix \(A\) as a product of two matrices, \(Q\) and \(R\). The \(n \times k\) matrix \(Q\) has orthonormal columns, and the \(k \times k\) matrix \(R\) is upper triangular, with positive diagonal elements. If \(A\) is square of order \(n\), with linearly independent columns, then \(Q\) is orthogonal and the QR factorization expresses \(A\) as a product of two square matrices.
The Gram-Schmidt algorithm is not the only algorithm for QR factorization. Several other QR factorization algorithms exist, that are more reliable in the presence of round-off errors. There also exist variants that efficiently handle the case when the matrix $A$ is sparse. (These QR factorization methods extensions also change the order in which the columns of $A$ are processed.) In this case the matrix $Q$ is typically also sparse, so storing it requires (often much) less memory than if they were dense (i.e., $nk$ numbers). The flop count is also (often much) smaller than $nk^2$. 
Chapter 9

Matrix inverses

In this chapter we introduce the concept of matrix inverse. We show how matrix inverses can be used to solve linear equations, and how they can be computed using the QR factorization.

9.1 Left and right inverses

Recall that for a number $a$, its (multiplicative) inverse is the number $x$ for which $xa = 1$, which we usually denote as $x = 1/a$ or (less frequently) $x = a^{-1}$. The inverse $x$ exists provided $a$ is nonzero. For matrices the concept of inverse is more complicated than for scalars; in the general case, we need to distinguish between left and right inverses. We start with the left inverse.

**Left inverse.** A matrix $X$ that satisfies

$$XA = I$$

is called a left inverse of $A$. The matrix $A$ is said to be left-invertible if a left inverse exists. Note that if $A$ has size $m \times n$, a left inverse $X$ will have size $n \times m$, the same dimensions as $A^T$.

**Examples.**

- If $A$ is a number (i.e., a $1 \times 1$ matrix), then a left inverse $X$ is the same as the inverse of the number. In this case, $A$ is left-invertible whenever $A$ is nonzero, and it has only one left inverse.

- Any nonzero $n$-vector $A$, considered as an $n \times 1$ matrix, is left invertible. For any index $i$ with $A_i \neq 0$, the row $n$-vector $X = (1/A_i)e_i^T$ satisfies $XA = 1$.

- The matrix

$$A = \begin{bmatrix} -3 & -4 \\ 4 & 6 \\ 1 & 1 \end{bmatrix}$$


has two different left inverses:

\[
B = \frac{1}{9} \begin{bmatrix} -11 & -10 & 16 \\ 7 & 8 & -11 \end{bmatrix}, \quad C = \frac{1}{2} \begin{bmatrix} 0 & -1 & 6 \\ 0 & 1 & -4 \end{bmatrix}.
\]

This can be verified by checking that \(BA = CA = I\). The example illustrates that a left-invertible matrix can have more than one left inverse.

- A matrix \(A\) with orthonormal columns satisfies \(A^TA = I\), so it is left-invertible; its transpose \(A^T\) is a left inverse.

**Left-invertibility and column independence.** If \(A\) has a left inverse \(C\) then the columns of \(A\) are linearly independent. To see this, suppose that \(Ax = 0\). Multiplying on the left by a left inverse \(C\), we get

\[
0 = C(Ax) = (CA)x =Ix =x,
\]

which shows that the only linear combination of the columns of \(A\) that is 0 is the one with all coefficients zero.

We will see below that the converse is also true; a matrix has a left inverse if and only if its columns are linearly independent.

**Dimensions of left inverses.** Suppose the \(m \times n\) matrix \(A\) is wide, i.e., \(m < n\). By the independence-dimension inequality, its columns are linearly dependent, and therefore it is not left invertible. Only square or tall matrices can be left invertible.

**Solving linear equations with a left inverse.** Suppose that \(Ax = b\), where \(A\) is an \(m \times n\) matrix and \(x\) is an \(n\)-vector. If \(C\) is a left inverse of \(A\), we have

\[
Cb = C(Ax) = (CA)x =Ix =x,
\]

which means that \(x = Cb\) is a solution of the set of linear equations. The columns of \(A\) are linearly independent (since it has a left inverse), so there is only one solution of the linear equations \(Ax = b\); in other words, \(x = Cb\) is the solution of \(Ax = b\).

Now suppose there is no \(x\) that satisfies the linear equations \(Ax = b\), and let \(C\) be a left inverse of \(A\). Then \(x = Cb\) does not satisfy \(Ax = b\), since no vector satisfies this equation by assumption. This gives a way to check if the linear equations \(Ax = b\) have a solution, and to find one when there is one, provided we have a left inverse of \(A\). We simply test whether \(A(Cb) = b\). If this holds, then we have found a solution of the linear equations; if it does not, then we can conclude that there is no solution of \(Ax = b\).

In summary, a left inverse can be used to determine whether or not a solution of an over-determined set of linear equations exists, and when it does, find the unique solution.

**Right inverse.** Now we turn to the closely related concept of right inverse. A matrix \(X\) that satisfies

\[
AX = I
\]

is called a right inverse of \(A\). The matrix \(A\) is right-invertible if a right inverse exists. Any right inverse has the same dimensions as \(A^T\).
9.1 Left and right inverses

Left and right inverse of matrix transpose. If $A$ has a right inverse $B$, then $B^T$ is a left inverse of $A^T$, since $B^T A^T = (AB)^T = I$. If $A$ has a left inverse $C$, then $C^T$ is a right inverse of $A^T$, since $A^T C^T = (CA)^T = I$. This observation allows us to map all the results for left invertibility given above to similar results for right invertibility. Some examples are given below.

- A matrix is right invertible if and only if its rows are linearly independent.
- A tall matrix cannot have a right inverse. Only square or wide matrices can be right invertible.

Solving linear equations with a right inverse. Consider the set of $m$ linear equations in $n$ variables $Ax = b$. Suppose $A$ is right-invertible, with right inverse $B$. This implies that $A$ is square or wide, so the linear equations $Ax = b$ are square or under-determined.

Then for any $m$-vector $b$, the $n$-vector $x = Bb$ satisfies the equation $Ax = b$. To see this, we note that $Ax = A(Bb) = (AB)b = Ib = b$.

We can conclude that if $A$ is right-invertible, then the linear equations $Ax = b$ can be solved for any vector $b$. Indeed, $x = Bb$ is a solution. (There can be other solutions of $Ax = b$; the solution $x = Bb$ is simply one of them.)

In summary, a right inverse can be used to find a solution of a square or under-determined set of linear equations, for any vector $b$.

Examples. Consider the matrix appearing in the example above,

$$A = \begin{bmatrix} -3 & -4 \\ 4 & 6 \\ 1 & 1 \end{bmatrix}$$

and the two left inverses

$$B = \frac{1}{9} \begin{bmatrix} -11 & -10 & 16 \\ 7 & 8 & -11 \end{bmatrix}, \quad C = \frac{1}{2} \begin{bmatrix} 0 & -1 & 6 \\ 0 & 1 & -4 \end{bmatrix}.$$

- The over-determined linear equations $Ax = (1, -2, 0)$ have the unique solution $x = (1, -1)$, which can be obtained from either left inverse:

  $$x = B(1, -2, 0) = C(1, -2, 0).$$

- The over-determined linear equations $Ax = (1, -1, 0)$ do not have a solution, since $x = C(1, -1, 0) = (1/2, -1/2)$ does not satisfy $Ax = (1, -1, 0)$.

- The under-determined linear equations $A^Ty = (1, 2)$ has solutions

  $$B^T(1, 2) = (1/3, 2/3, 38/9), \quad C^T(1, 2) = (0, 1/2, -1).$$

  (Recall that $B^T$ and $C^T$ are both right inverses of $A^T$.) We can find a solution of $A^Ty = b$ for any vector $b$. 

Left and right inverse of matrix product. Suppose $A$ and $D$ are compatible for the matrix product $AD$ (i.e., the number of columns in $A$ is equal to the number of rows in $D$.) If $A$ has a right inverse $B$ and $D$ has a right inverse $E$, then $EB$ is a right inverse of $AD$. This follows from

$$(AD)(EB) = A(DE)B = A(IB) = AB = I.$$ 

If $A$ has a left inverse $C$ and $D$ has a left inverse $F$, then $FC$ is a left inverse of $AD$. This follows from

$$(FC)(AD) = F(CA)D = FD = I.$$ 

9.2 Inverse

If a matrix is left- and right-invertible, then the left and right inverses are unique and equal. To see this, suppose that $AX = I$ and $YA = I$, i.e., $X$ is any right inverse and $Y$ is any left inverse of $A$. Then we have

$$X = (YA)X = Y(AX) = Y,$$

i.e., any left inverse of $A$ is equal to any right inverse of $A$. This implies that the left inverse is unique: if we have $A\tilde{X} = I$, then the argument above tells us that $\tilde{X} = Y$, so we have $\tilde{X} = X$, i.e., there is only one right inverse of $A$. A similar argument shows that $Y$ (which is the same as $X$) is the only left inverse of $A$.

When a matrix $A$ has both a left inverse $Y$ and a right inverse $X$, we call the matrix $X = Y$ simply the inverse of $A$, and denote it as $A^{-1}$. We say that $A$ is invertible or nonsingular. A square matrix that is not invertible is called singular.

Dimensions of invertible matrices. Invertible matrices must be square. (Tall matrices are not right invertible, while wide matrices are not left invertible.) A matrix $A$ and its inverse (if it exists) satisfy

$$AA^{-1} = A^{-1}A = I.$$ 

If $A$ has inverse $A^{-1}$, then the inverse of $A^{-1}$ is $A$; in other words, we have $(A^{-1})^{-1} = A$. For this reason we say that $A$ and $A^{-1}$ are inverses (of each other).

Solving linear equations with the inverse. Consider the square system of $n$ linear equations with $n$ variables, $Ax = b$. If $A$ is invertible, then for any $n$-vector $b$,

$$x = A^{-1}b$$ (9.1)

is a solution of the equations. (This follows since $A^{-1}$ is a right inverse of $A$.) Moreover, it is the only solution of $Ax = b$. (This follows since $A^{-1}$ is a left inverse of $A$.)

In summary, the square system of linear equations $Ax = b$, with $A$ invertible, has the unique solution $x = A^{-1}b$, for any $n$-vector $b$.

One immediate conclusion we can draw from the formula (9.1) is that the solution of a square set of linear equations is a linear function of the right-hand side vector $b$. 
Invertibility conditions. For square matrices, left-invertibility, right-invertibility, and invertibility are equivalent: if a matrix is square and left-invertible, then it is also right-invertible (and therefore invertible) and vice-versa.

To see this, suppose $A$ is an $n \times n$ matrix and left-invertible. This implies that the $n$ columns of $A$ are linearly independent. Therefore they form a basis and so any $n$-vector can be expressed as a linear combination of the columns of $A$. In particular, each of the $n$ unit vectors $e_i$ can be expressed as $e_i = Ab_i$ for some $n$-vector $b_i$. The matrix $B = \begin{bmatrix} b_1 & b_2 & \cdots & b_n \end{bmatrix}$ satisfies $AB = \begin{bmatrix} Ab_1 & Ab_2 & \cdots & Ab_n \end{bmatrix} = [e_1 \ e_2 \ \cdots \ e_n] = I$.

So $B$ is a right inverse of $A$.

We have just shown that for a square matrix $A$,

left invertibility $\implies$ column independence $\implies$ right invertibility.

Applying the same result to the transpose of $A$ allows us to also conclude that

right invertibility $\implies$ row independence $\implies$ left invertibility.

So all six of these conditions are equivalent; if any one of them holds, so do the other five.

In summary, for a square matrix $A$, the following are equivalent.

- $A$ is invertible.
- The columns of $A$ are linearly independent.
- The rows of $A$ are linearly independent.
- $A$ has a left inverse.
- $A$ has a right inverse.

Examples.

- The identity matrix $I$ is invertible, with inverse $I^{-1} = I$, since $II = I$.
- A diagonal matrix $A$ is invertible if and only if its diagonal entries are nonzero.

The inverse of an $n \times n$ diagonal matrix $A$ with nonzero diagonal entries is

$$A^{-1} = \begin{bmatrix} 1/A_{11} & 0 & \cdots & 0 \\ 0 & 1/A_{22} & \cdots & 0 \\ \vdots & \vdots & \ddots & \vdots \\ 0 & 0 & \cdots & 1/A_{nn} \end{bmatrix},$$

since

$$AA^{-1} = \begin{bmatrix} A_{11}/A_{11} & 0 & \cdots & 0 \\ 0 & A_{22}/A_{22} & \cdots & 0 \\ \vdots & \vdots & \ddots & \vdots \\ 0 & 0 & \cdots & A_{nn}/A_{nn} \end{bmatrix} = I.$$

In compact notation, we have

$$\text{diag}(A_{11}, \ldots, A_{nn})^{-1} = \text{diag}(A_{11}^{-1}, \ldots, A_{nn}^{-1}).$$
• As a non-obvious example, the matrix

\[ A = \begin{bmatrix} 1 & -2 & 3 \\ 0 & 2 & 2 \\ -3 & -4 & -4 \end{bmatrix} \]

is invertible, with inverse

\[
A^{-1} = \frac{1}{30} \begin{bmatrix} 0 & -20 & -10 \\ -6 & 5 & -2 \\ 6 & 10 & 2 \end{bmatrix}.
\]

This can be verified by checking that \(AA^{-1} = I\) (or that \(A^{-1}A = I\), since either of these implies the other).

• \(2 \times 2\) matrices. A \(2 \times 2\) matrix \(A\) is invertible if and only if \(A_{11}A_{22} \neq A_{12}A_{21}\), with inverse

\[
A^{-1} = \begin{bmatrix} A_{11} & A_{12} \\ A_{21} & A_{22} \end{bmatrix}^{-1} = \frac{1}{A_{11}A_{22} - A_{12}A_{21}} \begin{bmatrix} A_{22} & -A_{12} \\ -A_{21} & A_{11} \end{bmatrix}.
\]

(There are similar formulas for the inverse of a matrix of any size, but they grow very quickly in complexity and so are not very useful in most applications.)

• Orthogonal matrix. If \(A\) is square with orthonormal columns, we have \(A^TA = I\), so \(A\) is invertible with inverse \(A^{-1} = A^T\).

**Inverse of matrix transpose.** If \(A\) is invertible, its transpose \(A^T\) is also invertible and its inverse is \((A^{-1})^T\):

\[
(A^T)^{-1} = (A^{-1})^T.
\]

Since the order of the transpose and inverse operations does not matter, this matrix is sometimes written as \(A^{-T}\).

**Inverse of matrix product.** If \(A\) and \(B\) are invertible (hence, square) and of the same size, then \(AB\) is invertible, and

\[
(AB)^{-1} = B^{-1}A^{-1}.
\]  

(9.2)

The inverse of a product is the product of the inverses, in reverse order.

**Dual basis.** Suppose that \(A\) is invertible with inverse \(B = A^{-1}\). Let \(a_1, \ldots, a_n\) be the columns of \(A\), and \(b_1^T, \ldots, b_n^T\) denote the rows of \(B\), i.e., the columns of \(B^T\):

\[
A = \begin{bmatrix} a_1 & \cdots & a_n \end{bmatrix}, \quad B = \begin{bmatrix} b_1^T \\ \vdots \\ b_n^T \end{bmatrix}.
\]

We know that \(a_1, \ldots, a_n\) form a basis, since the columns of \(A\) are independent. The vectors \(b_1, \ldots, b_n\) also form a basis, since the rows of \(B\) are independent. They
are called the dual basis of \( a_1, \ldots, a_n \). (The dual basis of \( b_1, \ldots, b_n \) is \( a_1, \ldots, a_n \), so they called dual bases.)

The matrix equation \( BA = I \) can be expressed as

\[
b_i^T a_j = \begin{cases} 1 & i = j \\ 0 & i \neq j \end{cases},
\]

for \( i, j = 1, \ldots, n \). In words, \( b_i \) is orthogonal to \( a_j \), for \( j \neq i \), and has inner product 1 for \( j = i \).

Now suppose that \( x \) is an \( n \)-vector. It can be expressed as a linear combination of the basis vectors \( a_1, \ldots, a_n \):

\[
x = \beta_1 a_1 + \cdots + \beta_n a_n.
\]

Multiplying this equation on the left by \( b_i^T \) we get

\[
b_i^T x = \beta_1 (b_i^T a_1) + \cdots + \beta_n (b_i^T a_n) = \beta_i, \quad i = 1, \ldots, n.
\]

So the dual basis gives us a simple way to find the coefficients in the expansion of a vector in the \( a_1, \ldots, a_n \) basis.

**Negative matrix powers.** We can now give a meaning to matrix powers with negative integer exponents. Suppose \( A \) is a square invertible matrix and \( k \) is a positive integer. Then by repeatedly applying property 9.2, we get

\[
(A^k)^{-1} = (A^{-1})^k.
\]

We denote this matrix as \( A^{-k} \). For example, if \( A \) is square and invertible, then

\[
A^{-2} = A^{-1} A^{-1} = (AA)^{-1}.
\]

With \( A^0 \) defined as \( A^0 = I \), the identity \( A^{k+l} = A^k A^l \) holds for all integers \( k \) and \( l \).

**Triangular matrix.** A triangular matrix with nonzero diagonal elements is invertible. We first discuss this for a lower triangular matrix. Let \( L \) be \( n \times n \) and lower triangular with nonzero diagonal elements. We show that the columns are linearly independent, i.e., \( Lx = 0 \) is only possible if \( x = 0 \). Expanding the matrix-vector product, we can write \( Lx = 0 \) as

\[
\begin{align*}
L_{11} x_1 &= 0 \\
L_{21} x_1 + L_{22} x_2 &= 0 \\
L_{31} x_1 + L_{32} x_2 + L_{33} x_3 &= 0 \\
&\vdots \\
L_{n1} x_1 + L_{n2} x_2 + \cdots + L_{n,n-1} x_{n-1} + L_{nn} x_n &= 0.
\end{align*}
\]

Since \( L_{11} \neq 0 \), the first equation implies \( x_1 = 0 \). Using \( x_1 = 0 \), the second equation reduces to \( L_{22} x_2 = 0 \). Since \( L_{22} \neq 0 \), we conclude that \( x_2 = 0 \). Using \( x_1 = x_2 = 0 \), the third equation now reduces to \( L_{33} x_3 = 0 \), and since \( L_{33} \) is assumed to be nonzero, we have \( x_3 = 0 \). Continuing this argument, we find that all entries of \( x \)
are zero, and this shows that the columns of $L$ are linearly independent. It follows that $L$ is invertible.

A similar argument can be followed to show that an upper triangular matrix with nonzero diagonal elements is invertible. One can also simply note that if $R$ is upper triangular, then $L = R^T$ is lower triangular with the same diagonal, and use the formula $(L^T)^{-1} = (L^{-1})^T$ for the inverse of the transpose.

**Inverse via QR factorization.** The QR factorization gives a simple expression for the inverse of an invertible matrix. If $A$ is square and invertible, its columns are linearly independent, so it has a QR factorization $A = QR$. The matrix $Q$ is orthogonal and $R$ is upper triangular with positive diagonal entries. Hence $Q$ and $R$ are invertible, and the formula for the inverse product gives

$$A^{-1} = (QR)^{-1} = R^{-1}Q^{-1} = R^{-1}Q^T.$$  

(9.3)

In the following section we give an algorithm for computing $R^{-1}$, or more directly, the product $R^{-1}Q^T$. This gives us a method to compute the matrix inverse.

### 9.3 Solving linear equations

**Back substitution.** We start with an algorithm for solving a set of linear equations, $Rx = b$, where the $n \times n$ matrix $R$ is upper triangular with nonzero diagonal entries (hence, invertible). We write out the equations as

$$R_{11}x_1 + R_{12}x_2 + \cdots + R_{1,n-1}x_{n-1} + R_{1n}x_n = b_1$$
$$\vdots$$
$$R_{n-2,n-2}x_{n-2} + R_{n-2,n-1}x_{n-1} + R_{n-2,n}x_n = b_{n-2}$$
$$R_{n-1,n-1}x_{n-1} + R_{n-1,n}x_n = b_{n-1}$$
$$R_{nn}x_n = b_n.$$  

From the last equation, we find that $x_n = b_n/R_{nn}$. Now that we know $x_n$, we substitute it into the second to last equation, which gives us

$$x_{n-1} = (b_{n-1} - R_{n-1,n}x_n)/R_{n-1,n-1}.$$  

We can continue this way to find $x_{n-2}$, $x_{n-3}$, \ldots, $x_1$. This algorithm is known as **back substitution**, since the variables are found one at a time, starting from $x_n$, and we substitute the ones that are known into the remaining equations.

**Algorithm 9.1**  
**Back substitution**  

*Given* an $n \times n$ upper triangular matrix $R$ with nonzero diagonal entries, and an $n$-vector $b$.

For $i = n, \ldots, 1,$

$$x_i = (b_i - R_{i,i+1}x_{i+1} - \cdots - R_{i,n}x_n)/R_{ii}. $$
9.3 Solving linear equations

The back substitution algorithm computes the solution of \(Rx = b\), i.e., \(x = R^{-1}b\). It cannot fail since the divisions in each step are by the diagonal entries of \(R\), which are assumed to be nonzero.

Lower triangular matrices with nonzero diagonal elements are also invertible; we can solve equations with lower triangular invertible matrices using forward substitution, the obvious analog of the algorithm given above. In forward substitution, we find \(x_1\) first, then \(x_2\), and so on.

**Complexity of back substitution.** The first step requires 1 flop (division by \(R_{nn}\)). The next step requires one multiply, one subtraction, and one division, for a total of 3 flops. The \(k\)th step requires \(k - 1\) multiplies, \(k - 1\) subtractions, and one division, for a total of \(2k - 1\) flops. The total number of flops for back substitution is then

\[
1 + 3 + 5 + \cdots + (2n - 1) = n^2
\]
flops.

(The formula above was allegedly discovered by the mathematician Carl Friedrich Gauss when he was a child. Here is his argument, for the case when \(n\) is even: Lump the first entry in the sum together with the last entry, the second entry together with the second-to-last entry, and so on. Each of these pairs add up to \(2n\); since there are \(n/2\) such pairs, the total is \((n/2)(2n) = n^2\). A similar argument works when \(n\) is odd.)

**Solving linear equations using the QR factorization.** The formula (9.3) for the inverse of a matrix in terms of its QR factorization suggests a method for solving a square system of linear equations \(Ax = b\) with \(A\) invertible. The solution

\[
x = A^{-1}b = R^{-1}Q^Tb
\]
(9.4)
can be found by first computing the matrix vector product \(y = Q^Tb\), and then solving the triangular equation \(Rx = y\) by back substitution.

---

**Algorithm 9.2 Solving linear equations via QR factorization**

given an \(n \times n\) invertible matrix \(A\) and an \(n\)-vector \(b\).

1. **QR factorization.** Compute the QR factorization \(A = QR\).
2. Compute \(Q^Tb\).
3. **Back substitution.** Solve the triangular equation \(Rx = Q^Tb\) using back substitution.

The first step requires \(2n^3\) flops (see §5.4), the second step requires \(2n^2\) flops, and the third step requires \(n^2\) flops. The total number of flops is then

\[
2n^3 + 3n^2 \approx 2n^3,
\]
so the order is \(n^3\), cubic in the number of variables, which is the same as the number of equations.
In the complexity analysis above, we found that the first step, the QR factorization, dominates the other two; that is, the cost of the other two is negligible in comparison to the cost of the first step. This has some interesting practical implications, which we discuss below.

**Factor-solve methods.** Algorithm 9.2 is similar to many methods for solving a set of linear equations and is sometimes referred to as a *factor-solve* scheme. A factor-solve scheme consists of two steps. In the first (factor) step the data matrix is factored as a product of matrices with special properties. In the second (solve) step one or more linear equations that involve the factors in the factorization are solved. (In algorithm 9.2 the solve step consists of steps 1 and 2.) The complexity of the solve step is smaller than the complexity of the factor step, and in many cases, it is negligible by comparison. This is the case in algorithm 9.2, where the factor step has order $n^3$ and the solve step has order $n^2$.

Now suppose that we must solve several sets of linear equations, $Ax_1 = b_1, \ldots, Ax_k = b_k$, all with the same coefficient matrix $A$, but different right-hand sides. Solving the $l$ problems independently, by applying algorithm 9.2 $l$ times, costs $2ln^3$ flops. A more efficient method exploits the fact that $A$ is the same matrix in each problem, so we can re-use the matrix factorization in step 1 and only need to repeat the second step to compute $x_k = R^{-1}Q^T b_k$ for $k = 1, \ldots, l$. (This is sometimes referred to as factorization caching, since we save the factorization after carrying it out, for later use.) The cost of this method is $2n^3 + 3ln^2$ flops, or approximately $2n^3$ flops if $l \ll n$. The (surprising) conclusion is that we can solve multiple sets of linear equations, with the same coefficient matrix $A$, at essentially the same cost as solving one set of linear equations.

**Computing the matrix inverse.** We can now describe a method to compute the inverse $B = A^{-1}$ of an (invertible) $n \times n$ matrix $A$. We first compute the QR factorization of $A$, so $A^{-1} = R^{-1}Q^T$. We can write this as $RB = Q^T$, which, written out by columns is

$$Rb_i = \tilde{q}_i, \quad i = 1, \ldots, n,$$

where $b_i$ is the $i$th column of $B$ and $\tilde{q}_i$ is the $i$th column of $Q^T$. We can solve these equations using back substitution, to get the columns of the inverse $B$.

---

**Algorithm 9.3 Computing the inverse via QR factorization**

**given** an $n \times n$ invertible matrix $A$.

1. **QR factorization.** Compute the QR factorization $A = QR$.
2. For $i = 1, \ldots, n$,
   - Solve the triangular equation $Rb_i = \tilde{q}_i$ using back substitution.
9.3 Solving linear equations

The complexity of this method is \(2n^3\) flops (for the QR factorization) and \(n^3\) for \(n\) back substitutions, each of which costs \(n^2\) flops. So we can compute the matrix inverse in around \(3n^3\) flops.

This gives an alternative method for solving the square set of linear equations \(Ax = b\): We first compute the inverse matrix \(A^{-1}\), and then the matrix-vector product \(x = (A^{-1})b\). This method has a higher flop count than directly solving the equations using algorithm 9.2 (\(3n^3\) versus \(2n^3\)), so algorithm 9.2 is the usual method of choice. While the matrix inverse appears in many formulas (such as the solution of a set of linear equations), it is computed far less often.

**Examples**

**Polynomial interpolation.** The 4-vector \(c\) gives the coefficients of a cubic polynomial,

\[
p(x) = c_1 + c_2x + c_3x^2 + c_4x^3
\]

(see pages 113 and 86). We seek the coefficients that satisfy

\[
p(-1.1) = b_1, \quad p(-0.4) = b_2, \quad p(0.1) = b_3, \quad p(0.8) = b_4.
\]

We can express this as the system of 4 equations in 4 variables \(Ac = b\), where

\[
A = \begin{bmatrix}
1 & -1.1 & (-1.1)^2 & (-1.1)^3 \\
1 & -0.4 & (-0.4)^2 & (-0.4)^3 \\
1 & 0.1 & (0.1)^2 & (0.1)^3 \\
1 & 0.8 & (0.8)^2 & (0.8)^3
\end{bmatrix}.
\]

The unique solution is \(c = A^{-1}b\), where

\[
A^{-1} = \begin{bmatrix}
-0.0201 & 0.2095 & 0.8381 & -0.0276 \\
0.1754 & -2.1667 & 1.8095 & 0.1817 \\
0.3133 & 0.4762 & -1.6667 & 0.8772 \\
-0.6266 & 2.3810 & -2.3810 & 0.6266
\end{bmatrix}
\]

(truncated to 4 decimal places). The columns of \(A^{-1}\) are interesting: They give the coefficients of a polynomial that evaluates to 0 at three of the points, and 1 at the other point. (These are called the Lagrange polynomials associated with the points \(-1.1, -0.4, 0.1, 0.8\).) The rows are also interesting: The \(i\)th row shows how the values \(b_1, \ldots, b_4\) map into the coefficient \(c_i\). For example, we see that the coefficient \(c_1\) is not very sensitive to the value of \(b_1\) (since \((A^{-1})_{11}\) is small). We can also see that for each increase of one in \(b_4\), the coefficient \(c_2\) decreases by around 2.4.

This is illustrated in figure 9.1, which shows the two cubic polynomials that interpolate the two sets of points shown as filled circles and squares, respectively.
Balancing chemical equations. (See page 113 for background.) We consider the problem of balancing the chemical reaction
\[ a_1 \text{Cr}_2\text{O}_7^{2-} + a_2 \text{Fe}^{2+} + a_3 \text{H}^+ \rightarrow b_1 \text{Cr}^{3+} + b_2 \text{Fe}^{3+} + b_3 \text{H}_2\text{O}, \]
where the superscript gives the charge of each reactant and product. There are 4 atoms (Cr, O, Fe, H) and charge to balance. The reactant and product matrices are (using the order just listed)
\[
R = \begin{bmatrix}
2 & 0 & 0 \\
7 & 0 & 0 \\
0 & 1 & 0 \\
0 & 0 & 1 \\
-2 & 2 & 1 \\
\end{bmatrix}, \quad P = \begin{bmatrix}
1 & 0 & 0 \\
0 & 0 & 1 \\
0 & 1 & 0 \\
0 & 0 & 2 \\
3 & 3 & 0 \\
\end{bmatrix}.
\]
Imposing the condition that \(a_1 = 1\) we obtain a square set of 6 linear equations,
\[
\begin{bmatrix}
2 & 0 & 0 & -1 & 0 & 0 \\
7 & 0 & 0 & 0 & 0 & -1 \\
0 & 1 & 0 & 0 & -1 & 0 \\
0 & 0 & 1 & 0 & 0 & -2 \\
-2 & 2 & 1 & -3 & -3 & 0 \\
1 & 0 & 0 & 0 & 0 & 0 \\
\end{bmatrix}\begin{bmatrix}
a_1 \\
a_2 \\
a_3 \\
b_1 \\
b_2 \\
b_3 \\
\end{bmatrix} = \begin{bmatrix}
0 \\
0 \\
0 \\
0 \\
0 \\
1 \\
\end{bmatrix}.
\]
Solving these equations we obtain
\[ a_1 = 1, \quad a_2 = 6, \quad a_3 = 14, \quad b_1 = 2, \quad b_2 = 6, \quad b_3 = 7. \]
(Setting \(a_1 = 1\) could have yielded fractional values for the other coefficients, but in this case, it did not.) The balanced reaction is
\[ \text{Cr}_2\text{O}_7^{2-} + 6\text{Fe}^{2+} + 14\text{H}^+ \rightarrow 2\text{Cr}^{3+} + 6\text{Fe}^{3+} + 7\text{H}_2\text{O}. \]
Heat diffusion. We consider a diffusion system as described on page 143. Some of the nodes have fixed potential, i.e., $e_i$ is given; for the other nodes, the associated external source $s_i$ is zero. This would model a thermal system in which some nodes are in contact with the outside world or a heat source, which maintains their temperatures (via external heat flows) at constant values; the other nodes are internal, and have no heat sources. This gives us a set of $n$ additional equations:

$$e_i = e_i^{\text{fix}}, \quad i \in \mathcal{P}, \quad s_i = 0, \quad i \notin \mathcal{P},$$

where $\mathcal{P}$ is the set of indices of nodes with fixed potential. We can write these $n$ equations in matrix-vector form as

$$Bs + Ce = d,$$

where $B$ and $C$ are the $n \times n$ diagonal matrices, and $d$ is the $n$-vector given by

$$B_{ii} = \begin{cases} 0 & i \in \mathcal{P} \\ 1 & i \notin \mathcal{P}, \end{cases} \quad C_{ii} = \begin{cases} 1 & i \in \mathcal{P} \\ 0 & i \notin \mathcal{P}, \end{cases} \quad d_i = \begin{cases} e_i^{\text{fix}} & i \in \mathcal{P} \\ 0 & i \notin \mathcal{P}. \end{cases}$$

We assemble the flow conservation, edge flow, and the boundary conditions into one set of $m + 2n$ equations in $m + 2n$ variables $(f, s, e)$:

$$\begin{bmatrix} A & I & 0 \\ R & 0 & A^T \\ 0 & B & C \end{bmatrix} \begin{bmatrix} f \\ s \\ e \end{bmatrix} = \begin{bmatrix} 0 \\ 0 \\ d \end{bmatrix}.$$ 

Assuming the coefficient matrix is invertible, we have

$$\begin{bmatrix} f \\ s \\ e \end{bmatrix} = \begin{bmatrix} A & I & 0 \\ R & 0 & A^T \\ 0 & B & C \end{bmatrix}^{-1} \begin{bmatrix} 0 \\ 0 \\ d \end{bmatrix}.$$ 

This is illustrated in figure 9.2. The graph is a $100 \times 100$ grid, with 10000 nodes, and edges connecting each node to its horizontal and vertical neighbors. The resistance on each edge is the same. The nodes at the top and bottom are held at zero temperature, and the three sets of nodes with rectilinear shapes are held at temperature one. All other nodes have zero source value.

9.4 Pseudo-inverse

Independent columns and Gram invertibility. We first show that an $m \times n$ matrix $A$ has independent columns if and only if its $n \times n$ Gram matrix $A^TA$ is invertible.

First suppose that the columns of $A$ are independent. Let $x$ be an $n$-vector which satisfies $(A^TA)x = 0$. Multiplying on the left by $x^T$ we get

$$0 = x^T0 = x^T(A^TA)x = x^TA^TAx = \|Ax\|^2,$$
which implies that \(Ax = 0\). Since the columns of \(A\) are independent, we conclude that \(x = 0\). Since the only solution of \((A^T A)x = 0\) is \(x = 0\), we conclude that \(A^T A\) is invertible.

Now let’s show the converse. Suppose the columns of \(A\) are dependent, which means there is a nonzero \(n\)-vector \(x\) which satisfies \(Ax = 0\). Multiply on the left by \(A^T\) to get \((A^T A)x = 0\). This shows that the Gram matrix \(A^T A\) is singular.

**Pseudo-inverse of square or tall matrix.** We show here that if \(A\) has linearly independent columns (and therefore, is square or tall) then it has a left inverse. (We already have observed the converse, that a matrix with a left inverse has independent columns.) Assuming \(A\) has independent columns, we know that \(A^T A\) is invertible. We now observe that the matrix \((A^T A)^{-1} A^T\) is a left inverse of \(A\):

\[
((A^T A)^{-1} A^T) A = (A^T A)^{-1} (A^T A) = I.
\]

This particular left-inverse of \(A\) will come up in the sequel, and has a name, the *pseudo-inverse* of \(A\) (also called the *Moore-Penrose inverse*). It is denoted \(A^\dagger\) (or \(A^+\)):

\[
A^\dagger = (A^T A)^{-1} A^T. \tag{9.5}
\]

When \(A\) is square, the pseudo-inverse \(A^\dagger\) reduces to the ordinary inverse:

\[
A^\dagger = (A^T A)^{-1} A^T = A^{-1} A^{-T} A^T = A^{-1} I = A^{-1}.
\]

Note that this equation does not make sense (and certainly is not correct) when \(A\) is not square.
Pseudo-inverse of a square or wide matrix.  Transposing all the equations, we can show that a (square or wide) matrix $A$ has a right inverse if and only if its rows are linearly independent. Indeed, one right inverse is given by

$$A^T (AA^T)^{-1}.$$  \hfill (9.6)

(The matrix $AA^T$ is invertible if and only if the rows of $A$ are linearly independent.)

The matrix in (9.6) is also referred to as the pseudo-inverse of $A$, and denoted $A^\dagger$. The only possible confusion in defining the pseudo-inverse using the two different formulas (9.5) and (9.6) occurs when the matrix $A$ is square. In this case, however, they both reduce to the ordinary inverse:

$$A^T (AA^T)^{-1} = A^T A^{-T} A^{-1} = A^{-1}.$$  

Pseudo-inverse in other cases.  The pseudo-inverse $A^\dagger$ is defined for any nonzero matrix, including the case when $A$ is tall but its columns are linearly dependent, the case when $A$ is wide but its rows are linearly dependent, and the case when $A$ is square but not invertible. In these cases, however, it is not a left inverse, right inverse, or inverse, respectively. Exactly what $A^\dagger$ means in these cases is beyond the scope of this book; we mention it here since the reader may encounter it.

Pseudo-inverse via QR factorization.  The QR factorization gives a simple formula for the pseudo-inverse. If $A$ is left-invertible, its columns are linearly independent and the QR factorization $A = QR$ exists. We have

$$A^T A = (QR)^T (QR) = R^T Q^T QR = R^T R,$$

so

$$A^\dagger = (A^T A)^{-1} A^T = (R^T R)^{-1} (QR)^T = R^{-1} R^T R^T Q^T = R^{-1} Q^T.$$  

We can compute the pseudo-inverse using the QR factorization, followed by back substitution on the columns of $Q^T$. (This is exactly the same as algorithm 9.3 when $A$ is square and invertible.) The complexity of this method is $2n^2 m$ flops (for the QR factorization), and $mn^2$ flops for the $m$ back substitutions. So the total is $3mn^2$ flops.

Similarly, if $A$ is right-invertible, the QR factorization $A^T = QR$ of its transpose exists. We have $AA^T = (QR)^T (QR) = R^T Q^T QR = R^T R$ and

$$A^\dagger = A^T (AA^T)^{-1} = QR (R^T R)^{-1} = QRR^{-1} R^{-T} Q = QR^{-T}.$$  

We can compute it using the method described above, using the formula

$$(A^T)^\dagger = (A^\dagger)^T.$$  

Solving over- and under-determined systems of linear equations.  The pseudo-inverse gives us a method for solving over-determined and under-determined systems of linear equations, provided the columns of the coefficient matrix are independent (in the over-determined case), or the rows are independent (in the under-determined case). If the columns of $A$ are independent, and over-determined equations $Ax = b$ have a solution, then $x = A^\dagger b$ is it. If the rows of $A$ are independent, the under-determined equations $Ax = b$ have a solution for any vector $b$, and $x = A^\dagger b$ is a solution.
Part III

Least squares
Chapter 10
Least squares

In this chapter we look at the powerful idea, due to the mathematician Carl Friedrich Gauss, of finding approximate solutions of over-determined systems of linear equations by minimizing the sum of the squares of the errors in the equations. The method, and some extensions we describe, are widely used in many application areas.

10.1 Linear least squares problem

Suppose that the \( m \times n \) matrix \( A \) is tall, so the system of linear equations \( Ax = b \), where \( b \) is an \( m \)-vector, is over-determined, i.e., there are more equations \( (m) \) than variables to choose \( (n) \). These equations have a solution only if \( b \) is a linear combination of the columns of \( A \).

For most choices of \( b \), however, there is no \( n \)-vector \( x \) for which \( Ax = b \). As a compromise, we seek an \( x \) for which \( r = Ax - b \), which we call the residual (for the equations \( Ax = b \)), is as small as possible. This suggests that we should choose \( x \) so as to minimize the norm of the residual \( ||Ax - b|| \). If we find an \( x \) for which the residual vector is small, we have \( Ax \approx b \), i.e., \( x \) almost satisfies the linear equations \( Ax = b \).

Minimizing the norm of the residual and its square are the same, so we can just as well minimize

\[
||Ax - b||^2 = ||r||^2 = r_1^2 + \cdots + r_m^2,
\]

the sum of squares of the residuals. The problem of finding an \( n \)-vector \( \hat{x} \) that minimizes \( ||Ax - b||^2 \), over all possible choices of \( x \), is called the least squares problem. It is denoted with the notation

\[
\text{minimize} \quad ||Ax - b||^2, \quad \text{(10.1)}
\]

where we should specify that the variable is \( x \) (meaning that we should choose \( x \)). The matrix \( A \) and the vector \( b \) are called the data for the problem (10.1), which means that they are given to us when we are asked to choose \( x \). The quantity to
be minimized, \( \|Ax - b\|^2 \), is called the objective function (or just objective) of the least squares problem (10.1).

The problem (10.1) is sometimes called linear least squares to emphasize that the residual \( r \) (whose norm squared we are to minimize) is an affine function of \( x \), and to distinguish it from the nonlinear least squares problem, in which we allow the residual \( r \) to be an arbitrary function of \( x \). We will study the nonlinear least squares problem in chapter 15.

Any vector \( \hat{x} \) that satisfies \( \|A\hat{x} - b\|_2 \leq \|Ax - b\|_2 \) for all \( x \) is a solution of the least squares problem (10.1). Such a vector is called a least squares approximate solution of \( Ax = b \). It is very important to understand that a least squares approximate solution \( \hat{x} \) of \( Ax = b \) need not satisfy the equations \( A\hat{x} = b \); it simply makes the norm of the residual as small as it can be. Some authors use the confusing phrase ‘\( \hat{x} \) solves \( Ax = b \) in the least squares sense’, but we emphasize that a least squares approximate solution \( \hat{x} \) does not, in general, solve the equation \( Ax = b \).

If \( \|A\hat{x} - b\| \) (which we call the optimal residual norm) is small, then we can say that \( \hat{x} \) approximately solves \( Ax = b \). On the other hand, if there is an \( n \)-vector \( x \) that satisfies \( Ax = b \), then it is a solution of the least squares problem, since its associated residual norm is zero.

Another name for the least squares problem (10.1), typically used in data fitting applications (the topic of the next chapter), is regression. We say that \( \hat{x} \), a solution of the least squares problem, is the result of regressing the vector \( b \) onto the columns of \( A \).

**Column interpretation.** If the columns of \( A \) are the \( m \)-vectors \( a_1, \ldots, a_n \), then the least squares problem (10.1) is the problem of finding a linear combination of the columns that is closest to the \( m \)-vector \( b \); the vector \( x \) gives the coefficients:

\[
\|Ax - b\|^2 = \|(x_1 a_1 + \cdots + x_n a_n) - b\|^2.
\]

If \( \hat{x} \) is a solution of the least squares problem, then the vector

\[
A\hat{x} = \hat{x}_1 a_1 + \cdots + \hat{x}_n a_n
\]

is closest to the vector \( b \), among all linear combinations of the vectors \( a_1, \ldots, a_n \).

**Row interpretation.** Suppose the rows of \( A \) are the \( n \)-vectors \( \tilde{a}_1^T, \ldots, \tilde{a}_m^T \), so the residual components are given by

\[
r_i = \tilde{a}_i^T x - b_i, \quad i = 1, \ldots, m.
\]

The least squares objective is then

\[
\|Ax - b\|^2 = (\tilde{a}_1^T x - b_1)^2 + \cdots + (\tilde{a}_m^T x - b_m)^2,
\]

the sum of the squares of the residuals in \( m \) scalar linear equations. Minimizing this sum of squares of the residuals is a reasonable compromise if our goal is to choose \( x \) so that all of them are small.
10.2 Solution of least squares problem

Example. We consider the least squares problem with data

\[ A = \begin{bmatrix} 2 & 0 \\ -1 & 1 \\ 0 & 2 \end{bmatrix}, \quad b = \begin{bmatrix} 1 \\ 0 \\ -1 \end{bmatrix}. \]

The over-determined set of three equations in two variables \( Ax = b \),

\[ 2x_1 = 1, \quad -x_1 + x_2 = 0, \quad 2x_2 = -1, \]

has no solution. (From the first equation we have \( x_1 = 1/2 \), and from the last equation we have \( x_2 = -1/2 \); but then the second equation does not hold.) The corresponding least squares problem is

\[
\text{minimize} \quad (2x_1 - 1)^2 + (-x_1 + x_2)^2 + (2x_2 + 1)^2.
\]

This least squares problem can be solved using the methods described in the next section (or simply calculus). Its unique solution is \( \hat{x} = (1/3, -1/3) \). The least squares approximate solution \( \hat{x} \) does not satisfy the equations \( Ax = b \); the corresponding residuals are

\[ r = (-1/3, -2/3, 1/3), \]

with sum of squares value \( f(\hat{x}) = 2/3 \). Let us compare this to another choice of \( x \), \( \hat{x} = (1/2, -1/2) \), which corresponds to (exactly) solving the first and last of the three equations in \( Ax = b \). It gives residual

\[ \hat{r} = A\hat{x} - b = (0, -1, 0), \]

with sum of squares value 1.

The column interpretation tells us that

\[
\begin{bmatrix} 1/3 \\ -1/3 \end{bmatrix} \begin{bmatrix} 2 \\ -1 \\ 0 \\ 1 \\ 2 \end{bmatrix} = \begin{bmatrix} 2/3 \\ -2/3 \\ -2/3 \end{bmatrix}
\]

is the linear combination of the columns of \( A \) that is closest to \( b \).

Figure 10.1 shows the values of the least squares objective \( ||Ax - b||^2 \) versus \( x = (x_1, x_2) \), with the least squares solution \( \hat{x} \) shown as the dark point, with objective value \( f(\hat{x}) = 2/3 \). The curves show the points \( x \) that have value \( f(\hat{x}) + 1 \), \( f(\hat{x}) + 2 \), and so on.

10.2 Solution of least squares problem

In this section we derive several expressions for the solution of the least squares problem (10.1), under one assumption on the data matrix \( A \):

\[ \text{The columns of } A \text{ are linearly independent.} \]
Solution via calculus. In this section we find the solution of the least squares problem using some basic results from calculus. (We will also give an independent verification of the result, that does not rely on calculus, below.) From calculus we know that any minimizer $\hat{x}$ of the function $f(x) = \|Ax - b\|^2$ must satisfy

$$\frac{\partial f}{\partial x_i}(\hat{x}) = 0, \quad i = 1, \ldots, n,$$

which we can express as the vector equation

$$\nabla f(\hat{x}) = 0,$$

where $\nabla f(\hat{x})$ is the gradient of $f$ evaluated at $\hat{x}$. This gradient can be expressed in matrix form as

$$\nabla f(x) = 2A^T(Ax - b). \tag{10.3}$$

For completeness we derive the formula (10.3). Writing the least squares objective out as a sum, we get

$$f(x) = \|Ax - b\|^2 = \sum_{i=1}^{m} \left( \sum_{j=1}^{n} A_{ij}x_j - b_i \right)^2.$$

To find $\nabla f(x)_k$ we take the partial derivative of $f$ with respect to $x_k$. Differentiating the sum term by term, we get

$$\nabla f(x)_k = \frac{\partial f}{\partial x_k}(x) = \sum_{i=1}^{m} 2 \left( \sum_{j=1}^{n} A_{ij}x_j - b_i \right) (A_{ik}).$$
10.2 Solution of least squares problem

\[ m \sum_{i=1}^{m} 2(\mathbf{A}^T)_{ki}(\mathbf{Ax} - b)_i = (2\mathbf{A}^T(\mathbf{Ax} - b))_k. \]

This is our formula \((10.3)\), written out in terms of its components.

Now we continue the derivation of the solution of the least squares problem. Any minimizer \(\hat{x}\) of \(\|\mathbf{Ax} - b\|^2\) must satisfy

\[ \nabla f(\hat{x}) = 2\mathbf{A}^T(\mathbf{Ax} - b) = 0, \]

which can be written as

\[ \mathbf{A}^T\mathbf{A}\hat{x} = \mathbf{A}^T\mathbf{b}. \quad (10.4) \]

These equations are called the normal equations. The coefficient matrix \(\mathbf{A}^T\mathbf{A}\) is the Gram matrix associated with the columns of \(\mathbf{A}\); its entries are inner products of columns of \(\mathbf{A}\).

Our assumption \((10.2)\) that the columns of \(\mathbf{A}\) are linearly independent implies that the Gram matrix \(\mathbf{A}^T\mathbf{A}\) is invertible (§9.4, page 143). This implies that

\[ \hat{x} = (\mathbf{A}^T\mathbf{A})^{-1}\mathbf{A}^T\mathbf{b} \quad (10.5) \]

is the only solution of the normal equations \((10.4)\). So this must be the unique solution of the least squares problem \((10.1)\).

We have already encountered the matrix \((\mathbf{A}^T\mathbf{A})^{-1}\mathbf{A}^T\mathbf{b}\) that appears in \((10.5)\): It is the pseudo-inverse of the matrix \(\mathbf{A}\), given in \((9.5)\). So we can write the solution of the least squares problem in the simple form

\[ \hat{x} = \mathbf{A}^\dagger\mathbf{b}. \quad (10.6) \]

We observed in \((9.4)\) that \(\mathbf{A}^\dagger\) is a left inverse of \(\mathbf{A}\), which means that \(\hat{x} = \mathbf{A}^\dagger\mathbf{b}\) solves \(\mathbf{Ax} = \mathbf{b}\) if this set of over-determined equations has a solution. But now we see that \(\hat{x} = \mathbf{A}^\dagger\mathbf{b}\) is the least squares approximate solution, i.e., it minimizes \(\|\mathbf{Ax} - b\|^2\). (And if there is a solution of \(\mathbf{Ax} = \mathbf{b}\), then \(\hat{x} = \mathbf{A}^\dagger\mathbf{b}\) is it.)

The equation \((10.6)\) looks very much like the formula for solution of the linear equations \(\mathbf{Ax} = \mathbf{b}\), when \(\mathbf{A}\) is square and invertible, i.e., \(\mathbf{x} = \mathbf{A}^{-1}\mathbf{b}\). It is very important to understand the difference between the formula \((10.6)\) for the least squares approximate solution, and the formula for the solution of a square set of linear equations, \(\mathbf{x} = \mathbf{A}^{-1}\mathbf{b}\). In the case of linear equations and the inverse, \(\mathbf{x} = \mathbf{A}^{-1}\mathbf{b}\) actually satisfies \(\mathbf{Ax} = \mathbf{b}\). In the case of the least squares approximate solution, \(\hat{x} = \mathbf{A}^\dagger\mathbf{b}\) generally does not satisfy \(\mathbf{A}\hat{x} = \mathbf{b}\).

The formula \((10.6)\) shows us that the solution \(\hat{x}\) of the least squares problem is a linear function of \(\mathbf{b}\). This generalizes the fact that the solution of a square invertible set of linear equations is a linear function of its right-hand side.

**Direct verification of least squares solution.** In this section we directly show that \(\hat{x} = (\mathbf{A}^T\mathbf{A})^{-1}\mathbf{b}\) is the solution of the least squares problem \((10.1)\), without relying on calculus. We will show that for any \(\mathbf{x} \neq \hat{x}\), we have

\[ \|\mathbf{A}\hat{x} - \mathbf{b}\|^2 < \|\mathbf{Ax} - \mathbf{b}\|^2, \]
establishing that \( \hat{x} \) is the unique vector that minimizes \( \|Ax - b\|^2 \).

We start by writing

\[
\|Ax - b\|^2 = \|(Ax - A\hat{x}) + (A\hat{x} - b)\|^2 = \|Ax - A\hat{x}\|^2 + \|A\hat{x} - b\|^2 + 2(Ax - A\hat{x})^T(A\hat{x} - b),
\]

where we use the identity \( \|u + v\|^2 = (u + v)^T(u + v) = \|u\|^2 + \|v\|^2 + 2u^Tv \). The third term in \( (10.7) \) is zero:

\[
(Ax - A\hat{x})^T(A\hat{x} - b) = (x - \hat{x})^TA^T(A\hat{x} - b) = (x - \hat{x})^T(A^TA\hat{x} - A^Tb) = (x - \hat{x})^T0 = 0,
\]

where we use \( (A^TA)\hat{x} = A^Tb \) in the third line. With this simplification, \( (10.7) \) reduces to

\[
\|Ax - b\|^2 = \|A(x - \hat{x})\|^2 + \|A\hat{x} - b\|^2.
\]

The first term on the right-hand side is nonnegative and therefore

\[
\|Ax - b\|^2 \geq \|A\hat{x} - b\|^2.
\]

This shows that \( \hat{x} \) minimizes \( \|Ax - b\|^2 \); we now show that it is the unique minimizer. Suppose equality holds above, that is, \( \|Ax - b\|^2 = \|A\hat{x} - b\|^2 \). Then we have \( \|A(x - \hat{x})\|^2 = 0 \), which implies \( A(x - \hat{x}) = 0 \). Since \( A \) has linearly independent columns, we conclude that \( x - \hat{x} = 0 \), i.e., \( x = \hat{x} \). So the only \( x \) with \( \|Ax - b\|^2 = \|A\hat{x} - b\|^2 \) is \( x = \hat{x} \); for all \( x \neq \hat{x} \), we have \( \|Ax - b\|^2 > \|A\hat{x} - b\|^2 \).

**Row form.** The formula for the least squares approximate solution can be expressed in a useful form in terms of the rows \( a_i^T \) of the matrix \( A \).

\[
\hat{x} = (A^TA)^{-1}A^Tb = \left( \sum_{i=1}^m \hat{a}_i\hat{a}_i^T \right)^{-1} \left( \sum_{i=1}^m b_i\hat{a}_i \right),
\]

(10.8)

In this formula we express the \( n \times n \) Gram matrix \( A^TA \) as a sum of \( m \) outer products, and the \( n \)-vector \( A^Tb \) as a sum of \( m \) \( n \)-vectors.

**Computing least squares approximate solutions.** We can use the QR factorization to compute the least squares approximate solution \( (10.5) \). Let \( A = QR \) be the QR factorization of \( A \) (which exists by our assumption \( (10.2) \) that its columns are linearly independent). We have already seen that the pseudo-inverse \( A^\dagger \) can be expressed as \( A^\dagger = R^{-1}Q^T \), so we have

\[
\hat{x} = R^{-1}Q^Tb.
\]

(10.9)

To compute \( \hat{x} \) we first multiply \( b \) by \( Q^T \); then we compute \( R^{-1}(Q^Tb) \) using back substitution. This is summarized in the following algorithm, which returns the least squares approximate solution \( \hat{x} \), given \( A \) and \( b \).
10.2 Solution of least squares problem

Algorithm 10.1 LEAST SQUARES VIA QR FACTORIZATION

Given an $m \times n$ matrix $A$ with linearly independent columns and an $m$-vector $b$.

1. QR factorization. Compute the QR factorization $A = QR$.
2. Compute $Q^T b$.
3. Back substitution. Solve the triangular equation $R \hat{x} = Q^T b$.

The complexity of the first step is $2mn^2$ flops. The second step involves a matrix-vector multiplication, which takes $2mn$ flops. The third step requires $n^2$ flops. The total number of flops is

$$2mn^2 + 2mn + n^2 \approx 2mn^2,$$

neglecting the second and third terms, which are smaller than the first by factors of $n$ and $2m$, respectively. The order of the algorithm is $mn^2$. The complexity is linear in the row dimension of $A$ and quadratic in the number of variables.

Algorithm 10.1 is another example of a factor-solve algorithm. Suppose we need to solve several least squares problems

$$\minimize \|Ax_k - b_k\|^2,$$

$k = 1, \ldots, l$, which have the same data matrix $A$ but different vectors $b_k$. If we re-use the QR factorization of $A$ the cost is $2mn^2 + l(2mn + n^2)$ flops. When $l$ is small compared to $n$ this is roughly $2mn^2$ flops, the same cost as a single least squares problem.

Comparison to solving a square system of linear equations. Recall that the solution of the square invertible system of linear equations $Ax = b$ is $x = A^{-1}b$. We can express $x$ using the QR factorization of $A$ as $x = R^{-1}Q^T b$ (see (9.4)). This equation is formally identical to (10.9). The only difference is that in (10.9), $A$ and $Q$ need not be square, and $R^{-1}Q^T b$ is the least squares approximate solution, which is not (in general) a solution of $Ax = b$.

Indeed, algorithm 10.1 is formally the same as algorithm 9.2, the QR factorization method for solving linear equations. (The only difference is that in algorithm 10.1 $A$ and $Q$ can be tall.)

When $A$ is square, solving the linear equations $Ax = b$ and the least squares problem of minimizing $\|Ax-b\|^2$ are the same, and algorithm 9.2 and algorithm 10.1 are the same. So we can think of algorithm 10.1 as a generalization of algorithm 9.2, which solves the equation $Ax = b$ when $A$ is square, and computes the least squares approximate solution when $A$ is tall.

The very close relation between solving a square set of linear equations, and finding the least squares approximate solution of an over-determined set of equations, inspired a common notation for both that is used in some software packages for manipulating matrices: $A \backslash b$ is taken to mean the solution $A^{-1}b$ when $A$ is square (and invertible), and the least squares approximate solution $A^\dagger b$ when $A$ is tall (with linearly independent columns). This backslash notation is not standard mathematical notation, so we will not use it in this book.
Examples

Illumination. A set of \( n \) lamps illuminates an area that we divide into \( m \) regions or pixels. We let \( l_i \) denote the lighting level in region \( i \), so the \( m \)-vector \( l \) gives the illumination levels across all regions. We let \( p_i \) denote the power at which lamp \( i \) operates, so the \( n \)-vector \( p \) gives the set of lamp powers. (The lamp powers are nonnegative and also must not exceed a maximum allowed power, but we ignore these issues here.)

The illumination levels are a linear function of the lamp powers, so we have \( l = Ap \) for some \( m \times n \) matrix \( A \). The \( j \)th column of \( A \) gives the illumination pattern for lamp \( j \), i.e., the illumination when lamp \( j \) has power 1 and all other lamps are off. We will assume that \( A \) has linearly independent columns (and therefore is tall). The \( i \)th row of \( A \) gives the sensitivity of pixel \( i \) to the \( n \) lamp powers.

The goal is to find lamp powers that result in a desired illumination pattern \( l_{\text{des}} \), such as \( l_{\text{des}} = \alpha \mathbf{1} \), which is uniform illumination with value \( \alpha \) across the area. In other words, we seek \( p \) so that \( Ap \approx l_{\text{des}} \). We can use least squares to find the \( p \) that minimizes the sum square deviation from the desired illumination, \( \|Ap - l_{\text{des}}\|^2 \).

This gives the lamp power levels

\[
p = A^+ l_{\text{des}} = (A^T A)^{-1} A^T l_{\text{des}}.
\]

(We are not guaranteed that these powers are nonnegative, or less than the maximum allowed power level.)

An example is shown in figure 10.2. The area is a \( 25 \times 25 \) grid with \( m = 625 \) pixels, each (say) 1m square. The lamps are at various heights ranging from 3m to 6m, and at the positions shown in the figure. The illumination decays with an inverse square law, so \( A_{ij} \) is proportional to \( d_{ij}^{-2} \), where \( d_{ij} \) is the (3-D) distance between the center of the pixel and the lamp position. The matrix \( A \) is scaled so that when all lamps have power one, the average illumination level is one. The desired illumination pattern is \( \mathbf{1} \), i.e., uniform with value 1.

With \( p = 1 \), the resulting illumination pattern is shown is shown on the left of figure 10.2. The RMS illumination error is 0.24. We can see that the corners are quite a bit darker than the center, and there are pronounced bright spots directly beneath each lamp. Using least squares we find the lamp powers

\[
p = (1.46, 0.79, 2.97, 0.74, 0.08, 0.21, 0.21, 2.05, 0.91, 1.47).
\]

The resulting illumination pattern has an RMS error of 0.14, about half of the RMS error with all lamp powers set to one. The illumination pattern is shown on the right of figure 10.2 we can see that the illumination is more uniform than when all lamps have power one. Most illumination values are near the target level 1, with the corners a bit darker and the illumination a bit brighter directly below each lamp, but less so than when all lamps have power one.

Advertising purchases. We have \( m \) demographic groups or audiences that we want to advertise to, with a target number of impressions or views for each group, which we give as a vector \( v_{\text{des}} \). (The entries are positive.) To reach these audiences,
we purchase advertising in $n$ different channels (say, different web publishers, radio, print, . . . ), in amounts that we give as an $n$-vector $s$. (The entries of $s$ are non-negative, which we ignore.) The $m \times n$ matrix $R$ gives the number of impressions in each demographic group per dollar spending in the channels: $R_{ij}$ is the number of impressions in group $i$ per dollar spent on advertising in channel $j$. (These entries are estimated, and are all nonnegative.) The $j$th column of $R$ gives the effectiveness or reach (in impressions per dollar) for channel $i$. The $i$th row of $R$ shows which media demographic $i$ is exposed to. The total number if impressions in each demographic group is the $m$-vector $v$, which is given by $v = Rs$. The goal is to find $s$ so that $v = Rs \approx v^{\text{des}}$. We can do this using least squares, by choosing $s$ to minimize $\|Rs - v^{\text{des}}\|^2$. (We are not guaranteed that the resulting channel spend vector will be nonnegative.) This least squares formulation does not take into account the total cost of the advertising; we will see in chapter 14 how this can be done.

**Figure 10.2** A square area divided in a $25 \times 25$ grid. The circles show the positions of 10 lamps, the number in parentheses next to each circle is the height of the lamp. The left-hand plot shows the illumination pattern with lamps set to power one. The plot on the right shows the illumination pattern for the lamp powers that minimize the sum square deviation with a desired uniform illumination of one.
Chapter 11

Least squares data fitting

In this chapter we introduce one of the most important applications of least squares methods, to the problem of data fitting. The goal is to find a mathematical model, or an approximate model, of some relation, given some observed data.

11.1 Least squares data fitting

Least squares is widely used as a method to construct a mathematical model from some data, experiments, or observations. Suppose we have an \( n \)-vector \( x \), and a scalar \( y \), and we believe that they are related, perhaps approximately, by some function \( f : \mathbb{R}^n \rightarrow \mathbb{R} \):

\[
y \approx f(x).
\]

The vector \( x \) might represent a set of \( n \) feature values, and is called the feature vector or the vector of independent variables, depending on the context. The scalar \( y \) represents some outcome (also called response variable) that we are interested in. Or \( x \) could represent the previous \( n \) values of a time series, and \( y \) represents the next value.

We don’t know \( f \), but we might have some idea about its general form. But we do have some data, given by

\[(x_1, y_1), \ldots, (x_N, y_N).\]

These data are also called observations, examples, samples, or measurements, depending on the context.

We will form a model of the relationship between \( x \) and \( y \), given by

\[
y \approx \hat{f}(x),
\]

where \( \hat{f} : \mathbb{R}^n \rightarrow \mathbb{R} \). We write \( \hat{y} = \hat{f}(x) \), where \( \hat{y} \) is the (scalar) prediction (of the outcome \( y \)), given the independent variable (vector) \( x \).

The model has the form

\[
\hat{f}(x) = \theta_1 f_1(x) + \cdots + \theta_p f_p(x),
\]
where \( f_i : \mathbb{R}^n \to \mathbb{R} \) are basis functions or feature mappings that we choose, and \( \theta_i \) are the model parameters that we choose. This form of model is called linear in the parameters, since for each \( x \), \( \hat{f}(x) \) is a linear function of the model parameter \( p \)-vector \( \theta \). The basis functions are usually chosen based on our idea of what \( f \) looks like. (We will see examples of this below.) Once the basis functions have been chosen, there is the question of how to choose the model parameters, given our set of data.

Our goal is to choose the model \( \hat{f} \) so that it is consistent with the data, i.e., we have \( y_i \approx \hat{f}(x_i) \), for \( i = 1, \ldots, N \). (There is another goal in choosing \( \hat{f} \), that we will discuss in §11.2.) For data sample \( i \), our model predicts the value \( \hat{y}_i = \hat{f}(x_i) \), so the prediction error or residual for this data point is

\[
 r_i = \hat{y}_i - y_i.
\]

Let \( r \), \( y \), and \( \hat{y} \) denote the \( N \)-vectors with entries \( r_i, y_i \), and \( \hat{y}_i \), respectively. (In the notation above, the symbols \( y \) and \( \hat{y} \) refer to generic scalar values; but now we use them to denote \( N \)-vectors of those values, for the observed data.) With this notation we can express the (vector of) residuals as \( r = \hat{y} - y \). A natural measure of how well the model predicts the observed data, or how consistent it is with the observed data, is the RMS prediction error \( \text{rms}(r) \). The ratio \( \text{rms}(r)/\text{rms}(y) \) gives a relative prediction error. For example, if the relative prediction error is 0.1, we might say that the model predicts the outcomes, or fits the data, within 10%.

A very common method for choosing the model parameters is to minimize the RMS prediction error, which is the same as minimizing the sum of squares of the predictions errors, \( \|r\|^2 \). We now show that this is a least squares problem. Expressing \( \hat{f}(x_i) \) in terms of the model parameters, we have

\[
 \hat{y}_i = A_{i1}\theta_1 + \cdots + A_{ip}\theta_p, \quad i = 1, \ldots, N,
\]

where we define the \( N \times p \) matrix \( A \) as

\[
 A_{ij} = \hat{f}_j(x_i), \quad i = 1, \ldots, N, \quad j = 1, \ldots, p,
\]

and the \( p \)-vector \( \theta \) as \( \theta = (\theta_1, \ldots, \theta_p) \). The \( j \)th column of \( A \) is the \( j \)th basis function, evaluated at each of the data points \( x_1, \ldots, x_N \). Its \( i \)th row gives the values of the \( p \) basis functions on the \( i \)th data point \( x_i \). In matrix-vector notation we have

\[
 \hat{y} = A\theta.
\]

This simple equation shows how our choice of model parameters maps into the vector of predicted values of the outcomes in the \( N \) different experiments.

The sum of squares of the residuals is then

\[
 \|r\|^2 = \|A\theta - y\|^2.
\]

Choosing \( \theta \) to minimize this is evidently a least squares problem, of the same form as (10.1). Provided the columns of \( A \) are linearly independent, we can solve this least squares problem to find \( \hat{\theta} \), the model parameter values that minimize the norm of the prediction error on our data set, as

\[
 \hat{\theta} = (A^TA)^{-1}A^T y. \quad (11.1)
\]
11.1 Least squares data fitting

We say that the model parameter values \( \hat{\theta} \) are obtained by least squares fitting on the data set. We can interpret each term in \( \| A\theta - y \|^2 \). The term \( \hat{y} = A\theta \) is the \( N \)-vector of measurements or outcomes that is predicted by our model, with the parameter vector \( \theta \). The term \( y \) is the \( N \)-vector of actual observed or measured outcomes. The difference \( A\theta - y \) is the \( N \)-vector of prediction errors. Finally, \( \| A\theta - y \|^2 \) is the sum of squares of the prediction errors. This is minimized by the least squares fit \( \theta = \hat{\theta} \).

The number \( \| A\hat{\theta} - y \|^2 \) is called the minimum sum square error (for the given model basis and data set). The number \( \| A\hat{\theta} - y \|^2 / N \) is called the minimum mean square error (MMSE) (of our model, on the data set). Its squareroot is the minimum RMS fitting error. The model performance on the data set can be visualized by plotting \( \hat{y}_i \) versus \( y_i \) on a scatter plot, with a dashed line showing \( \hat{y} = y \) for reference.

Least squares fit with a constant. We start with the simplest possible fit: We take \( p = 1 \), with \( f_1(x) = 1 \) for all \( x \). In this case the model \( f \) is a constant function, with \( f(x) = \theta_1 \) for all \( x \). Least squares fitting in this case is the same as choosing the best constant value \( \theta_1 \) to approximate the data \( y_1, \ldots, y_N \).

In this simple case, \( A \) is the \( N \times 1 \) matrix \( 1 \), which always has linearly independent columns (since it has one column, which is nonzero). The formula (11.1) is then

\[
\hat{\theta}_1 = (A^T A)^{-1} A^T y = N^{-1} 1^T y = \text{avg}(y),
\]

where we use \( 1^T 1 = N \). So the best constant fit to the data is simply its mean,

\[
\hat{f}(x) = \text{avg}(y).
\]

The RMS fit to the data (i.e., the RMS value of the optimal residual) is

\[
\text{rms} (\text{avg}(y) 1 - y) = \text{std}(y),
\]

the standard deviation of the data. This gives a nice interpretation of the average value and the standard deviation of the outcomes.

It is common to compare the RMS fitting error for a more sophisticated model with the standard deviation of the outcomes, which is the optimal RMS fitting error for a constant model.

Independent column assumption. To use least squares fitting we assume that the columns of the matrix \( A \) are linearly independent. We can give an interesting interpretation of what it means when this assumption fails. If the columns of \( A \) are linearly dependent, it means that one of the columns can be expressed as a linear combination of the others. Suppose, for example, that the last column can be expressed as a linear combination of the first \( p - 1 \) columns. Using \( A_{ij} = \hat{f}_j(x_i) \), this means

\[
\hat{f}_p(x_i) = \beta_1 \hat{f}_1(x_i) + \cdots + \beta_{p-1} \hat{f}_{p-1}(x_i), \quad i = 1, \ldots, N.
\]

This says that the value of \( p \)th basis function can be expressed as a linear combination of the values of the first \( p - 1 \) basis functions on the given data set. Evidently, then, the \( p \)th basis function is redundant (on the given data set).
11.1.1 Fitting univariate functions

Suppose that \( n = 1 \), so both \( x \) and \( y \) are scalars. The relationship \( y \approx f(x) \) says that \( y \) is approximately a (univariate) function \( f \) of \( x \). We can plot the data \((x_i, y_i)\) as points in the \((x, y)\) plane, and we can plot the model \( \hat{f} \) as a curve in the \((x, y)\)-plane. This allows us to visualize the fit of our model to the data.

**Straight line fit.** We take basis functions \( f_1(x) = 1 \) and \( f_2(x) = x \). Our model has the form

\[
\hat{f}(x) = \theta_1 + \theta_2 x,
\]

which is a straight line when plotted. (This is perhaps why \( \hat{f} \) is sometimes called a linear model, even though it is in general an affine, and not linear, function of \( x \).) Figure 11.1 shows an example. The matrix \( A \) is given by

\[
A = \begin{bmatrix}
1 & x_1 \\
1 & x_2 \\
\vdots & \vdots \\
1 & x_N
\end{bmatrix}
\]

Provided that there are at least two different values appearing in \( x_1, \ldots, x_N \), this matrix has linearly independent columns. The parameters in the optimal straight-line fit to the data are given by

\[
\begin{bmatrix}
\theta_1 \\
\theta_2
\end{bmatrix} = (A^T A)^{-1} A^T y.
\]
This expression is simple enough for us to work it out explicitly, although there is no computational advantage to doing so. The Gram matrix is

\[ A^T A = \begin{bmatrix} N & 1^T x \\ 1^T x & x^T x \end{bmatrix}, \]

where \( x \) is the \( N \)-vector of values \((x_1, \ldots, x_N)\). The 2-vector \( A^T y \) is

\[ A^T y = \begin{bmatrix} 1^T y \\ x^T y \end{bmatrix}, \]

so we have (using the formula for the inverse of a \( 2 \times 2 \) matrix)

\[ \begin{bmatrix} \hat{\theta}_1 \\ \hat{\theta}_2 \end{bmatrix} = \frac{1}{N x^T x - (1^T x)^2} \begin{bmatrix} x^T x & -1^T x \\ -1^T x & N \end{bmatrix} \begin{bmatrix} 1^T y \\ x^T y \end{bmatrix}. \]

Multiplying the scalar term by \( N^2 \), and dividing the matrix and vector terms by \( N \), we can express this as

\[ \begin{bmatrix} \hat{\theta}_1 \\ \hat{\theta}_2 \end{bmatrix} = \frac{1}{\text{rms}(x)^2 - \text{avg}(x)^2} \begin{bmatrix} \text{rms}(x)^2 & -\text{avg}(x) \\ -\text{avg}(x) & 1 \end{bmatrix} \begin{bmatrix} \text{avg}(y) \\ x^T y/N \end{bmatrix}. \]

The optimal slope \( \hat{\theta}_2 \) of the straight line fit can be expressed more simply in terms of the correlation coefficient \( \rho \) between the data vectors \( x \) and \( y \), and their standard deviations. We have

\[ \hat{\theta}_2 = \frac{N x^T y - (1^T x)(1^T y)}{N x^T x - (1^T x)^2} \]

\[ = \frac{(x - \text{avg}(x) 1)(y - \text{avg}(y) 1)}{\|x - \text{avg}(x) 1\|^2} \]

\[ = \frac{\text{std}(y)}{\text{std}(x)} \rho. \]

In the last step we used the definitions

\[ \rho = \frac{(x - \text{avg}(x) 1)^T (y - \text{avg}(y) 1)}{\text{std}(x) \text{std}(y)}, \quad \text{std}(x) = \frac{\|x - \text{avg}(x) 1\|}{\sqrt{N}} \]

from chapter 3. From the first of the two normal equations, \( N \hat{\theta}_1 + (1^T x) \hat{\theta}_2 = 1^T y \), we also obtain a simple expression for \( \hat{\theta}_1 \):

\[ \hat{\theta}_1 = \text{avg}(y) - \hat{\theta}_2 \text{avg}(x). \]

Putting these results together, we can write the least squares fit as

\[ \hat{f}(u) = \text{avg}(y) + \rho \frac{\text{std}(y)}{\text{std}(x)} (u - \text{avg}(x)). \]

This can be expressed in the more symmetric form

\[ \frac{\hat{f}(u) - \text{avg}(y)}{\text{std}(y)} = \rho \frac{u - \text{avg}(x)}{\text{std}(x)}, \]
which has a nice interpretation. The left-hand side is the difference between the 
predicted response value and the mean response value, divided by its standard de-
viation. The right-hand side is the correlation coefficient $\rho$ times the same quantity, 
computed for the dependent variable.

The least squares straight-line fit is used in many application areas.

**Asset $\alpha$ and $\beta$ in finance.** In finance, the straight-line fit is used to compare the 
returns of an individual asset, $y_i$, to the returns of the whole market, $x_i$. (The 
return of the whole market is typically taken to be a sum of the individual asset 
returns, weighted by their capitalizations.) The straight-line model for predicting the 
asset return $y$ from the market return $x$ is typically written in the form

$$\hat{y} = (r_{\text{rf}} + \alpha) + \beta(x - \text{avg}(x)),$$

where $r_{\text{rf}}$ is the risk-free interest rate over the period. (Comparing this to our 
straight-line model, we find that $\theta_2 = \beta$, and $\theta_1 = r_{\text{rf}} + \alpha - \beta \text{avg}(x)$.) The 
parameter $\beta$ tells us how much of the return of the particular asset is explained, 
or predicted, by the market return, and the parameter $\alpha$ tells us what the average 
return is, over and above the risk-free interest rate. This model is so common that 
the terms ‘Alpha’ and ‘Beta’ are widely used in finance. (Though not always with 
exactly the same meaning, since there a few variations on how the parameters are 
defined.)

**Time series trend.** Suppose the data represents a series of samples of a quantity $y$ at time (epoch) $x_i = i$. The straight-line fit to time series data,

$$\hat{y}_i = \theta_1 + \theta_2 i, \quad i = 1, \ldots, N,$$

is called the trend line. Its slope, which is $\theta_2$, is interpreted as the trend in the 
quantity over time. Subtracting the trend line from the original time series we get the de-trended time series, $y - \hat{y}$. The de-trended time series shows how the 
time series compares with its straight-line fit: When it is positive, it means the 
time series is above its straight-line fit, and when it is negative, it is below the 
straight-line fit.

An example is shown in figures 11.2 and 11.3

**Estimation of trend and seasonal component.** In the previous example, we used 
least squares to approximate a time series $y = (y_1, \ldots, y_N)$ of length $N$ by a sum of two components: $y \approx \hat{y} = \hat{y}_{\text{const}} + \hat{y}_{\text{lin}}$ where

$$\hat{y}_{\text{const}} = \theta_1 1, \quad \hat{y}_{\text{lin}} = \theta_2 \begin{bmatrix} \frac{1}{2} \\
\vdots \\
\frac{1}{N} \end{bmatrix}.$$

In many applications, the de-trended time series has a clear periodic component. 
Figure 11.4 shows an estimate of the road traffic in the US, for each month between January 2000 and December 2014. The most striking aspect of the time series is
Figure 11.2 World petroleum consumption between 1980 and 2013 (dots) and least squares straight-line fit (data from www.eia.gov).

Figure 11.3 De-trended world petroleum consumption.
Figure 11.4 Top. Vehicle miles traveled in the US, per month, in the period January 2000 – December 2014 (U.S. Department of Transportation, Bureau of Transportation Statistics, www.transtats.bts.gov). Bottom. Least squares fit of a sum of three time series: a constant, a linear trend, and a seasonal component with a 12-month period.
the pattern that is repeated every year, with a peak in the summer and a minimum in the winter. In addition there is a slowly increasing long term trend. The bottom figure shows the least squares fit of a sum of three components

\[ y \approx \hat{y} = \hat{y}^{\text{const}} + \hat{y}^{\text{lin}} + \hat{y}^{\text{seas}}, \]

where \( \hat{y}^{\text{const}} \) and \( \hat{y}^{\text{lin}} \) are defined as before, and the third component is periodic with period \( P = 12 \). This periodic, or seasonal, component can be expressed as

\[ \hat{y}^{\text{seas}} = \begin{bmatrix} \theta_{3/2+P} \\ \theta_{3/2+P} \\ \vdots \\ \theta_{3/2+P} \end{bmatrix}. \]

The least squares fit is computed by minimizing \( \| A\theta - y \|^2 \) where \( \theta \) is a \((P + 2)\)-vector and

\[
A = \begin{bmatrix}
1 & 1 & 1 & 0 & \cdots & 0 \\
1 & 2 & 0 & 1 & \cdots & 0 \\
\vdots & \vdots & \vdots & \vdots & \ddots & \vdots \\
1 & P & 0 & 0 & \cdots & 1 \\
1 & P+1 & 1 & 0 & \cdots & 0 \\
1 & P+2 & 0 & 1 & \cdots & 0 \\
\vdots & \vdots & \vdots & \vdots & \ddots & \vdots \\
1 & 2P & 0 & 0 & \cdots & 1 \\
\vdots & \vdots & \vdots & \vdots & \ddots & \vdots \\
1 & N-P+1 & 1 & 0 & \cdots & 0 \\
1 & N-P+2 & 0 & 1 & \cdots & 0 \\
\vdots & \vdots & \vdots & \vdots & \ddots & \vdots \\
1 & N & 0 & 0 & \cdots & 1 \\
\end{bmatrix},
\]

In this example, \( N = 15P = 180 \).

**Polynomial fit.** A simple extension beyond the straight-line fit is a polynomial fit, with

\[ f_i(x) = x^{i-1}, \quad i = 1, \ldots, p, \]

so \( \hat{f} \) is a polynomial of degree at most \( p - 1 \),

\[ \hat{f}(x) = \theta_1 + \theta_2 x + \cdots + \theta_p x^{p-1}. \]

In this case the matrix \( A \) has the form

\[
A = \begin{bmatrix}
1 & x_1 & \cdots & x_1^{p-1} \\
1 & x_2 & \cdots & x_2^{p-1} \\
\vdots & \vdots & \ddots & \vdots \\
1 & x_N & \cdots & x_N^{p-1} \\
\end{bmatrix},
\]
i.e., it is a Vandermonde matrix (see (6.3)). Its columns are linearly independent provided the numbers $x_1, \ldots, x_N$ include at least $p$ different values. Figure 11.5 shows an example of the least squares fit of polynomials of degree 2, 6, 10, and 15 to a set of 100 data points. Since any polynomial of degree less than $r$ is also a polynomial of degree less than $s$, for $r \leq s$, it follows that the RMS fit attained by a polynomial with a larger degree is smaller (or at least, no larger) than that obtained by a fit with a smaller degree polynomial. This suggests that we should use the largest degree polynomial that we can, since this results in the smallest residual and the best RMS fit. But we will see in §11.2 that this is not true, and explore rational methods for choosing a model from among several candidates.

**Piecewise-linear fit.** A piecewise-linear function, with knot points or kink points $a_1 < a_2 < \cdots < a_k$, is a continuous function that is affine in between the knot points. (Such functions should be called piecewise-affine.) We can describe any
11.1 Least squares data fitting

Figure 11.6 The functions \((x+1)_+ = \max\{x+1,0\}\) and \((x-1)_+ = \max\{x-1,0\}\).

Figure 11.7 Piecewise-linear fit to 100 points.

piecewise-linear function with \(k\) knot points using the \(p = k + 2\) basis functions

\[
f_1(x) = 1, \quad f_2(x) = x, \quad f_i(x) = (x - a_i)_+, \quad i = 3, \ldots, k,
\]

where \((u)_+ = \max\{u,0\}\). These basis functions are shown in figure \[11.6\] for \(k = 2\) knot points at \(a_1 = -1, a_2 = 1\). An example of a piecewise-linear fit with these knot points is shown in figure \[11.7\].

11.1.2 Regression

Recall that the regression model has the form

\[
\hat{y} = x^T \beta + v,
\]
where $\beta$ is the weight vector and $v$ is the offset. We can put this model in our general data fitting form using the basis functions $f_i(x) = 1, and$

$$f_i(x) = x_{i-1}, \quad i = 2, \ldots, n + 1,$$

so $p = n + 1$. The regression model can then be expressed as

$$\hat{y} = x^T \theta_{2:n+1} + \theta_1,$$

and we see that $\beta = \theta_{2:n+1}$ and $v = \theta_1$.

The $N \times (n + 1)$ matrix $A$ in our general data fitting form is given by

$$A = \begin{bmatrix} 1 & X^T \end{bmatrix},$$

where $X$ is the feature matrix with columns $x_1, \ldots, x_N$. So the regression model is a special case of our general linear in the parameters model.

**General fitting model as regression.** The regression model is a special case of our general data fitting model. Conversely, we can think of our linear in the parameters model as regression, with a different set of feature vectors of dimension $p - 1$. Assuming the first basis element $f_1$ is the constant function with value one, we consider the new or generated feature vectors $\tilde{x}$ given by

$$\tilde{x} = \begin{bmatrix} f_2(x) \\ \vdots \\ f_p(x) \end{bmatrix}, \quad i = 1, \ldots, N.$$

A regression model for the outcome $y$ and the new generated or mapped features $\tilde{x}$ has the form

$$\hat{y} = \tilde{x}^T \beta + v,$$

where $\beta$ has dimension $p - 1$, and $v$ is a number. Comparing this to our linear in the parameters model

$$\hat{y} = \theta_1 f_1(x) + \cdots + \theta_p f_p(x),$$

we see that they are the same, with $v = \theta_1$, $\beta = \theta_{2:p}$. So we can think of the general linear in the parameters model as nothing more than simple regression, but applied to the transformed, mapped, or generated features $f_1(x), \ldots, f_p(x)$. (This idea is discussed more in §11.3)

**Auto-regressive time series model.** Suppose that $z_1, z_2, \ldots$ is a time series. An auto-regressive model (also called AR model) for the time series has the form

$$\hat{z}_{t+1} = \beta_1 z_t + \cdots + \beta_M z_{t-M}, \quad t = M + 1, M + 2, \ldots$$

where $M$ is the memory of the model. Here $\hat{z}_{t+1}$ is the prediction of $z_{t+1}$ made at time $t$ (when $z_t, \ldots, z_{t-M}$ are known). This prediction is an affine function of the previous $M$ values of the time series. With good choice of model parameters, the AR model can be used to predict the next value in a time series, given the current and previous $M$ values. This has many practical uses.
We can use least squares (or regression) to choose the AR model parameters, based on the observed data $z_1, \ldots, z_T$, by minimizing the sum of squares of the prediction errors $\hat{z}_{t+1} - z_{t+1}$ over $t = M, \ldots, T$, i.e.,

$$(\hat{z}_{M+1} - z_{M+1})^2 + \cdots + (\hat{z}_T - z_T)^2.$$ 

(We must start the predictions at $t = M + 1$, since each prediction involves the previous $M$ time series values, and we don’t know $z_0$, $z_{-1}$, $\ldots$.)

The AR model can be put into the general regression model form by taking

$$y_i = z_{M+i}, \quad x_i = (z_{M+i-1}, \ldots, z_i) \quad i = 1, \ldots, T - M.$$ 

We have $N = T - M$ examples, and $n = M$ regressors.

### 11.1.3 Log transform of dependent variable

When the dependent variable $y$ is positive and varies over a large range, it is common to replace it with its logarithm $w = \log y$, and then use least squares to develop a model for $w$, $\hat{w} = \hat{g}(x)$. We then form our estimate of $y$ using $\hat{y} = e^{\hat{g}(x)}$. When we fit a model $\hat{w} = \hat{g}(x)$ to the logarithm $w = \log y$, the fitting error for $w$ can be interpreted in terms of the percentage or relative error between $\hat{y}$ and $y$, defined as

$$\eta = \max\{\hat{y}/y, y/\hat{y}\} - 1.$$ 

So $\eta = 0.1$ means either $\hat{y} = 1.1y$ (i.e., we over-estimate by 10%) or $\hat{y} = (1/1.1)y$ (i.e., we under-estimate by 10%). The connection between the relative error between $\hat{y}$ and $y$, and the residual $r$ in predicting $w$, is

$$\eta = e^{\left|\frac{r}{y}\right|} - 1.$$ 

For example, a residual with $|r| = 0.05$ corresponds (approximately) to a relative error in our prediction $\hat{y}$ of $5\%$. (Here we use the approximation $e^{\left|\frac{r}{y}\right|} - 1 \approx |r|$ for $r$ smaller than, say, .15.) So if our RMS error in predicting $w = \log y$ across our examples is 0.05, our predictions of $y$ are typically within $\pm 5\%$.

As an example suppose we wish to model house sale prices over an area and period that includes sale prices varying from under $100k to over $10M. Fitting the prices directly means that we care equally about absolute errors in price predictions, so, for example, a prediction error of $20k should bother us equally for a house that sells for $70k and one that sells for $6.5M. But (at least for some purposes) in the first case we have made a very poor estimate, and the second case, a remarkably good one. When we fit the logarithm of the house sale price, we are seeking low percentage prediction errors, not necessarily low absolute errors.

Whether or not to use a logarithmic transform on the dependent variable (when it is positive) is a judgment call that depends on whether we seek small absolute prediction errors or small relative or percentage prediction errors.
11.2 Validation

Generalization ability. In this section we address a key point in model fitting: The goal of model fitting is typically not to just achieve a good fit on the given data set, but rather to achieve a good fit on new data that we have not yet seen. This leads us to a basic question: How well can we expect a model to predict $y$ for future or other unknown values of $x$? Without some assumptions about the future data, there is no good way to answer this question.

One very common assumption is that the data are described by a formal probability model. With this assumption, techniques from probability and statistics can be used to predict how well a model will work on new, unseen data. This approach has been very successful in many applications, and we hope that you will learn about these methods in another course. In this book, however, we will take a simple intuitive approach to this issue.

The ability of a model to predict the outcomes for new unseen data values is called its generalization ability. If it predicts outcomes well, it is said to have good generalization ability; in the opposite case, it is said to have poor generalization ability. So our question is: How can we assess the generalization ability of a model?

Validation on a test set. A simple but effective method for assessing the generalization ability of a model is called out-of-sample validation. We divide the data we have into two sets: a training set and a test set (also called a validation set). This is often done randomly, with 80% of the data put into the training set and 20% put into the test set. Another common choice for the split ratio is 90%–10%. A common way to describe this is to say that ‘20% of the data were reserved for validation’.

To fit our model, we use only the data in the training set. The model that we come up with is based only on the data in the training set; the data in the test set has never been ‘seen’ by the model. Then we judge the model by its RMS fit on the test set. Since the model was developed without any knowledge of the test set data, the test data is effectively data that are new and unseen, and the performance of our model on this data gives us at least an idea of how our model will perform on new, unseen data. If the RMS prediction error on the test set is large, then we can conclude that our model has poor generalization ability. Assuming that the test data is ‘typical’ of future data, the RMS prediction error on the test set is what we might guess our RMS prediction error will be on new data.

If the RMS prediction error of the model on the training set is similar to the RMS prediction error on the test set, we have increased confidence that our model has reasonable generalization ability. (A more sophisticated validation method called cross-validation, described below, can be used to gain even more confidence.)

For example, if our model achieves an RMS prediction error of 10% (compared to $\text{rms}(y)$) on the training set and 11% on the test set, we can guess that it will have a similar RMS prediction error on other unseen data. But there is no guarantee of this, without further assumptions about the data. The basic assumption we are making here is that the future data will ‘look like’ the test data, or that the test data were ‘typical’. Ideas from statistics can make this idea more precise, but we will leave this idea informal and intuitive.
### 11.2 Validation

**Over-fitting.** When the RMS prediction error on the training set is much smaller than the RMS prediction error on the test set, we say that the model is over-fit. It tells us that, for the purposes of making predictions on new, unseen data, the model is much less valuable than its performance on the training data suggests.

Good models, which perform well on new data, do not suffer from over-fit. Roughly speaking, an over-fit model trusts the data it has seen (i.e., the training set) too much; it is too sensitive to the changes in the data that will likely be seen in the future data. One method for avoiding over-fit is to keep the model simple; another technique, called regularization, is discussed in chapter 13.

### Choosing among different models.

We can use least squares fitting to fit multiple models to the same data. For example, in univariate fitting, we can fit a constant, an affine function, a quadratic, or a higher order polynomial. Which is the best model among these? Assuming that the goal is to make good predictions on new, unseen data, we should choose the model with the smallest RMS prediction error on the test set. Since the RMS prediction error on the test set is only a guess about what we might expect for performance on new, unseen data, we can soften this advice to we should choose a model that has test set RMS error that is near the minimum over the candidates.

We observed earlier that when we add basis functions to a model, our fitting error on the training data can only decrease (or stay the same). But this is not true for the test error. The test error need not decrease when we add more basis functions. Indeed, when we have too many basis functions, we can expect over-fit, i.e., larger error on the test set.

If we have a sequence of basis functions \( f_1, f_2, \ldots \), we can consider models based on using just \( f_1 \) (which is typically the constant function 1), then \( f_1 \) and \( f_2 \), and so on. As we increase \( p \), the number of basis functions, our training error will go down (or stay the same). But the test error typically decreases, and then starts to increase when \( p \) is too large, and the resulting models suffer from over-fit. The intuition for this typical behavior is that for \( p \) too small, our model is ‘too simple’ to fit the data well, and so cannot make good predictions; when \( p \) is too large, our model is ‘too complex’ and suffers from over-fit, and so makes poor predictions. Somewhere in the middle, where the model achieves near minimum test set performance, is a good choice (or several good choices) of \( p \).

To illustrate these ideas, we consider the example shown in figure 11.5. Using a training set of 100 points, we find least squares fits of polynomials of degrees 0, 1, \( \ldots, 20 \). (The polynomial fits of degrees 2, 6, 10, and 15 are shown in the figure.) We now obtain a new set of data for validation, also with 100 points. These test data are plotted along with the polynomial fits obtained from the training data in figure 11.8. This is a real check of our models, since these data points were not used to develop the models. Figure 11.9 shows the RMS training and test errors for polynomial fits of different degrees. We can see that the RMS training error decreases with every increase in degree. The RMS test error decreases until degree 6 and starts to increase for degrees larger than 6. This plot suggests that a polynomial fit of degree 6 is a reasonable choice.

With a 6th degree polynomial, the relative RMS test error for both training and test sets is around 0.3. It is a good sign, in terms of generalization ability,
Figure 11.8 The polynomial fits of figure 11.5 evaluated on a test set of 100 points.
that the training and test errors are similar. While there are no guarantees, we can
guess that the 6th degree polynomial model will have a relative RMS error around
0.3 on new, unseen data, provided the new, unseen data is sufficiently similar to
the test set data.

Cross validation. Cross-validation is an extension of out-of-sample validation that
can be used to get even more confidence in the generalization ability of a model.
We divide the original data set into 10 sets, called folds. We then fit the model
using folds 1, 2, . . . , 9 as training data, and fold 10 as test data. (So far, this
is the same as out-of-sample validation.) We then fit the model using folds 1,
2, . . . , 8, 10 as training data and fold 9 as the test data. We continue, fitting
a model for each choice of one of the folds as the test set. (This is also called
leave-one-out validation.) We end up with 10 (presumably different) models, and
10 assessments of these models using the fold that was not used to fit the model. If
the test fitting performance of these 10 models is similar, then we expect the same,
or at least similar, performance on new unseen data. (We have described 10-fold
cross-validation here; 5-fold validation is also commonly used.)

Validating time series predictions. When the original data are unordered, for
example, patient records or customer purchase histories, the division of the data
into a training and test set is typically done randomly. This same method can
be used to validate a time series prediction model, such as an AR model, but it
does not give the best emulation of how the model will ultimately be used. In
practice, the model will be trained on past data and then used to make predictions
on future data. When the training data in a time series prediction model are
randomly chosen, the model is being built with some knowledge of the future, a phenomenon called looks-ahead.

To avoid look-ahead, the training set for a time series prediction model is typically taken to be the data examples up to some point in time, and the test data are chosen as points that are past that time (and sometimes, at least $M$ samples past that time, taking into account the memory of the predictor). In this way we can say that the model is being tested by making predictions on data it has never seen. As an example, we might train an AR model for some daily quantity using data from the years 2006 through 2008, and then test the resulting AR model on the data from year 2009.

11.3 Feature engineering

In this section we discuss some methods used to find appropriate basis functions or feature mappings $f_1, \ldots, f_p$. We observed above that fitting a linear in the parameters model reduces to regression with new features which are the original features $x$ mapped through the basis (or feature mapping) functions $f_1, \ldots, f_p$. Choosing the feature mapping functions is sometimes called feature engineering, since we are generating features to use in regression.

For a given data set we may consider several, or even many, candidate choices of the basis functions. Out of sample validation and cross validation are organized ways to choose among the candidate choices of basis functions.

In almost all cases the basis functions include the constant one, i.e., we have $f_1(x) = 1$. (This is equivalent to having the offset in the basic regression model.) It is also very common to include the original features as well, as in $f_i(x) = x_{i-1}$, $i = 2, \ldots, n+1$. If we do this, we are effectively starting with the basis regression model; we can then add new features to get a richer model. (Whether or not it is a good idea to add the new features can be determined by out of sample validation or cross validation.)

**Standardizing features.** Instead of using the original features directly, it is common to apply a scaling and offset to each original feature, say,

$$f_i(x) = (x_i - b_i)/a_i, \quad i = 2, \ldots, n+1,$$

so that across the data set, the average value of $f_i(x)$ is near zero, and the standard deviation is around one. (This is done by choosing $b_i$ to be near the mean of the feature $i$ values over the data set, and choosing $a_i$ to be near the standard deviation of the values.) This is called standardizing the features. The standardized feature values are easily interpretable since they correspond to $z$-values; for example, $f_3(x_7) = +3.3$ means that the value of original feature 2 for example 7 is quite a bit above the typical value. The standardization of each original feature is typically the first step in feature engineering. The constant feature is not standardized. (In fact, it cannot be standardized since its standard deviation across the data set is zero.)
11.3 Feature engineering

**Winsorizing features.** When the data include some very large values that are thought to be errors (say, in collecting the data), it is common to *clip* or *winsorize* the data. This means that we set any values that exceed some chosen maximum absolute value to that value. Assuming, for example, that a feature entry \( x_5 \) has already been standardized (so it represents \( z \)-scores across the examples), we replace \( x_5 \) with its winsorized value (with threshold 3),

\[
\tilde{x}_5 = \begin{cases} 
  x_5 & |x_5| \leq 3 \\
  3 & x_5 > 3 \\
  -3 & x_5 < -3.
\end{cases}
\]

**Log transform.** When feature values are positive and vary over a wide range, it is common to replace them with their logarithms. This compresses the range of values that we encounter. As an example, suppose the original features record the number of visits to websites over some time period. These can easily vary over a range of 10000:1 (or even more) for a very popular website and a less popular one; taking the logarithm of the visit counts gives a feature with less variation, which is possibly more interpretable. (The decision as to whether to use the original feature values or their logarithms can be decided by validation.)

**Expanding categoricals.** Some features take on only a few values, such as -1 and 1 or 0 and 1, which might represent some value like presence or absence of some symptom. (Such features are called Boolean.) A Likert scale response (see page 51) naturally only takes on a small number of values, such as -2, -1, 0, 1, 2. Another example is an original feature that takes on the values 1, 2, ..., 7, representing the day of the week. Such features are called *categorical* in statistics, since they reporting which category the example is in, and not some real number.

Expanding a categorical with \( l \) values means replacing it with a set of \( l - 1 \) new features, each of which is Boolean, and simply records whether or not the original feature has the associated value. (When all these features are zero, it means the original feature had the default value.) As an example, suppose the original feature \( x_1 \) takes on only the values -1, 0, and 1. Using the feature value 0 as the default feature value, we replace \( x_1 \) with the two mapped features

\[
f_1(x) = \begin{cases} 
  1 & x_1 = -1 \\
  0 & \text{otherwise}, \end{cases} \quad f_2(x) = \begin{cases} 
  1 & x_1 = 1 \\
  0 & \text{otherwise}. \end{cases}
\]

In words, \( f_1(x) \) tells us if \( x_1 \) has the value -1, and \( f_2(x) \) tells us if \( x_1 \) has the value 1. (We do not need a new feature for the default value \( x_1 = 0 \); this corresponds to \( f_1(x) = f_2(x) = 0 \).) There is no need to expand an original feature that is Boolean (i.e., takes on two values).

As an example, consider a model that is used to predict house prices based on various features that include the number of bedrooms, that ranges from 1 to 5 (say). In the basic regression model, we use the number of bedrooms directly as a feature. If we expand this categorical feature, using 2 bedrooms as the default, we have 4 Boolean features that correspond to a house having 1, 3, 4, and 5 features.
Generalized additive model. We introduce new features that are nonlinear functions of the original features, such as, for each $x_i$, the functions $\min\{x_i + a, 0\}$ and $\max\{x_i - b, 0\}$, where $a$ and $b$ are parameters. A common choice, assuming that $x_i$ has already been standardized, is $a = b = 1$. This leads to the predictor

$$\hat{y} = \psi_1(x_1) + \cdots + \psi_n(x_n),$$

where $\psi_i$ is the piecewise-linear function

$$\psi_i(x_i) = \beta_{n+i} \min\{x_i + a, 0\} + \beta_i x_i + \beta_{2n+i} \max\{x_i - b, 0\},$$

which has kink or knot points at the values $-a$ and $+b$. This model has $3n$ parameters. This model is a sum of functions of the original features, which is called a generalized additive model.

Products and interactions. New features can be developed from pairs of original features, such as their products. From the original features we can add $x_i x_j$, for $i, j = 1, \ldots, n$, $i \leq j$. Products are used to model interactions among the features. Product features are easily interpretable when the original features are Boolean, and take values $\{0, 1\}$. Thus $x_i = 1$ means that feature $i$ is present or has occurred, and $x_i x_j = 1$ exactly when both feature $i$ and $j$ have occurred.

Stratified models. In a stratified model, we have several different sub-models, and choose the one to use depending on the values of the regressors. For example, instead of treating gender as a regressor in a single model of some medical outcome, we build two different sub-models, one for male patients and one for female patients. In this case we choose the sub-model to use based on one of the original features, gender. As a more general example, we can carry out clustering of the original feature vectors, and fit a separate model within each each cluster. To evaluate $\hat{y}$ for a new $x$, we first determine which cluster $x$ is in, and then use the associated model. Whether or not a stratified model is a good idea is checked using out of sample validation.

Custom mappings. In many applications custom mappings of the raw data are used as additional features, in addition to the original features given. For example in a model meant to predict tomorrow’s asset price from prior prices, we might also use the highest and lowest prices over the last week, over the last month, and so on.

Predictions from other models. In many applications there are existing models for the data. A common trick is to use the predictions of these models as features in your model. In this case you can describe your model as one that combines or blends the raw data available with predictions made from one or more existing models to create a new prediction.

Distance to cluster representatives. We can build new features from a clustering of the data into $k$ groups. One simple method uses the cluster representatives $z_1, \ldots, z_k$, and gives $k$ new features, given by $f(x) = e^{-\|x - z_i\|^2/\sigma^2}$, where $\sigma$ is a parameter.
Random features. The last type of new feature we mention is one that is a topic of current research. The new features are given by a nonlinear function of a random linear combination of the original features. To add \( K \) new features of this type, we first generate a random \( K \times n \) matrix \( R \). We then generate new features as \((Rx)_+\) or \(|Rx|\), where \((\cdot)_+\) and \(|\cdot|\) are applied elementwise to the vector \( Rx \). (Other nonlinear functions can be used as well.)

This approach to generating new features is quite counter-intuitive, since you would imagine that feature engineering should be done using detailed knowledge of, and intuition about, the particular application. Nevertheless this method can be very effective in some applications.

Summary. The discussion above makes it clear that there is much art in choosing features to use in a model. But it is important to keep several things in mind when creating new features:

- **Try simple models first.** Start with a constant, then a simple regression model, and so on. You can compare more sophisticated models against these.

- **Compare competing candidate models using validation.** Adding new features will always reduce the RMS error on the training data, but the important question is whether or not it substantially reduces the RMS error on the test or validation data sets. (We add the qualifier ‘substantially’ here because a small reduction in test set error is not meaningful.)

- **Adding new features can easily lead to over-fit.** (This will show up when validating the model.) The most straightforward way to avoid over-fit is to keep the model simple. We mention here that another approach to avoiding over-fit, called regularization (covered in chapter[13]), can be very effective when combined with feature engineering.
Chapter 12

Least squares classification

In this chapter we consider the problem of fitting a model to data where the outcome takes on values like TRUE or FALSE (as opposed to being numbers, as in chapter 11). We will see that least squares can be used for this problem as well.

12.1 Classification

In the data fitting problem of chapter 11, the goal is to reproduce or predict the outcome y, which is a (scalar) number. In a classification problem, the outcome or dependent variable y takes on only a finite number of values, and for this reason is sometimes called a label, or in statistics, a categorical. In the simplest case, y has only two values, for example TRUE or FALSE, or SPAM or NOT SPAM. This is called the 2-way classification problem, or the Boolean classification problem. We start by considering the Boolean classification problem.

We will encode y as a real number, taking y = +1 to mean TRUE and y = −1 to mean FALSE. As in real-valued data fitting, we assume that an approximate relationship of the form y ≈ f(x) holds, where f : R^n → {−1, +1}. (This notation means that the function f takes an n-vector argument, and gives a resulting value that is either +1 or −1.) Our model will have the form ŷ = ˆf(x), where ˆf : R^n → {−1, +1}. The model ˆf is also called a classifier, since it classifies n-vectors into those for which ˆf(x) = +1 and those for which ˆf(x) = −1.

Examples. Boolean classifiers are widely used in many application areas.

- Email spam detection. The vector x contains features of an email message. It can include word counts in the body of the email message, other features such as the number of exclamation points and all-capital words, and features related to the origin of the email. The outcome is +1 if the message is SPAM, and −1 otherwise. The data used to create the classifier comes from users who have explicitly marked some messages as junk.
• **Fraud detection.** The vector $x$ gives a set of features associated with a credit card holder, such as her average monthly spending levels, median price of purchases over the last week, number of purchases in different categories, average balance, and so on, as well as some features associated with a particular proposed transaction. The outcome $y$ is $+1$ for a fraudulent transaction, and $-1$ otherwise. The data used to create the classifier is taken from historical data, that includes (some) examples of transactions that were later verified to be fraudulent and (many) that were verified to be bona fide.

• **Boolean document classification.** The vector $x$ is a word count (or histogram) vector for a document, and the outcome $y$ is $+1$ if the document has some specific topic (say, politics) and $-1$ otherwise. The data used to construct the classifier might come from a corpus of documents with their topics labeled.

• **Disease detection.** The examples correspond to patients, with outcome $y = +1$ meaning the patient has a particular disease, and $y = -1$ meaning they do not. The vector $x$ contains relevant medical features associated with the patient, including for example age, sex, results of tests, and specific symptoms. The data used to build the model come from hospital records or a medical study; the outcome is the associated diagnosis, confirmed by a doctor.

**Prediction errors.** For a given data point $(x, y)$, with predicted outcome $\hat{y} = \hat{f}(x)$, there are only four possibilities:

- **True positive.** $y = +1$ and $\hat{y} = +1$.
- **True negative.** $y = -1$ and $\hat{y} = -1$.
- **False positive.** $y = -1$ and $\hat{y} = +1$.
- **False negative.** $y = +1$ and $\hat{y} = -1$.

In the first two cases the predicted label is correct, and in the last two cases, the predicted label is an error. We refer to the third case as a *false positive or type I error*, and we refer to the fourth case as a *false negative or type II error*. In some applications we care equally about making the two types of errors; in others we may care more about making one type of error than another.

**Error rate and confusion matrix.** For a given data set $(x_1, y_1), \ldots, (x_N, y_N)$ and model $\hat{f}$, we can count the numbers of each of the four possibilities that occur across the data set, and display them in a *contingency table* or *confusion matrix*, which is a $2 \times 2$ table with the columns corresponding to the value of $\hat{y}_i$ and the rows corresponding to the value of $y_i$. (This is the convention used in machine learning; in statistics, the rows and columns are sometimes reversed.) The entries give the total number of each of the four cases listed above:

<table>
<thead>
<tr>
<th>Prediction</th>
<th>$\hat{y} = +1$</th>
<th>$\hat{y} = -1$</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>$y = +1$</td>
<td>$N_{tp}$</td>
<td>$N_{fn}$</td>
<td>$N_p$</td>
</tr>
<tr>
<td>$y = -1$</td>
<td>$N_{fp}$</td>
<td>$N_{tn}$</td>
<td>$N_n$</td>
</tr>
<tr>
<td>All</td>
<td>$N_{tp} + N_{fp}$</td>
<td>$N_{fn} + N_{tp}$</td>
<td>$N$</td>
</tr>
</tbody>
</table>
The diagonal entries correspond to correct decisions, with the upper left entry the number of true positives, and the lower right entry the number of true negatives. The off-diagonal entries correspond to errors, with the upper right entry the number of false negatives, and the lower left entry the number of false positives. The total of the four numbers is $N$, the number of examples in the data set. Sometimes the totals of the rows and columns are shown, as in the example above.

Various performance metrics are expressed in terms of the numbers in the confusion matrix.

- The **error rate** is the total number of errors (of both kinds) divided by the total number of examples, *i.e.*, $(N_{fp} + N_{fn})/N$.
- The **true positive rate** (also known as the sensitivity or recall rate) is $N_{tp}/N_p$. This gives the fraction of the data points with $y = +1$ for which we correctly guessed $\hat{y} = +1$.
- The **false positive rate** (also known as the false alarm rate) is $N_{fp}/N_n$. The false positive rate is the fraction of data points with $y = -1$ for which we incorrectly guess $\hat{y} = +1$.
- The **specificity** or **true negative rate** is one minus the false positive rate, *i.e.*, $N_{tn}/N_n$. The true negative rate is the fraction of the data points with $y = -1$ for which we correctly guess $\hat{y} = -1$.

A good classifier will have small (near zero) error rate and false positive rate, and high (near one) true positive rate and true negative rate. Which of these metrics is more important depends on the particular application.

An example confusion matrix is given below for the performance of a spam detector on a data set of $N = 1266$ examples (emails) of which 127 are SPAM ($y = +1$) and the remaining 1139 are NOT SPAM ($y = -1$).

<table>
<thead>
<tr>
<th>Prediction</th>
<th>$\hat{y} = +1$</th>
<th>$\hat{y} = -1$</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>$y = +1$</td>
<td>95</td>
<td>32</td>
<td>127</td>
</tr>
<tr>
<td>$y = -1$</td>
<td>19</td>
<td>1120</td>
<td>1139</td>
</tr>
<tr>
<td>All</td>
<td>114</td>
<td>1152</td>
<td>1266</td>
</tr>
</tbody>
</table>

On the data set, this classifier has 95 true positives and 1120 true negatives, 19 false positives, and 32 false negatives. Its error rate is $(19 + 32)/1266 = 4.03\%$. Its true positive rate is $95/127 = 74.8\%$ (meaning it is detecting around 75% of the spam in the data set), and its false positive rate is $19/1139 = 1.67\%$ (meaning it incorrectly labeled around 1.7% of the non-spam messages as spam).

**Validation in classification problems.** In classification problems we are concerned with the error, true positive, and false positive rates, and not the RMS fit. So out-of-sample validation and cross-validation are carried out using the performance metric or metrics that we care about, *i.e.*, the error rate or some combination of true positive and false negative rates. We may care more about one of these metrics than the others.
12.2 Least squares classifier

Many sophisticated methods have been developed for constructing a Boolean model or classifier from a data set. Logistic regression and support vector machine are two methods that are widely used, but beyond the scope of this book. Here we discuss a very simple method, based on least squares, that can work quite well, though not as well as the more sophisticated methods.

We first carry out ordinary real-valued least squares fitting of the outcome, ignoring for the moment that the outcome $y$ takes on only the values $-1$ and $+1$. We choose basis functions $f_1, \ldots, f_p$, and then choose the parameters $\theta_1, \ldots, \theta_p$ so as to minimize the sum squared error

$$ (\hat{f}(x_1) - y_1)^2 + \cdots + (\hat{f}(x_N) - y_N)^2, $$

where $\hat{f}(x) = \theta_1 f_1(x) + \cdots + \theta_p f_p(x)$. We use the notation $\hat{f}$, since this function is not our final model $\hat{f}$. The function $\hat{f}(x)$, for a general vector $x$, is a number.

Our final classifier is then taken to be

$$ \hat{f}(x) = \text{sign}(\hat{f}(x)), \quad (12.1) $$

where $\text{sign}(a) = +1$ for $a \geq 0$ and $-1$ for $a < 0$. We call this classifier the least squares classifier.

The intuition behind the least squares classifier is simple. The value $\hat{f}(x_i)$ is a number, which (ideally) is near $+1$ when $y_i = +1$, and near $-1$ when $y_i = -1$. If we are forced to guess one of the two possible outcomes $+1$ or $-1$, it is natural to choose $\text{sign}(\hat{f}(x_i))$. Intuition suggests that the number $\hat{f}(x_i)$ can be related to our confidence in our guess $\hat{y}_i = \text{sign}(\hat{f}(x_i))$: When $\hat{f}(x_i)$ is near $1$ we have confidence in our guess $\hat{y}_i = +1$; when it is small and negative (say, $\hat{f}(x_i) = -0.03$), we guess $\hat{y}_i = -1$, but our confidence in the guess will be low. We won’t pursue this idea further in this book, except in multi-class classifiers, which we discuss in §12.3.

The least squares classifier is often used with a regression model, i.e., $\hat{f}(x) = x^T \beta + v$, in which case the classifier has the form

$$ \hat{f}(x) = \text{sign}(x^T \beta + v), \quad (12.2) $$

We can easily interpret the coefficients in this model. For example, if $\beta_7$ is negative, it means that the larger the value of $x_7$ is, the more likely we are to guess $\hat{y} = -1$. If $\beta_4$ is the coefficient with the largest magnitude, then we can say that $x_4$ is the feature that contributes the most to our classification decision.

Example. As an example we apply least squares classification to the MNIST data set described in §4.3. The (training) data set contains 60,000 images of size 28 by 28. (A few samples are shown in figure 4.6.) The number of examples per digit varies between 5421 (for digit five) and 6742 (for digit one). The pixel intensities are scaled to lie between 0 and 1. There is also a separate test set containing 10,000 images.

For each digit, we can define a Boolean classifier that distinguishes the digit from the other nine digits. Here we will consider classifiers to distinguish the digit zero.
In this first experiment, we use the $28 \times 28 = 784$ pixel intensities, plus an additional feature with value 1, as the $n = 785$ features in the least squares classifier (12.1). The performance on the (training) data set is shown in the following confusion matrix.

<table>
<thead>
<tr>
<th>Prediction</th>
<th>$\hat{y} = +1$</th>
<th>$\hat{y} = -1$</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>$y = +1$</td>
<td>5168</td>
<td>75</td>
<td>5923</td>
</tr>
<tr>
<td>$y = -1$</td>
<td>179</td>
<td>53898</td>
<td>54077</td>
</tr>
<tr>
<td>All</td>
<td>5347</td>
<td>54653</td>
<td>60000</td>
</tr>
</tbody>
</table>

The error rate is 1.6%, the true positive rate is 87.3%, and the false positive rate is 0.3%.

The performance of the least squares classifier on the test set is shown in the next confusion matrix.

<table>
<thead>
<tr>
<th>Prediction</th>
<th>$\hat{y} = +1$</th>
<th>$\hat{y} = -1$</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>$y = +1$</td>
<td>866</td>
<td>114</td>
<td>980</td>
</tr>
<tr>
<td>$y = -1$</td>
<td>43</td>
<td>8977</td>
<td>9020</td>
</tr>
<tr>
<td>All</td>
<td>909</td>
<td>9091</td>
<td>10000</td>
</tr>
</tbody>
</table>

For the test set the error rate is 1.6%, the true positive rate is 88.4%, and the false positive rate is 0.5%. These performance metrics are similar to those for the training data, which gives us some confidence in our classifier.

We now do some simple feature engineering (as in §11.3) to improve our classifier. We use the clustering of the samples in the data set into $k = 20$ groups, and define new features $\exp(-\|x - z_i\|^2/\sigma)$ for each cluster representative $z_i$, $i = 1, \ldots, k$. We use the 20 cluster representatives of figure 4.7 and add the 20 new features (with $\sigma = 10$) to the original 784. After the addition of the new features we get the following two confusion matrices for the training and test data sets.

<table>
<thead>
<tr>
<th>Prediction</th>
<th>$\hat{y} = +1$</th>
<th>$\hat{y} = -1$</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>$y = +1$</td>
<td>5235</td>
<td>688</td>
<td>5923</td>
</tr>
<tr>
<td>$y = -1$</td>
<td>75</td>
<td>54002</td>
<td>54077</td>
</tr>
<tr>
<td>All</td>
<td>5310</td>
<td>54690</td>
<td>60000</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Prediction</th>
<th>$\hat{y} = +1$</th>
<th>$\hat{y} = -1$</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>$y = +1$</td>
<td>885</td>
<td>95</td>
<td>980</td>
</tr>
<tr>
<td>$y = -1$</td>
<td>27</td>
<td>8993</td>
<td>9020</td>
</tr>
<tr>
<td>All</td>
<td>912</td>
<td>9088</td>
<td>10000</td>
</tr>
</tbody>
</table>

The error rates are consistent, now around 1.3%, a modest improvement compared to the 1.6% in the first experiment. We conclude that this was a successful exercise in feature engineering.
12.2.1 Receiver operating characteristic

One useful modification of the least squares classifier (12.1) is to skew the decision boundary, by subtracting a constant \( \alpha \) from \( \hat{f}(x) \) before taking the sign:

\[
\hat{f}(x) = \text{sign}(\hat{f}(x) - \alpha).
\]  

The classifier is then

\[
\hat{f}(x) = \begin{cases} 
+1 & \hat{f}(x) \geq \alpha \\
-1 & \hat{f}(x) < \alpha.
\end{cases}
\]

We call \( \alpha \) the decision threshold for the modified classifier. The basic least squares classifier has decision threshold \( \alpha = 0 \).

By choosing \( \alpha \) positive, we make the guess \( \hat{f}(x) = +1 \) less frequently, so the numbers in the first column of the confusion matrix go down, and the numbers in the second column go up (since the sum of the numbers in each row is always the same). This means that choosing \( \alpha \) positive decreases the true positive rate (which is bad), but it also decreases the false positive rate (which is good). Choosing \( \alpha \) negative has the opposite effect, increasing the true positive rate (which is good) and decreasing the false positive rate (which is good). The parameter \( \alpha \) is chosen depending on how much we care about the two competing metrics, in the particular application.

By sweeping \( \alpha \) over a range, we obtain a family of classifiers that vary in their true positive and false positive rates. We can plot the false positive and negative rates, as well as the error rate, as a function of \( \alpha \). A more common way to plot this data has the strange name receiver operating characteristic (ROC). The ROC shows the true positive rate on the vertical axis and false positive rate on the horizontal axis. The name comes from radar systems deployed during World War II, where \( y = +1 \) means that an enemy vehicle (or ship or airplane) is present, and \( \hat{y} = +1 \) means that an enemy vehicle is detected.

**Example.** We examine the skewed threshold least squares classifier (12.3) for the example described above, where we attempt to detect whether or not a handwritten digit is zero. Figure 12.1 shows how the error, true positive, and false positive rates depend on the decision threshold \( \alpha \), for the training set data. We can see that as \( \alpha \) increases, the true positive rate decreases, as does the false positive rate. We can see that for this particular case the total error rate is minimized by choosing \( \alpha = -0.1 \), which gives error rate 1.4%, slightly lower than the basic least squares classifier. The limiting cases when \( \alpha \) is negative enough, or positive enough, are readily understood. When \( \alpha \) is very negative, the prediction is always \( \hat{y} = +1 \); our error rate is then the fraction of the data set with \( y = -1 \). When \( \alpha \) is very positive, the prediction is always \( \hat{y} = -1 \), which gives an error rate equal to the fraction of the data set with \( y = +1 \).

The same information (without the total error rate) is plotted in the traditional ROC curve shown in figure 12.2. The dot shows the basic least squares classifier, with \( \alpha = 0 \). These curves are for the training data; the same curves for the test data look similar, giving us some confidence that our classifiers will have similar performance on new, unseen data.
Figure 12.1 Top. The distribution of the values of $\tilde{f}(x_i)$ used in the Boolean classifier (12.1) for recognizing the digit zero. The interval $[-2.1, 2.1]$ is divided in 100 intervals of equal width. For each interval, the height of the blue rectangle is the fraction of the total number of training examples $x_i$ from class $+1$ (digit zero) that have a value $\tilde{f}(x_i)$ in the interval. The height of the red rectangle is the fraction of the total number of training examples from class $-1$ (digits 1–9) with $\tilde{f}(x_i)$ in the interval. Bottom. True positive, false positive, and total error rate versus decision threshold $\alpha$. 
12.3 Multi-class classifiers

In a multi-class classification problem, we have $K > 2$ possible labels. This is sometimes referred to more compactly as $K$-class classification. (The case $K = 2$ is Boolean classification, discussed above.) For our generic discussion of multi-class classifiers, we will encode the labels as $y = 1, 2, \ldots, K$. In some applications there are more natural encodings; for example, the Likert scale labels Strongly Disagree, Disagree, Neutral, Agree, and Strongly Agree are typically encoded as $-2, -1, 0, 1, 2$, respectively.

A multi-class classifier is a function $\hat{f} : \mathbb{R}^n \to \{1, \ldots, K\}$. Given a feature vector $x$, $\hat{f}(x)$ (which is an integer between 1 and $K$) is our prediction the associated outcome. A multi-class classifier classifies $n$-vectors into those that take on each of the values 1, $\ldots$, $K$.

Examples. Multi-class classifiers are used in many application areas.

- **Handwritten digit classification.** We are given an image of a hand-written digit (and possibly other features generated from the images), and wish to guess which of ten digits it represents. This classifier is used to do automatic (computer-based) reading of handwritten digits.

- **Marketing demographic classification.** Data from purchases made, or web sites visited, is used to train a multi-class classifier for a set of market segments, such as college-educated women aged 25–30, men without college degrees aged 45–55, and so on. This classifier guesses which demographic segment a new customer belongs to, based only on their purchase history. This can be used to select which promotions to offer a customer for whom
we only have purchase data. The classifier is trained using data from known customers.

- **Disease diagnosis.** The labels are a set of diseases (including one label that corresponds to disease-free), and the features are medically relevant values, such as patient attributes and the results of tests. Such a classifier carries out diagnosis (of the diseases corresponding to the labels). The classifier is trained on cases in which a definitive diagnosis has been made.

- **Translation word choice.** A machine translation system translates a word in the source language to one of several possible words in the target language. The label corresponds to a particular choice of translation for the word in the source language. The features contain information about the context around the word, for example, words counts or occurrences in the same paragraph. As an example, the English word ‘bank’ might be translated into another language one way if the word ‘river’ appears nearby, and another way if ‘financial’ or ‘reserves’ appears nearby. The classifier is trained on data taken from translations carried out by (human) experts.

- **Document topic prediction.** Each example corresponds to a document or article, with the feature vector containing word counts or histograms, and the label corresponding to the topic or category, such as Politics, Sports, Entertainment, and so on.

**Prediction errors and confusion matrix.** For a multi-class classifier \( \hat{f} \) and a given data point \((x, y)\), with predicted outcome \( \hat{y} = \hat{f}(x) \), there are \( K^2 \) possibilities, corresponding to the all pairs of values of \( y \), the actual outcome, and \( \hat{y} \), the predicted outcome. For a given data set (training or validation set) with \( N \) elements, the numbers of each of the \( K^2 \) occurrences are arranged into a \( K \times K \) confusion matrix, where \( N_{ij} \) is the number of data points for which \( y = i \) and \( \hat{y} = j \).

The \( K \) diagonal entries \( N_{11}, \ldots, N_{KK} \) correspond to the cases when the prediction is correct; the \( K(K-1) \) off-diagonal entries \( N_{ij}, i \neq j \), correspond to prediction errors. For each \( i \), \( N_{ii} \) is the number of data points with label \( i \) for which we correctly guessed \( \hat{y} = i \). For \( i \neq j \), \( N_{ij} \) is the number of data points for which we have mistaken label \( i \) (its true value) for the label \( j \) (our incorrect guess). For \( K = 2 \) (Boolean classification) there are only two types of prediction errors, false positive and false negative. For \( K > 2 \) the situation is more complicated, since there are many more types of errors a predictor can make. From the entries of the confusion matrix we can derive various measures of the accuracy of the predictions. We let \( N_i \) (with one index) denote the total number of data points for which \( y = i \), \( i.e., \ N_i = N_{i1} + \cdots + N_{iK} \). We have \( N = N_1 + \cdots + N_K \).

The simplest measure is the overall error rate, which is the total number of errors (the sum of all off-diagonal entries in the confusion matrix) divided by the data set size (the sum of all entries in the confusion matrix):

\[
\frac{1}{N} \sum_{i \neq j} N_{ij} = 1 - \frac{1}{N} \sum_i N_{ii}.
\]
This measure implicitly assumes that all errors are equally bad. In many applications this is not the case; for example, some medical mis-diagnoses might be worse for a patient than others.

We can also look at the rate with which we predict each label correctly. The quantity \( N_{ii}/N_i \) is called the true label \( i \) rate. It is the fraction of data points with label \( y = i \) for which we correctly predicted \( \hat{y} = i \). (This reduces to the true positive and true negative rates for Boolean classifiers.)

A simple example, with \( K = 3 \) labels (Dislike, Neutral, and Like), and a total number \( N = 500 \) data points, is shown below.

<table>
<thead>
<tr>
<th>( y )</th>
<th>Dislike</th>
<th>Neutral</th>
<th>Like</th>
</tr>
</thead>
<tbody>
<tr>
<td>Dislike</td>
<td>183</td>
<td>10</td>
<td>5</td>
</tr>
<tr>
<td>Neutral</td>
<td>7</td>
<td>61</td>
<td>8</td>
</tr>
<tr>
<td>Like</td>
<td>3</td>
<td>13</td>
<td>210</td>
</tr>
</tbody>
</table>

Out of 500 data points, 454 (the sum of the diagonal entries) were classified correctly. The remaining 46 data points (the sum of the off-diagonal entries) correspond to the 6 different types of errors. The overall error rate is 46/500 = 9.2%. The true label Dislike rate is 183/(183 + 10 + 5) = 92.4%, i.e., among the data points with label Dislike, we correctly predicted the label on 92.4% of the data. The true label Neutral rate is 61/(7+16+8) = 80.3%, and the true label Like rate is 210/(3+13+210) = 92.9%.

**Least squares multi-class classifier.** The idea behind the least squares Boolean classifier can be extended to handle multi-class classification problems. For each possible label value, we construct a new data set with the Boolean label +1 if the label has the given value, and −1 otherwise. (This is sometimes called a one-versus-others classifier.) From these \( K \) Boolean classifiers we must create a classifier that chooses one of the \( K \) possible labels. We do this by selecting the label for which the least squares regression fit has the highest value, which roughly speaking is the one with the highest level of confidence. Our classifier is then

\[
\hat{f}(x) = \arg\max_{\ell \in \mathcal{L}} \hat{f}^\ell(x),
\]

where \( \hat{f}^\ell \) is the least squares regression model for label \( \ell \) against the others, and \( \mathcal{L} \) is the set of possible labels. The notation argmax means the index of the largest value among the numbers \( \hat{f}^\ell(x) \), for \( \ell \in \mathcal{L} \). Note that \( \hat{f}^\ell(x) \) is the real-valued prediction for the Boolean classifier for class \( \ell \) versus not class \( \ell \); it is not the Boolean classifier, which is \( \text{sign}(\hat{f}^\ell(x)) \).

As an example consider a multi-class classification problem with 3 labels. We construct 3 different least squares classifiers, for 1 versus 2 or 3, for 2 versus 1 or 3, and for 3 versus 1 or 2. Suppose for a given feature vector \( x \), we find that

\[
\hat{f}_1(x) = -0.7, \quad \hat{f}_2(x) = +0.2, \quad \hat{f}_3(x) = +0.8.
\]

We can interpret these numbers as follows. The first classifier is fairly confident that the label is not 1; according the second classifier, the label could be 2, but
it does not have high confidence in this prediction; and finally, the third classifier predicts the label is 3, and moreover has relatively high confidence in this guess. So our final guess is label 3. (This interpretation suggests that if we had to make a second guess, it should be label 2.) Of course here we are anthropomorphizing the individual label classifiers, since they do not have beliefs or levels of confidence in their predictions. But the story is helpful in understanding the motivation behind the classifier above.

Example. We illustrate the least squares multi-class classification method by applying it to the MNIST data set. For each of the ten digits $k = 0, \ldots, 9$ we compute a least squares Boolean classifier 

$$\hat{f}^k(x) = \text{sign}(x^T \beta_k + v_k),$$

to distinguish digit $k$ from the other digits, as discussed above. The ten Boolean classifiers are combined into a multi-class classifier

$$\hat{f}(x) = \arg\max_{k=0,\ldots,9} (x^T \beta_k + v_k).$$

The $10 \times 10$ confusion matrix for the test set is given below.

<table>
<thead>
<tr>
<th>Prediction</th>
<th>0</th>
<th>1</th>
<th>2</th>
<th>3</th>
<th>4</th>
<th>5</th>
<th>6</th>
<th>7</th>
<th>8</th>
<th>9</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>944</td>
<td>0</td>
<td>1</td>
<td>2</td>
<td>2</td>
<td>7</td>
<td>14</td>
<td>2</td>
<td>7</td>
<td>1</td>
<td>980</td>
</tr>
<tr>
<td>1</td>
<td>0</td>
<td>1107</td>
<td>2</td>
<td>2</td>
<td>3</td>
<td>1</td>
<td>5</td>
<td>1</td>
<td>14</td>
<td>0</td>
<td>1135</td>
</tr>
<tr>
<td>2</td>
<td>18</td>
<td>54</td>
<td>813</td>
<td>26</td>
<td>15</td>
<td>0</td>
<td>42</td>
<td>22</td>
<td>37</td>
<td>5</td>
<td>1032</td>
</tr>
<tr>
<td>3</td>
<td>4</td>
<td>17</td>
<td>23</td>
<td>879</td>
<td>6</td>
<td>17</td>
<td>9</td>
<td>21</td>
<td>22</td>
<td>12</td>
<td>1010</td>
</tr>
<tr>
<td>4</td>
<td>0</td>
<td>22</td>
<td>6</td>
<td>1</td>
<td>881</td>
<td>5</td>
<td>10</td>
<td>2</td>
<td>11</td>
<td>44</td>
<td>982</td>
</tr>
<tr>
<td>5</td>
<td>23</td>
<td>18</td>
<td>3</td>
<td>72</td>
<td>24</td>
<td>659</td>
<td>23</td>
<td>14</td>
<td>39</td>
<td>17</td>
<td>892</td>
</tr>
<tr>
<td>6</td>
<td>18</td>
<td>10</td>
<td>9</td>
<td>0</td>
<td>22</td>
<td>17</td>
<td>875</td>
<td>0</td>
<td>7</td>
<td>0</td>
<td>958</td>
</tr>
<tr>
<td>7</td>
<td>5</td>
<td>40</td>
<td>16</td>
<td>6</td>
<td>26</td>
<td>0</td>
<td>1</td>
<td>884</td>
<td>0</td>
<td>50</td>
<td>1028</td>
</tr>
<tr>
<td>8</td>
<td>14</td>
<td>46</td>
<td>11</td>
<td>30</td>
<td>27</td>
<td>40</td>
<td>15</td>
<td>12</td>
<td>759</td>
<td>20</td>
<td>974</td>
</tr>
<tr>
<td>9</td>
<td>15</td>
<td>11</td>
<td>2</td>
<td>17</td>
<td>80</td>
<td>1</td>
<td>1</td>
<td>77</td>
<td>4</td>
<td>801</td>
<td>1009</td>
</tr>
<tr>
<td>All</td>
<td>1041</td>
<td>1325</td>
<td>886</td>
<td>1035</td>
<td>1086</td>
<td>747</td>
<td>995</td>
<td>1035</td>
<td>900</td>
<td>950</td>
<td>10000</td>
</tr>
</tbody>
</table>

The error rate is about 14%. Many of the entries of the confusion matrix make sense. From the first row of the matrix, we see a handwritten 0 was rarely mistakenly classified as a 1, 2, or 9; presumably these digits look different enough that they are easily distinguished. The most common error (80) corresponds to $y = 9$, $\hat{y} = 4$, i.e., mistakenly identifying a handwritten 9 as a 4. This makes sense since these two digits can look very similar.

After adding the 20 new features from the cluster representatives in figure 4.7 the (test set) error is reduced to about 10%, with the following confusion matrix. Since we have (substantially) reduced the error in the test set, we conclude that adding these 20 new features was a successful exercise in feature engineering.
Skewed decisions. In a Boolean classifier we can skew the decision threshold (see §12.2.1) to trade off the true positive and false positive rates. In a $K$-class classifier, an analogous method can be used to trade off the $K$ true label $i$ rates. We apply an offset $\alpha_i$ to $\hat{f}(x)$ before finding the largest value. This gives the predictor

$$\hat{f}(x) = \arg \max_{\ell \in \mathcal{L}} \left( \hat{f}^\ell(x) - \alpha_\ell \right),$$

where $\alpha_i$ are constants chosen to trade off the true label $i$ rates. If we decrease $\alpha_i$, we predict $\hat{f}(x) = i$ more often, so all entries of the $i$th column in the confusion matrix increase. This increases our rate of true positives for label $i$ (since $N_{ii}$ increases), which is good. But it can decrease the true positive rates for the other labels.

<table>
<thead>
<tr>
<th>Digit</th>
<th>0</th>
<th>1</th>
<th>2</th>
<th>3</th>
<th>4</th>
<th>5</th>
<th>6</th>
<th>7</th>
<th>8</th>
<th>9</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>941</td>
<td>0</td>
<td>4</td>
<td>1</td>
<td>1</td>
<td>11</td>
<td>13</td>
<td>1</td>
<td>7</td>
<td>1</td>
<td>980</td>
</tr>
<tr>
<td>1</td>
<td>0</td>
<td>1116</td>
<td>2</td>
<td>2</td>
<td>2</td>
<td>15</td>
<td>0</td>
<td>7</td>
<td>0</td>
<td>1135</td>
<td></td>
</tr>
<tr>
<td>2</td>
<td>11</td>
<td>9</td>
<td>902</td>
<td>19</td>
<td>23</td>
<td>1</td>
<td>11</td>
<td>18</td>
<td>33</td>
<td>5</td>
<td>1032</td>
</tr>
<tr>
<td>3</td>
<td>2</td>
<td>8</td>
<td>24</td>
<td>889</td>
<td>3</td>
<td>18</td>
<td>5</td>
<td>15</td>
<td>33</td>
<td>13</td>
<td>1010</td>
</tr>
<tr>
<td>4</td>
<td>0</td>
<td>8</td>
<td>5</td>
<td>0</td>
<td>891</td>
<td>1</td>
<td>16</td>
<td>2</td>
<td>4</td>
<td>55</td>
<td>982</td>
</tr>
<tr>
<td>5</td>
<td>6</td>
<td>5</td>
<td>2</td>
<td>90</td>
<td>12</td>
<td>715</td>
<td>22</td>
<td>9</td>
<td>19</td>
<td>12</td>
<td>892</td>
</tr>
<tr>
<td>6</td>
<td>10</td>
<td>5</td>
<td>4</td>
<td>0</td>
<td>11</td>
<td>26</td>
<td>901</td>
<td>0</td>
<td>1</td>
<td>0</td>
<td>958</td>
</tr>
<tr>
<td>7</td>
<td>4</td>
<td>31</td>
<td>20</td>
<td>7</td>
<td>13</td>
<td>0</td>
<td>0</td>
<td>910</td>
<td>4</td>
<td>39</td>
<td>1028</td>
</tr>
<tr>
<td>8</td>
<td>11</td>
<td>5</td>
<td>10</td>
<td>20</td>
<td>8</td>
<td>32</td>
<td>12</td>
<td>11</td>
<td>850</td>
<td>15</td>
<td>974</td>
</tr>
<tr>
<td>9</td>
<td>10</td>
<td>10</td>
<td>2</td>
<td>17</td>
<td>58</td>
<td>3</td>
<td>2</td>
<td>35</td>
<td>4</td>
<td>868</td>
<td>1009</td>
</tr>
<tr>
<td>All</td>
<td>995</td>
<td>1197</td>
<td>975</td>
<td>1045</td>
<td>1022</td>
<td>808</td>
<td>987</td>
<td>1001</td>
<td>962</td>
<td>1008</td>
<td>10000</td>
</tr>
</tbody>
</table>
Chapter 13

Multi-objective least squares

In this chapter we consider the problem of choosing a vector that achieves a compromise in making two or more norm squared objectives small. The idea is widely used in data fitting, image reconstruction, control, and other applications.

13.1 Multi-objective least squares

In the basic least squares problem (10.1), we seek the vector $\hat{x}$ that minimizes the single objective function $\|Ax - b\|^2$. In some applications we have multiple objectives, all of which we would like to be small:

$$J_1 = \|A_1 x - b_1\|^2, \ldots, J_k = \|A_k x - b_k\|^2.$$

Here $A_i$ is an $m_i \times n$ matrix, and $b_i$ is an $m_i$-vector. We can use least squares to find the $x$ that makes any one of these objectives as small as possible (provided the associated matrix has linearly independent columns). This will give us (in general) $k$ different least squares approximate solutions. But we seek a single $\hat{x}$ that gives a compromise, and makes them all small, to the extent possible. We call this the multi-objective (or multi-criterion) least squares problem, and refer to $J_1, \ldots, J_k$ as the $k$ objectives.

Multi-objective least squares via weighted sum. A standard method for finding a value of $x$ that gives a compromise in making all the objectives small is to choose $x$ to minimize a weighted sum objective:

$$J = \lambda_1 J_1 + \cdots + \lambda_k J_k = \lambda_1 \|A_1 x - b_1\|^2 + \cdots + \lambda_k \|A_k x - b_k\|^2,$$

where $\lambda_1, \ldots, \lambda_k$ are positive weights, that express our relative desire for the terms to be small. If we choose all $\lambda_i$ to be one, the weighted-sum objective is the sum of the objective terms; we give each of them equal weight. If $\lambda_2$ is twice as large as $\lambda_1$, it means that we attach twice as much weight to the objective $J_2$ as to $J_1$. Roughly speaking, we care twice as strongly that $J_2$ should be small, compared
to our desire that $J_1$ should be small. We will discuss later how to choose these weights.

Scaling all the weights in the weighted-sum objective (13.1) by any positive number is the same as scaling the weighted-sum objective $J$ by the number, which does not change its minimizers. Since we can scale the weights by any positive number, it is common to choose $\lambda_1 = 1$. This makes the first objective term $J_1$ our primary objective; we can interpret the other weights as being relative to the primary objective.

**Weighted sum least squares via stacking.** We can minimize the weighted-sum objective function (13.1) by expressing it as a standard least squares problem. We start by expressing $J$ as the norm-squared of a single vector:

$$ J = \left\| \begin{bmatrix} \sqrt{\lambda_1} (A_1 x - b_1) \\ \vdots \\ \sqrt{\lambda_k} (A_k x - b_k) \end{bmatrix} \right\|^2, $$

where we use $\|(a_1, \ldots, a_k)\|^2 = \|a_1\|^2 + \cdots + \|a_k\|^2$ for any vectors $a_1, \ldots, a_k$. So we have

$$ J = \left\| \begin{bmatrix} \sqrt{\lambda_1} A_1 \\ \vdots \\ \sqrt{\lambda_k} A_k \end{bmatrix} x - \begin{bmatrix} \sqrt{\lambda_1} b_1 \\ \vdots \\ \sqrt{\lambda_k} b_k \end{bmatrix} \right\|^2 = \|\tilde{A}x - \tilde{b}\|^2, $$

where $\tilde{A}$ and $\tilde{b}$ are the matrix and vector

$$ \tilde{A} = \begin{bmatrix} \sqrt{\lambda_1} A_1 \\ \vdots \\ \sqrt{\lambda_k} A_k \end{bmatrix}, \quad \tilde{b} = \begin{bmatrix} \sqrt{\lambda_1} b_1 \\ \vdots \\ \sqrt{\lambda_k} b_k \end{bmatrix}. \quad (13.2) $$

The matrix $\tilde{A}$ is $m \times n$, and the vector $\tilde{b}$ has length $m$, where $m = m_1 + \cdots + m_k$.

We have now reduced the problem of minimizing the weighted-sum least squares objective to a standard least squares problem. Provided the columns of $\tilde{A}$ are linearly independent, the minimizer is unique, and given by

$$ \hat{x} = (\tilde{A}^T \tilde{A})^{-1} \tilde{A}^T \tilde{b} = (\lambda_1 A_1^T A_1 + \cdots + \lambda_k A_k^T A_k)^{-1}(\lambda_1 A_1^T b_1 + \cdots + \lambda_k A_k^T b_k). \quad (13.3) $$

This reduces to our standard formula for the solution of a least squares problem when $k = 1$ and $\lambda_1 = 1$. (In fact, when $k = 1$, $\lambda_1$ does not matter.) We can compute $\hat{x}$ via the QR factorization of $\tilde{A}$.

**Independent columns of stacked matrix.** Our assumption (10.2) that the columns of $\tilde{A}$ in (13.2) are linearly independent is not the same as assuming that each of $A_1, \ldots, A_k$ has linearly independent columns. We can state the condition that $\tilde{A}$ has linearly independent columns as: There is no nonzero vector $x$ that satisfies $A_ix = 0$, $i = 1, \ldots, k$. This implies that if just one of the matrices $A_1, \ldots, A_k$ has linearly independent columns, then $\tilde{A}$ does.
13.1 Multi-objective least squares

The stacked matrix $A$ can have linearly independent columns even when none of the matrices $A_1, \ldots, A_k$ do. This can happen when $m_i < n$ for all $i$, i.e., all $A_i$ are wide. However, we must have $m_1 + \cdots + m_k \geq n$, since $A$ must be tall (or square) for the linearly independent columns assumption to hold.

**Optimal trade-off curve.** We start with the special case of two objectives (also called the bi-criterion problem), and write the weighted-sum objective as

$$J = J_1 + \lambda J_2 = \|A_1 x - b_1\|^2 + \lambda \|A_2 x - b_2\|^2,$$

where $\lambda > 0$ is the relative weight put on the second objective, compared to the first. For small $\lambda$, we care much more about $J_1$ being small than $J_2$ being small; for $\lambda$ large, we care much less about $J_1$ being small than $J_2$ being small.

Let $\hat{x}(\lambda)$ denote the weighted-sum least squares solution $\hat{x}$ as a function of $\lambda$, assuming the stacked matrices have linearly independent columns. These points are called Pareto optimal, which means there is no point $z$ that satisfies

$$\|A_1 z - b_1\|^2 \leq \|A_1 \hat{x}(\lambda) - b_1\|^2, \quad \|A_2 z - b_2\|^2 \leq \|A_2 \hat{x}(\lambda) - b_2\|^2,$$

with one of the inequalities holding strictly. Roughly speaking, there is no point $z$ that is as good as $\hat{x}(\lambda)$ in one of the objectives, and beats it on the other one. To see why this is the case, we note that any such $z$ would have a value of $J$ that is less than that achieved by $\hat{x}(\lambda)$, which minimizes $J$, a contradiction.

We can plot the two objectives $\|A_1 \hat{x}(\lambda) - b_1\|^2$ and $\|A_2 \hat{x}(\lambda) - b_2\|^2$ against each other, as $\lambda$ varies over $(0, \infty)$, to understand the trade-off of the two objectives. This curve is called the optimal trade-off curve of the two objectives. There is no point $z$ that achieves values of $J_1$ and $J_2$ that lies below and to the left of the optimal trade-off curve.

**Simple example.** We consider a simple example with two objectives, with $A_1$ and $A_2$ both $10 \times 5$ matrices. The entries of the weighted least squares solution $\hat{x}(\lambda)$ are plotted against $\lambda$ in figure [13.1]. On the left, where $\lambda$ is small, $\hat{x}(\lambda)$ is very close to the least squares approximate solution for $A_1, b_1$. On the right, where $\lambda$ is large, $\hat{x}(\lambda)$ is very close to the least squares approximate solution for $A_2, b_2$. In between the behavior of $\hat{x}(\lambda)$ is very interesting; for instance, we can see that $\hat{x}(\lambda)$ first increases with increasing $\lambda$ before eventually decreasing.

Figure [13.2] shows the values of the two objectives $J_1$ and $J_2$ versus $\lambda$. As expected, $J_1$ increases as $\lambda$ increases, and $J_2$ decreases as $\lambda$ increases. (It can be shown that this always holds.) Roughly speaking, as $\lambda$ increases we put more emphasis on making $J_2$ small, which comes at the expense of making $J_1$ bigger. The optimal trade-off curve for this bi-criterion problem is plotted in figure [13.3]. The left end-point corresponds to minimizing $\|A_1 x - b_1\|^2$, and the right end-point corresponds to minimizing $\|A_2 x - b_2\|^2$. We can conclude, for example, that there is no vector $z$ that achieves $\|A_1 z - b_1\|^2 \leq 3$ and $\|A_2 z - b_2\|^2 \leq 2$.

The steep slope of the optimal trade-off curve near the left end-point means that we can achieve a substantial reduction in $J_2$ with only a small increase in $J_1$. The small slope of the optimal trade-off curve near the right end-point means that we can achieve a substantial reduction in $J_1$ with only a small increase in $J_2$. This is quite typical, and indeed, is why multi-criterion least squares is useful.
Figure 13.1 Weighted-sum least squares solution $\hat{x}(\lambda)$ as a function of $\lambda$ for a bi-criterion least squares problem with five variables.

Figure 13.2 Objective functions $J_1 = \| A_1 \hat{x}(\lambda) - b_1 \|^2$ (solid line) and $J_2 = \| A_2 \hat{x}(\lambda) - b_2 \|^2$ (dashed line) as functions of $\lambda$ for the bi-criterion problem in figure 13.1.
13.1 Multi-objective least squares

Figure 13.3 Optimal trade-off curve for the bi-criterion least squares problem of figures 13.1 and 13.2.

Optimal trade-off surface. Above we described the case with \( k = 2 \) objectives. When we have more than 2 objectives, the interpretation is similar, although it is harder to plot the objectives, or the values of \( \hat{x} \), versus the weights. For example with \( k = 3 \) objectives, we have two weights, \( \lambda_2 \) and \( \lambda_3 \), which give the relative weight of \( J_2 \) and \( J_3 \) compared to \( J_1 \). Any solution \( \hat{x}(\lambda) \) of the weighted least squares problem is Pareto optimal, which means that there is no point that achieves values of \( J_1, J_2, J_3 \) less than or equal to those obtained by \( \hat{x}(\lambda) \), with strict inequality holding for at least one of them. As the parameters \( \lambda_2 \) and \( \lambda_3 \) vary over \((0, \infty)\), the values of \( J_1, J_2, J_3 \) sweep out the optimal trade-off surface.

Using multi-objective least squares. In the rest of this chapter we will see several specific applications of multi-objective least squares. Here we give some general remarks on how it is used in applications.

First we identify a primary objective \( J_1 \) that we would like to be small. The objective \( J_1 \) is typically the one that would be used in an ordinary single-objective least squares approach, such as the mean square error of a model on some training data, or the mean-square deviation from some target or goal.

We also identify one or more secondary objectives \( J_2, J_3, \ldots, J_k \), that we would also like to be small. These secondary objectives are typically generic ones, like the desire that some parameters be ‘small’ or ‘smooth’, or close to some previous or prior value. In estimation applications these secondary objectives typically correspond to some kind of prior knowledge or assumption about the vector \( x \) that we seek. We wish to minimize our primary objective, but are willing to accept an increase in it, if this gives a sufficient decrease in the secondary objectives.

The weights are treated like ‘knobs’ in our method, that we change (‘turn’ or ‘tune’ or ‘tweak’) to achieve a value of \( \hat{x} \) that we like (or can live with). For given
candidate values of $\lambda$ we evaluate the objectives; if we decide that $J_2$ is larger than we would like, but we can tolerate a somewhat larger $J_3$, then we increase $\lambda_2$ and decrease $\lambda_3$, and find $\hat{x}$ and the associated values of $J_1$, $J_2$, $J_3$ using the new weights. This is repeated until a reasonable trade-off among them has been obtained. In some cases we can be principled in how we adjust the weights; for example, in data fitting, we can use validation to help guide us in the choice of the weights. In many other applications, it comes down to (application-specific) judgment or even taste.

The additional terms $\lambda_2 J_2$, $\ldots$, $\lambda_k J_k$ that we add to the primary objective $J_1$, are sometimes called regularization (terms). The secondary objectives are the sometimes described by name, as in ‘least squares fitting with smoothness regularization’.

### 13.2 Control

In control applications, the goal is to decide on a set of actions or inputs, specified by an $n$-vector $x$, that achieve some goals. The actions result in some outputs or effects, given by an $m$-vector $y$. We consider here the case when the inputs and outputs are related by an affine model

$$y = Ax + b.$$ 

The $m \times n$ matrix $A$ and $m$-vector $b$ characterize the input-output mapping of the system. The model parameters $A$ and $b$ are found from analytical models, experiments, computer simulations, or fit to past (observed) data. Typically the input or action $x = 0$ has some special meaning. The $m$-vector $b$ gives the output when the input is zero. In many cases the vectors $x$ and $y$ represent deviations of the inputs and outputs from some standard values.

We typically have a desired or target output, denoted by the $m$-vector $y^{\text{des}}$. The primary objective is

$$J_1 = \|Ax + b - y^{\text{des}}\|^2,$$ 

the norm squared deviation of the output from the desired output. The main objective is to choose an action $x$ so that the output is as close as possible to the desired value.

There are many possible secondary objectives. The simplest one is the norm squared value of the input, $J_2 = \|x\|^2$, so the problem is to optimally trade off missing the target output (measured by $\|y - y^{\text{des}}\|^2$), and keeping the input small (measured by $\|x\|^2$).

Another common secondary objective has the form $J_2 = \|x - x^{\text{nom}}\|^2$, where $x^{\text{nom}}$ is a nominal or standard value for the input. In this case the secondary objective is to keep the input close to the nominal value. This objective is sometimes used when $x$ represents a new choice for the input, and $x^{\text{nom}}$ is the current value. In this case the goal is to get the output near its target, while not changing the input much from its current value.
Control of heating and cooling. As an example, $x$ could give the vector of $n$ heating (or cooling) power levels in a commercial building with $n$ air handling units (with $x_i > 0$ meaning heating and $x_i < 0$ meaning cooling) and $y$ could represent the resulting temperature at $m$ locations in the building. The matrix $A$ captures the effect of each of $n$ heating/cooling units on the temperatures in the building at each of $m$ locations; the vector $b$ gives the temperatures at the $m$ locations when no heating or cooling is applied. The desired or target output might be $y^{\text{des}} = T^{\text{des}}1$, assuming the target temperature is the same at all locations. The primary objective $\|y - y^{\text{des}}\|^2$ is the sum of squares of the deviations of the location temperatures from the target temperature. The secondary objective $J_2 = \|x\|^2$, the norm squared of the vector of heating/cooling powers, would be reasonable, since it is at least roughly related to the energy cost of the heating and cooling.

We find tentative choices of the input by minimizing $J_1 + \lambda_2 J_2$ for various values of $\lambda_2$. If for the current value of $\lambda_2$ the heating/cooling powers are larger than we’d like, we increase $\lambda_2$ and re-compute $\hat{x}$.

Dynamics. The system can also be dynamic, meaning that we take into account time variation of the input and output. In the simplest case $x$ is the time series of a scalar input, so $x_i$ is the action taken in period $i$, and $y_i$ is the (scalar) output in period $i$. In this setting, $y^{\text{des}}$ is a desired trajectory for the output. A very common model for modeling dynamic systems, with $x$ and $y$ representing scalar input and output time series, is a convolution: $y = h * x$. In this case, $A$ is Toeplitz, and $b$ represents a time series, which is that the output would be with $x = 0$.

As a typical example in this category, the input $x_i$ can represent the torque applied to the drive wheels of a locomotive (say, over 1 second intervals), and $y_i$ is the locomotive speed.

In addition to the usual secondary objective $J_2 = \|x\|^2$, it is common to have an objective that the input should be smooth, i.e., not vary too rapidly over time. This is achieved with the objective $\|Dx\|^2$, where $D$ is the $(n-1) \times n$ first difference matrix

$$D = \begin{bmatrix} -1 & 1 & 0 & \cdots & 0 & 0 & 0 \\ 0 & -1 & 1 & \cdots & 0 & 0 & 0 \\ \vdots & \vdots & \vdots & \vdots & \vdots & \vdots & \vdots \\ 0 & 0 & 0 & \cdots & -1 & 1 & 0 \\ 0 & 0 & 0 & \cdots & 0 & -1 & 1 \end{bmatrix}. \quad (13.4)$$

In §14.4 we will see another way to carry out control with a dynamic system.

### 13.3 Estimation and inversion

In the broad application area of *estimation* (also called *inversion*), the goal is to estimate a set of $n$ values (also called parameters), the entries of the $n$-vector $x$. We are given a set of $m$ measurements, the entries of an $m$-vector $y$. The parameters and measurements are related by

$$y = Ax + v,$$
where \( A \) is a known \( m \times n \) matrix, and \( v \) is an unknown \( m \)-vector. The matrix \( A \) describes how the measured values (i.e., \( y_i \)) depend on the unknown parameters (i.e., \( x_j \)). The \( m \)-vector \( v \) is the measurement error or measurement noise, and is unknown but presumed to be small. The estimation problem is to make a sensible guess as to what \( x \) is, given \( y \) (and \( A \)), and prior knowledge about \( x \).

If the measurement noise were zero, and \( A \) has linearly independent columns, we could recover \( x \) exactly, using \( x = A^\dagger y \). (This is called exact inversion.) Our job here is to guess \( x \), even when these strong assumptions do not hold. Of course we cannot expect to find \( x \) exactly, when the measurement noise is nonzero, or when \( A \) does not have linearly independent columns. This is called approximate inversion, or in some contexts, just inversion.

The matrix \( A \) can be wide, square, or tall; the same methods are used to estimate \( x \) in all three cases. When \( A \) is wide, we would not have enough measurements to determine \( x \) from \( y \), even without the noise (i.e., with \( v = 0 \)). In this case we have to also rely on our prior information about \( x \) to make a reasonable guess. When \( A \) is square or tall, we would have enough measurements to determine \( x \), if there were no noise present. Even in this case, judicious use of multiple-objective least squares can incorporate our prior knowledge in the estimation, and yield far better results.

If we guess that \( x \) has the value \( \hat{x} \), then we are implicitly making the guess that \( v \) has the value \( y - A\hat{x} \). If we assume that smaller values of \( v \) (measured by \( \|v\| \)) are more plausible than larger values, then a sensible choice for \( \hat{x} \) is the least squares approximate solution, which minimizes \( \|Ax - y\|^2 \). We will take this as our primary objective.

Our prior information about \( x \) enters in one or more secondary objectives. Simple examples are listed below.

- \( \|x\|^2 \): \( x \) should be small. This corresponds to the (prior) assumption that \( x \) is more likely to be small than large.
- \( \|x - x_{\mathrm{prior}}\|^2 \): \( x \) should be near \( x_{\mathrm{prior}} \). This corresponds to the assumption that \( x \) is near some known vector \( x_{\mathrm{prior}} \).
- \( \|Dx\|^2 \), where \( D \) is the first difference matrix \( \begin{bmatrix} 1 & -1 & 0 & \cdots & 0 \\ 0 & 1 & -1 & \cdots & 0 \\ \vdots & \vdots & \ddots & \ddots & \vdots \\ 0 & 0 & \cdots & 1 & -1 \end{bmatrix} \) (13.4). This corresponds to the assumption that \( x \) should smooth, i.e., \( x_{i+1} \) should be near \( x_i \).

We will see other regularizers below.

Finally, we will choose our estimate \( \hat{x} \) by minimizing

\[
\|Ax - y\|^2 + \lambda_2 J_2(x) + \cdots + \lambda_p J_p(x),
\]

where \( \lambda_i > 0 \) are weights, and \( J_2, \ldots, J_p \) are the regularization terms.

**Tikhonov regularized inversion.** Choosing \( \hat{x} \) to minimize

\[
\|Ax - y\|^2 + \lambda \|x\|^2
\]

for some choice of \( \lambda > 0 \) is called Tikhonov regularized inversion. Here we seek a guess \( \hat{x} \) that is consistent with the measurements (i.e., \( \|A\hat{x} - y\|^2 \) is small), but not too big. The stacked matrix in this case always has linearly independent columns, without any assumption about \( A \), which can have any dimensions, and need not have linearly independent columns.
Equalization. The vector $x$ represents a transmitted signal or message, consisting of $n$ real values. The matrix $A$ represents the mapping from the transmitted signal to what is received (called the channel): $y = Ax + v$ includes noise as well as the action of the channel. Guessing what $x$ is, given $y$, can be thought of as un-doing the effects of the channel. In this context, estimation is called equalization.

Tomography. The vector $x$ represents the values of some quantity of interest (such as density) in $n$ voxels (or pixels) over a 3-D (or 2-D) region. The entries of the vector $y$ are noisy measurements of the integral of the quantity over $m$ lines that pass through the region. The matrix $A$ relates the voxel values to the (noise-free) line integrals; specifically, $A_{ij}$ is the length of the intersection of line $i$ and voxel $j$. (This is zero if line $i$ does not intersect voxel $j$.) The objective term $\|Ax - y\|^2$ is the sum of squares of the residual between the predicted (noise-free) line integrals $Ax$ and the actual measured line integrals $y$. The regularization terms capture prior information or assumptions about the voxels values, for example, that they vary smoothly over the region. A simple regularizer is the Laplacian, the sum of the squares of the differences of voxel values from their neighbors. This has the form $\|Dx\|^2$, where $D$ is a $p \times n$ matrix that maps the $n$ voxel values to the $p$ differences of voxel neighbor values. (The dimension $p$ is around $3n$.)

A familiar application is the computer-aided tomography (CAT) scan used in medicine. In this application, beams of X-rays are sent through a patient, and an array of detectors measure the intensity of the beams after passing through the patient. These intensity measurements are related to the integral of the X-ray absorption along the beam. Tomography is also used in applications such as manufacturing, to assess internal damage or certify quality of a welded joint.

Estimating a periodic time series. Suppose that the $T$-vector $y$ is a (measured) time series, that we believe is a noisy version of a periodic time series, i.e., one that repeats itself every $P$ periods. We might also know or assume that the periodic time series is smooth, i.e., its adjacent values are not too far apart.

Periodicity arises in many time series. For example, we would expect a time series of hourly temperature at some location to approximately repeat itself every 24 hours, or the monthly snowfall in some region to approximately repeat itself every 12 months. (Periodicity with a 24 hour period is called diurnal; periodicity with a yearly period is called seasonal or annual.) As another example, we might expect daily total sales at a restaurant to approximately repeat itself weekly. The goal is to get an estimate of Tuesday’s total sales, given some historical daily sales data.

The periodic time series will be represented by a $P$-vector $x$, which gives its values over one period. It corresponds to the full time series

$$\hat{y} = (x, x, \ldots, x)$$

which just repeats $x$, where we assume here for simplicity that $T$ is a multiple of $P$. (If this is not the case, the last $x$ is replaced with a slice of the form $x_{1:k}$.) We
can express \( \hat{y} \) as \( \hat{y} = Ax \), where \( A \) is the \( T \times P \) selector matrix

\[
A = \begin{bmatrix}
I \\
\vdots \\
I
\end{bmatrix}.
\]

Our total square estimation error is \( \|Ax - y\|^2 \).

We can minimize this objective analytically. The solution \( \hat{x} \) is found by averaging the values of \( y \) associated with the different entries in \( x \). For example, we estimate Tuesday sales by averaging all the entries in \( y \) that correspond to Tuesdays. This simple averaging works well if we have many periods worth of data, i.e., if \( T/S \) is large.

A more sophisticated estimate can be found by adding regularization for \( x \) to be smooth, based on the assumption that \( x_1 \approx x_2, \ldots, x_{P-1} \approx x_P, x_P \approx x_1 \).

(Note that we include the ‘wrap-around’ pair \( x_P \) and \( x_1 \) here.) We measure non-smoothness as \( \|D_{\text{circ}}x\|^2 \), where \( D_{\text{circ}} \) is the \( P \times P \) circular difference matrix

\[
D_{\text{circ}} = \begin{bmatrix}
-1 & 1 & 0 & \cdots & 0 & 0 & 0 \\
0 & -1 & 1 & \cdots & 0 & 0 & 0 \\
\vdots & \vdots & \vdots & \ddots & \vdots & \vdots & \vdots \\
0 & 0 & 0 & \cdots & -1 & 1 & 0 \\
0 & 0 & 0 & \cdots & 0 & -1 & 1 \\
1 & 0 & 0 & \cdots & 0 & 0 & -1
\end{bmatrix}.
\]

We estimate the periodic time series by minimizing \( \|Ax - y\|^2 + \lambda \|D_{\text{circ}}x\|^2 \). For \( \lambda = 0 \) we recover the simple averaging mentioned above; as \( \lambda \) gets bigger, the estimated signal becomes smoother, ultimately converging to a constant (which is the mean of the original time series data).

The time series \( A\hat{x} \) is called the extracted seasonal component of the given time series data \( y \) (assuming we are considering yearly variation). Subtracting this from the original data yields the time series \( y - A\hat{x} \), which is called the seasonally adjusted time series.

The parameter \( \lambda \) can be chosen using validation. This can be done by selecting a time interval over which to build the estimate, and another one to validate it. For example, with 4 years of data, we might train our model on the first 3 years of data, and test it on the last year of data.

**Image de-blurring.** The vector \( x \) is an image, and the matrix \( A \) gives blurring, so \( y = Ax + v \) is a blurred, noisy image. Our prior information about \( x \) is that it is smooth; neighboring pixels values are not very different from each other. Estimation is the problem of guessing what \( x \) is, and is called de-blurring.

In least squares image deblurring we form an estimate \( \hat{x} \) by minimizing a cost function of the form

\[
\|Ax - y\|^2 + \lambda (\|D_hx\|^2 + \|D_vx\|^2).
\]  \( (13.5) \)
Here $D_v$ and $D_h$ represent vertical and horizontal differencing operations, and the role of the second term in the weighted sum is to penalize non-smoothness in the reconstructed image. Specifically, suppose the vector $x$ has length $MN$ and contains the pixel intensities of an $M \times N$ image $X$ stored column-wise. Let $D_h$ be the $(N-1)M$ matrix

$$D_h = \begin{bmatrix}
I & -I & 0 & \cdots & 0 & 0 & 0 \\
0 & I & -I & \cdots & 0 & 0 & 0 \\
\vdots & \vdots & \vdots & \ddots & \vdots & \vdots & \vdots \\
0 & 0 & 0 & \cdots & I & -I & 0 \\
0 & 0 & 0 & \cdots & 0 & I & -I
\end{bmatrix},$$

where all blocks have size $M \times M$, and let $D_v$ be the $(M-1)N$ matrix

$$D_v = \begin{bmatrix}
D_0 & 0 & \cdots & 0 \\
0 & D & \cdots & 0 \\
\vdots & \vdots & \ddots & \vdots \\
0 & 0 & \cdots & D
\end{bmatrix},$$

where each of the $N$ diagonal blocks $D$ is an $(M-1) \times M$ difference matrix

$$D = \begin{bmatrix}
1 & -1 & 0 & \cdots & 0 & 0 & 0 \\
0 & 1 & -1 & \cdots & 0 & 0 & 0 \\
\vdots & \vdots & \vdots & \ddots & \vdots & \vdots & \vdots \\
0 & 0 & 0 & \cdots & 1 & -1 & 0 \\
0 & 0 & 0 & \cdots & 0 & 1 & -1
\end{bmatrix}.$$

With these definitions the penalty term in (13.5) is the sum of squared differences of intensities at adjacent pixels in a row or column:

$$\|D_hx\|^2 + \|D_vx\|^2 = \sum_{i=1}^{M} \sum_{j=1}^{N-1} (X_{ij} - X_{i,j+1})^2 + \sum_{i=1}^{M-1} \sum_{j=1}^{N} (X_{ij} - X_{i+1,j})^2.$$

In figures 13.4 and 13.5 we illustrate this method for an image of size $512 \times 512$. The blurred, noisy image is shown in the left part of figure 13.4. Figure 13.5 shows the estimates $\hat{x}$, obtained by minimizing (13.5), for four different values of the parameter $\lambda$. The best result (in this case, judged by eye) is obtained for $\lambda$ around 0.007 and is shown on the right in figure 13.4.

### 13.4 Regularized data fitting

We consider least squares data fitting, as described in chapter 11. In §11.2 we considered the issue of over-fitting, where the model performs poorly on new, unseen data, which occurs when the model is too complicated for the given data set. The
Figure 13.4 Left: Blurred, noisy image. Right: Result of regularized least squares deblurring with $\lambda = 0.007$.

Figure 13.5 Deblurred images for $\lambda = 10^{-6}, 10^{-4}, 10^{-2}, 1$. 
13.4 Regularized data fitting

remedy is to keep the model simple, e.g., by fitting with a polynomial of not too high a degree.

Regularization is another way to avoid over-fitting, different from simply choosing a model that is simple (i.e., does not have too many basis functions). Regularization is also called de-tuning, shrinkage, or ridge regression, for reasons we will explain below.

To motivate regularization, consider the model

\[ \hat{f}(x) = \theta_1 f_1(x) + \cdots + \theta_p f_p(x). \]

We can interpret \( \theta_i \) as the amount by which our prediction depends on \( f_i(x) \), so if \( \theta_i \) is large, our prediction will be very sensitive to changes or variations in the value of \( f_i(x) \), such as those we might expect in new, unseen data. This suggests that we should prefer that \( \theta_i \) be small, so our model is not too sensitive. There is one exception here: if \( \theta_i(x) \) is constant (for example, the number one), then we should not worry about the size of \( \theta_i \), since \( f_i(x) \) never varies. But we would like all the others to be small, if possible.

This suggests the bi-criterion least squares problem with primary objective \( \| A \theta - y \|_2^2 \), the sum of squares of the prediction errors, and secondary objective \( \| \theta_{2:p} \|_2^2 \), assuming that \( f_1 \) is the constant function one. Thus we should minimize

\[ \| A \theta - y \|_2^2 + \lambda \| \theta_{2:p} \|_2^2, \]

where \( \lambda > 0 \) is called the regularization parameter.

For the regression model, this weighted objective can be expressed as

\[ \| X^T \beta + v \mathbf{1} - y \|_2^2 + \lambda \| \beta \|_2^2. \]

Here we penalize \( \beta \) being large (because this leads to sensitivity of the model), but not the offset \( v \). Choosing \( \beta \) to minimize this weighted objective is called ridge regression.

**Effect of regularization.** The effect of the regularization is to accept a worse value of sum square fit (\( \| A \theta - y \|_2^2 \)) in return for a smaller value of \( \| \theta_{2:p} \|_2^2 \), which measures the size of the parameters (except \( \theta_1 \), which is associated with the constant basis function). This explains the name shrinkage: The parameters are smaller than they would be without regularization, i.e., they are shrunk. The term de-tuned suggests that with regularization, the model is not excessively ‘tuned’ to the training data (which would lead to over-fit).

**Regularization path.** We get a different model for every choice of \( \lambda \). The way the parameters change with \( \lambda \) is called the regularization path. When \( p \) is small enough (say, less than 15 or so) the parameter values can be plotted, with \( \lambda \) on the horizontal axis. Usually only 30 or 50 values of \( \lambda \) are considered, typically spaced logarithmically over a large range.

An appropriate value of \( \lambda \) can be chosen via out-of-sample or cross validation. As \( \lambda \) increases, the RMS fit on the training data worsens (increases). But (as with model order) the test set RMS prediction error typically decreases as \( \lambda \) increases,
and then, when $\lambda$ gets too big, it increases. A good choice of regularization parameter is one which approximately minimizes the test set RMS prediction error. When a range of values of $\lambda$ approximately minimize the RMS error, common practice is to take the largest value of $\lambda$. The idea here is to use the model of minimum sensitivity, as measured by $\|\beta\|^2$, among those that make good predictions on the test set.

**Linear independence of columns.** One side benefit of adding regularization to the basic least squares data fitting method is that the columns of the associated stacked matrix are *always linearly independent*, even if the columns of the matrix $A$ are not. To see this, suppose that

$$\begin{bmatrix} A \\ \sqrt{\lambda} B \end{bmatrix} x = 0,$$

where $B$ is the $(p - 1) \times p$ selector matrix

$$B = (e^T_2, \ldots, e^T_p),$$

so $B\theta = \theta_{2p}$. From the last $p - 1$ entries in the equation above, we get $\sqrt{\lambda} x_i = 0$ for $i = 2, \ldots, p$, which implies that $x_2 = \cdots = x_p = 0$. Using these values of $x_2$, $\ldots, x_p$, and the fact that the first column of $A$ is $1$, the top $m$ equations become $1x_1 = 0$, and we conclude that $x_1 = 0$ as well. So the columns of the stacked matrix are always linearly independent.

**Least squares classification.** In §12.1 we described Boolean and multi-class classifiers based on least squares data fitting. In this and the following paragraphs we examine the effect of adding regularization to the least squares problems used to compute the coefficients of the classifier. We again use the MNIST data set.

We first consider classifiers based on the basic 784 features (the $28 \times 28$ pixel intensities). As in §12.1, the $k$th classifier, used to distinguish digit $k$ from the other digits, has the form $\hat{f}^k(x) = \text{sign}(x^T \beta_k + v_k)$. However, now the coefficients $v_k, \beta_k$ are computed by solving a regularized least squares problem

$$\minimize \sum_{i=1}^N (x_i^T \beta_k + v_k - y_{ik})^2 + \lambda \|\beta_k\|^2. \quad (13.6)$$

Here $y_{ik} = 1$ if training example $x_i$ is an image of digit $k$ and $y_{ik} = -1$ otherwise. We then use the 10 binary classifiers to define a multi-class classifier $\hat{f}(x) = \arg\max_{k=0,\ldots,9} (x^T \beta_k + v_k)$. Not that we use same value of the regularization parameter $\lambda$ in each of the 10 binary classifiers.

Figure 13.6 shows the classification error (percentage of miss-classified digits) for the training set and test set versus $\lambda$. The classification errors are roughly the same and about 14% for $\lambda \leq 10^3$. With $\lambda = 1000$ the classification error on the test set is 13.5%, only slightly better than the classification error for $\lambda = 0$. The confusion matrix for this classifier is given below. This classifier can be considered a slightly better choice than the one without regularization, since it achieves slightly better error rate on the test set, and has coefficients that are smaller, meaning it is less sensitive to feature values.
13.4 Regularized data fitting

Figure 13.6 Multiclass classification error in percent versus $\lambda$.

<table>
<thead>
<tr>
<th>Digit</th>
<th>0</th>
<th>1</th>
<th>2</th>
<th>3</th>
<th>4</th>
<th>5</th>
<th>6</th>
<th>7</th>
<th>8</th>
<th>9</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>940</td>
<td>0</td>
<td>1</td>
<td>2</td>
<td>1</td>
<td>9</td>
<td>18</td>
<td>1</td>
<td>7</td>
<td>1</td>
<td>980</td>
</tr>
<tr>
<td>1</td>
<td>0</td>
<td>1106</td>
<td>2</td>
<td>2</td>
<td>2</td>
<td>1</td>
<td>5</td>
<td>1</td>
<td>16</td>
<td>0</td>
<td>1135</td>
</tr>
<tr>
<td>2</td>
<td>17</td>
<td>64</td>
<td>829</td>
<td>19</td>
<td>14</td>
<td>0</td>
<td>23</td>
<td>25</td>
<td>36</td>
<td>5</td>
<td>1032</td>
</tr>
<tr>
<td>3</td>
<td>5</td>
<td>18</td>
<td>24</td>
<td>885</td>
<td>5</td>
<td>13</td>
<td>9</td>
<td>22</td>
<td>19</td>
<td>10</td>
<td>1010</td>
</tr>
<tr>
<td>4</td>
<td>1</td>
<td>21</td>
<td>6</td>
<td>0</td>
<td>885</td>
<td>2</td>
<td>10</td>
<td>1</td>
<td>11</td>
<td>45</td>
<td>982</td>
</tr>
<tr>
<td>5</td>
<td>21</td>
<td>16</td>
<td>4</td>
<td>85</td>
<td>28</td>
<td>636</td>
<td>24</td>
<td>20</td>
<td>39</td>
<td>19</td>
<td>892</td>
</tr>
<tr>
<td>6</td>
<td>15</td>
<td>11</td>
<td>4</td>
<td>0</td>
<td>17</td>
<td>16</td>
<td>890</td>
<td>0</td>
<td>5</td>
<td>0</td>
<td>958</td>
</tr>
<tr>
<td>7</td>
<td>5</td>
<td>44</td>
<td>16</td>
<td>5</td>
<td>18</td>
<td>0</td>
<td>1</td>
<td>897</td>
<td>0</td>
<td>42</td>
<td>1028</td>
</tr>
<tr>
<td>8</td>
<td>13</td>
<td>53</td>
<td>9</td>
<td>32</td>
<td>25</td>
<td>27</td>
<td>19</td>
<td>14</td>
<td>763</td>
<td>19</td>
<td>974</td>
</tr>
<tr>
<td>9</td>
<td>19</td>
<td>13</td>
<td>3</td>
<td>13</td>
<td>67</td>
<td>3</td>
<td>1</td>
<td>63</td>
<td>6</td>
<td>821</td>
<td>1009</td>
</tr>
<tr>
<td>All</td>
<td>1036</td>
<td>1346</td>
<td>898</td>
<td>1043</td>
<td>1062</td>
<td>707</td>
<td>1000</td>
<td>1044</td>
<td>902</td>
<td>962</td>
<td>10000</td>
</tr>
</tbody>
</table>

Least squares classification with randomly generated features. Next we revisit the handwritten digit recognition problem of the previous section. We expand the original set of 784 features with 1000 extra features, calculated as follows. We generate 1000 vectors and scalars $r_j \in \mathbb{R}^{784}$, $s_j \in \mathbb{R}$, with randomly generated entries $\pm 1$, and use them to define nonlinear basis functions $\max\{0, r_j^T x + d_j\}$. The extended feature vectors therefore have length 1784. We now repeat the classification experiment and compute Boolean classifiers by solving (13.6). Figure 13.7 shows the total classification error versus the regularization parameter $\lambda$ for the training and test sets. The error on the test set shows a shallow minimum of 5.1% around $\lambda = 1$. This is very considerable improvement in classification error, so this is another example of a successful exercise in feature engineering. The confusion matrix for this classifier is given below.
Least squares classification with polynomial features. The third experiment illustrates the benefits of adding nonlinear basis functions. We take a multi-class classifier of the form

\[
\hat{f}(x) = \arg\max_{k=0,\ldots,9} (f(x)^T \beta_k + v_k)
\]

where the functions \(\hat{f}^k(x) = f(x)^T \beta_k + v_k\) are cubic polynomials of the elements of \(x\), and \(f(x)\) is a vector of linear, quadratic, and cubic basis functions. The coefficients \(\beta_k, v_k\) are defined as the solutions of the regularized least squares
13.4 Regularized data fitting

Figure 13.8 Multiclass classification error in percent versus $\lambda$, after addition of quadratic and cubic interaction features. The training set contains 10000 examples.

The classification error for this method applied to a training set of 10000 images of the MNIST data set. We note that, although the training set is smaller than in the previous two experiments, the classifier is more accurate. The error on the training set is zero for $\lambda$ below $10^3$. The error on the test set is about 3% for $\lambda = 10^4$. In this case, we have reduced the error rate by a factor of around 5 compared to the simple regression-based classifier, so this too is a successful exercise in feature engineering. The confusion matrix for this classifier is given below.
You could reasonably wonder how much performance improvement is possible for this example, using feature engineering. For the digit data set, humans have an error rate around 2% (with the true digits verified by checking actual addresses, zip codes, and so on). Further feature engineering (i.e., introducing even more additional features) brings the error rate down well below 2%, i.e., well below the ability of humans to read digits correctly. This should give you some idea of how powerful the ideas in this book are.

### 13.5 Complexity

In the general case we can minimize the weighted sum objective \( J \) by creating the stacked matrix and vector \( \tilde{A} \) and \( \tilde{b} \) in \( \text{(13.2)} \), and then using the QR factorization to solve the resulting least squares problem. The computational cost of this method is order \( mn^2 \) flops, where \( m = m_1 + \cdots + m_k \) is the sum of heights of the matrices \( A_1, \ldots, A_k \).

#### The kernel trick.

When the objectives have a special form we can sometimes solve the problem more efficiently. We focus here on one case that arises in many applications:

\[
J = \|Ax - b\|^2 + \lambda\|x - x_{\text{des}}\|^2,
\]

where the \( m \times n \) matrix \( A \) is wide, i.e., \( m < n \), and \( \lambda > 0 \). (Here we drop the subscript on \( A, b, \) and \( m \) since we have only one matrix in this problem.) The associated \( (m + n) \times n \) stacked matrix (see \( \text{(13.2)} \))

\[
\tilde{A} = \begin{bmatrix}
A \\
\sqrt{\lambda}I
\end{bmatrix}
\]

always has linearly independent columns. Using the QR factorization to solve the stacked least squares problem requires order \( (m + n)n^2 \) flops, which grows like \( n^3 \). We will show now how this special problem can be solved far more efficiently when
13.5 Complexity

$m$ is much smaller than $n$, using something called the kernel trick. Recall that the minimizer of $J$ is given by (see (13.3))

\[
\hat{x} = (A^T A + \lambda I)^{-1} (A^T b + \lambda x^{\text{des}}) \\
= (A^T A + \lambda I)^{-1} (A^T b + (\lambda I + A^T A)x^{\text{des}} - (A^T A)x^{\text{des}}) \\
= (A^T A + \lambda I)^{-1} A^T (b - Ax^{\text{des}}) + x^{\text{des}}.
\]

The matrix inverse here has size $n \times n$.

We will use the identity

\[
(A^T A + \lambda I)^{-1} A^T = A^T (A A^T + \lambda I)^{-1}
\]

which holds for any matrix $A$ and any $\lambda > 0$. Note that the left-hand side of the identity involves the inverse of an $n \times n$ matrix, whereas the right-hand side involves the inverse of a (smaller) $m \times m$ matrix.

To show the identity (13.7), we first observe that the matrices $A^T A + \lambda I$ and $A A^T + \lambda I$ are invertible. We start with the equation

\[
A^T (A A^T + \lambda I) = (A^T A + \lambda I) A^T,
\]

and multiply each side by $(A^T A + \lambda I)^{-1}$ on the left and $(A A^T + \lambda I)^{-1}$ on the right, which yields the identity above.

Using (13.7) we can express the minimizer of $J$ as

\[
\hat{x} = A^T (A A^T + \lambda I)^{-1} (b - Ax^{\text{des}}) + x^{\text{des}}.
\]

We can compute the term $(A A^T + \lambda I)^{-1} (b - Ax^{\text{des}})$ by computing the QR factorization of the $(m + n) \times m$ matrix

\[
\tilde{A} = \begin{bmatrix} A^T \\ \sqrt{\lambda} I \end{bmatrix},
\]

which has a cost of $(m + n) m^2$ flops. The other operations involve matrix-vector products and have order (at most) $mn$ flops, so we can use this method to compute $\hat{x}$ in order $(m + n) m^2$ flops. This complexity grows only linearly in $n$. 
Chapter 14

Constrained least squares

In this chapter we discuss a useful extension of the least squares problem that includes linear equality constraints. Like least squares problems, the solution of constrained least squares problems can be reduced to a set of linear equations, and can be computed using the QR factorization. We describe some applications.

14.1 Least squares with equality constraints

In the basic least squares problem, we seek $x$ that minimizes the objective function $\|Ax - b\|^2$. We now add constraints to this problem, by insisting that $x$ satisfy the linear equations $Cx = d$, where the matrix $C$ and the vector $d$ are given. The linearly constrained least squares problem (or just, constrained least squares problem) is written as

$$\begin{align*}
\text{minimize} & \quad \|Ax - b\|^2 \\
\text{subject to} & \quad Cx = d.
\end{align*}$$

(14.1)

Here $x$, the variable to be found, is an $n$-vector. The problem data (which are given) are the $m \times n$ matrix $A$, the $m$-vector $b$, the $p \times n$ matrix $C$, and the $p$-vector $d$.

We refer to the function $\|Ax - b\|^2$ as the objective of the problem, and the set of $p$ linear equality constraints $Cx = d$ as the constraints of the problem. An $n$-vector $x$ is called feasible (for the problem (14.1)) if it satisfies the constraints, i.e., $Cx = d$. An $n$-vector $\hat{x}$ is called an optimal point or solution of the optimization problem (14.1) if it is feasible, and if $\|A\hat{x} - b\|^2 \leq \|Ax - b\|^2$ holds for any feasible $x$. In other words, $\hat{x}$ solves the problem (14.1) if it is feasible and has the smallest possible value of the objective function among all feasible vectors.

The constrained least squares problem combines the problems of solving a set of linear equations (find $x$ that satisfies $Cx = d$) with the least squares problem (find $x$ that minimizes $\|Ax - b\|^2$). Indeed each of these problems can be considered a special case of the constrained least squares problem (14.1).

The constrained least squares problem can also be thought of as a limit of a bi-objective least squares problem, with primary objective $\|Ax - b\|^2$ and secondary...
objective $\|Cx - d\|^2$. Roughly speaking, we put infinite weight on the second objective, so that any nonzero value is unacceptable (which forces $x$ to satisfy $Cx = d$). So we would expect (and it can be verified) that minimizing the weighted objective

$$
\|Ax - b\|^2 + \lambda \|Cx - d\|^2,
$$

for a very large value of $\lambda$ yields a vector close to a solution of the constrained least squares problem (14.1).

**Example.** In figure 14.1 we fit a piecewise-polynomial function $\hat{f}(x)$ to a set of $N = 140$ points $(x_i, y_i)$ points in the plane. The function $\hat{f}(x)$ is defined as

$$
\hat{f}(x) = \begin{cases} 
p(x) & x \leq a \\
q(x) & x > a,
\end{cases}
$$

with $a$ given, and $p(x)$ and $q(x)$ polynomials of degree three or less,

$$
p(x) = \theta_1 + \theta_2 x + \theta_3 x^2 + \theta_4 x^3, \quad q(x) = \theta_5 + \theta_6 x + \theta_7 x^2 + \theta_8 x^3.
$$

We also impose the condition that $p(a) = q(a)$ and $p'(a) = q'(a)$, so that $\hat{f}(x)$ is continuous and has a continuous first derivative at $x = a$. Suppose the $N$ data points $(x_i, y_i)$ are numbered so that $x_1, \ldots, x_M \leq a$ and $x_{M+1}, \ldots, x_N > a$. The sum of squares of the prediction errors is

$$
\sum_{i=1}^{M} (\theta_1 + \theta_2 x_i + \theta_3 x_i^2 + \theta_4 x_i^3 - y_i)^2 + \sum_{i=M+1}^{N} (\theta_5 + \theta_6 x_i + \theta_7 x_i^2 + \theta_8 x_i^3 - y_i)^2.
$$
14.1 Least squares with equality constraints

The conditions \( p(a) - q(a) = 0 \) and \( p'(a) - q'(a) = 0 \) are two linear equations

\[
\begin{align*}
\theta_1 + \theta_2 a + \theta_3 a^2 + \theta_4 a^3 - \theta_5 - \theta_6 a - \theta_7 a^2 - \theta_8 a^3 &= 0 \\
\theta_2 + 2\theta_3 a + 3\theta_4 a^2 - \theta_6 - 2\theta_7 a - 3\theta_8 a^2 &= 0.
\end{align*}
\]

We can determine the coefficients \( \hat{\theta} = (\hat{\theta}_1, \ldots, \hat{\theta}_{10}) \) that minimize the sum of squares of the prediction errors, subject to the continuity constraints, by solving a constrained least squares problem

\[
\text{minimize} \quad \| A\hat{\theta} - b \|^2 \\
\text{subject to} \quad C\hat{\theta} = d.
\]

The matrices and vectors \( A, b, C, d \) are defined as

\[
A = \begin{bmatrix}
1 & x_1 & x_1^2 & x_1^3 & 0 & 0 & 0 & 0 \\
1 & x_2 & x_2^2 & x_2^3 & 0 & 0 & 0 & 0 \\
\vdots & \vdots & \vdots & \vdots & \vdots & \vdots & \vdots & \vdots \\
1 & x_M & x_M^2 & x_M^3 & 0 & 0 & 0 & 0 \\
0 & 0 & 0 & 0 & 1 & x_{M+1} & x_{M+1}^2 & x_{M+1}^3 \\
0 & 0 & 0 & 0 & 1 & x_{M+2} & x_{M+2}^2 & x_{M+2}^3 \\
\vdots & \vdots & \vdots & \vdots & \vdots & \vdots & \vdots & \vdots \\
0 & 0 & 0 & 0 & 1 & x_N & x_N^2 & x_N^3
\end{bmatrix}, \quad b = \begin{bmatrix}
y_1 \\
y_2 \\
\vdots \\
y_M \\
y_{M+1} \\
y_{M+2} \\
\vdots \\
y_N
\end{bmatrix},
\]

and

\[
C = \begin{bmatrix}
1 & a & a^2 & a^3 & -1 & -a & -a^2 & -a^3 \\
0 & 1 & 2a & 3a^2 & 0 & -1 & -2a & -3a^2
\end{bmatrix}, \quad d = \begin{bmatrix}
0 \\
0
\end{bmatrix}.
\]

This method is easily extended to piecewise-polynomial functions with more than two intervals. Functions of this kind are called splines.

Advertising budget allocation. We continue the example described on page 156, where the goal is to purchase advertising in \( n \) different channels so as to achieve (or approximately achieve) a target set of customer views or impressions in \( m \) different demographic groups. We denote the \( n \)-vector of channel spending as \( s \); this spending results in a set of views (across the demographic groups) given by the \( m \)-vector \( Rs \). We will minimize the sum of squares of the deviation from the target set of views, given by \( v^{\text{des}} \). In addition, we fix our total advertising spending, with the constraint \( 1^T s = B \), where \( B \) is a given total advertising budget. (This can also be described as allocating a total budget \( B \) across the \( n \) different channels.) This leads to the constrained least squares problem

\[
\text{minimize} \quad \| Rs - v^{\text{des}} \|^2 \\
\text{subject to} \quad 1^T s = B.
\]

(The solution \( \hat{s} \) of this problem is not guaranteed to have nonnegative entries, as it must to make sense in this application. But we ignore this aspect of the problem here.)
14.1.1 Least-norm problem

An important special case of the constrained least squares problem (14.1) is when $A = I$ and $b = 0$:

$$\begin{align*}
\text{minimize} & \quad ||x||^2 \\
\text{subject to} & \quad Cx = d.
\end{align*} \tag{14.2}$$

In this problem we seek the vector of smallest or least norm that satisfies the linear equations $Cx = d$. For this reason the problem (14.2) is called the least-norm problem or minimum-norm problem.

**Example.** The 10-vector $f$ represents a series of forces applied, each for one second, to a unit mass on a surface with no friction. The mass starts with zero velocity and position. By Newton's laws, its final velocity and position are given by

$$\begin{align*}
v^{\text{fin}} &= f_1 + f_2 + \cdots + f_{10} \\
p^{\text{fin}} &= (19/2)f_1 + (17/2)f_2 + \cdots + (1/2)f_{10}.
\end{align*}$$

Now suppose we want to choose a force sequence that results in $v^{\text{fin}} = 0$, $p^{\text{fin}} = 1$, i.e., a force sequence that moves the mass to a resting position one meter to the right. There are many such force sequences; for example $f^{\text{bb}} = (1, -1, 0, \ldots, 0)$. This force sequence accelerates the mass to velocity 0.5 after one second, then decelerates it over the next second, so it arrives after two seconds with velocity 0, at the destination position 1. After that it applies zero force, so the mass stays where it is, at rest at position 1. The superscript ‘bb’ refers to bang-bang, which means that the force applies a large force to get the mass moving (the first bang) and another large force (the second bang) to slow it to zero velocity. The force and position versus time for this choice of $f$ is shown in figure 14.2.

Now we ask, what is the smallest force sequence that can achieve $v^{\text{fin}} = 0$, $p^{\text{fin}} = 1$, where smallest is measured by the sum of squares of the applied forces,
14.2 Solution of constrained least squares problem

Optimality conditions via calculus. In this section we use calculus to derive the conditions that any solution of the constrained least squares problem (14.1) must satisfy. (Later we give an independent verification, that does not rely on calculus, that the solution we derive is correct.)

We first write the constrained least squares problem with the constraints given as a list of $p$ scalar equality constraints:

\[
\min f(x) = \|Ax - b\|^2
\]
\[
\text{subject to } c_i^T x = d_i, \quad i = 1, \ldots, p,
\]

where $c_i^T$ are the rows of $C$. To solve this problem we use the method of Lagrange multipliers. We form the Lagrangian function

\[
L(x, z) = f(x) + z_1(c_1^T x - d_1) + \cdots + z_p(c_p^T x - d_p),
\]

where $z$ is the $p$-vector of Lagrange multipliers. The method of Lagrange multipliers tells us that if $\hat{x}$ is a solution of the constrained least squares problem, then there

\[\|f\|^2 = f_{i1}^2 + \cdots + f_{10}^2.\] This problem can be posed as a least-norm problem,

\[
\begin{align*}
\min & \quad \|f\|^2 \\
\text{subject to } & \begin{bmatrix} 1 & 1 & \cdots & 1 & 1 \end{bmatrix} f = \begin{bmatrix} 0 \\ 1 \end{bmatrix},
\end{align*}
\]

with variable $f$. The solution $f^{ln}$, and the resulting position, are shown in figure [14.3]. The norm square of the least-norm solution $f^{ln}$ is 0.0121; in contrast, the norm square of the bang-bang force sequence is 2, a factor of 165 times larger. (Note the very different vertical axis scales in figures [14.3] and [14.2]).

**Figure 14.3** Left: The smallest force sequence $f^{ln}$ that transfers the mass over a unit distance in 10 steps. Right: The resulting position of the mass $p(t)$. 

<table>
<thead>
<tr>
<th>Force</th>
<th>Time</th>
</tr>
</thead>
<tbody>
<tr>
<td>0.05</td>
<td>0</td>
</tr>
<tr>
<td></td>
<td>2</td>
</tr>
<tr>
<td></td>
<td>4</td>
</tr>
<tr>
<td></td>
<td>6</td>
</tr>
<tr>
<td></td>
<td>8</td>
</tr>
<tr>
<td></td>
<td>10</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Position</th>
<th>Time</th>
</tr>
</thead>
<tbody>
<tr>
<td>0.5</td>
<td>0</td>
</tr>
<tr>
<td>1</td>
<td>2</td>
</tr>
<tr>
<td>0.05</td>
<td>4</td>
</tr>
<tr>
<td>0.05</td>
<td>6</td>
</tr>
<tr>
<td>1</td>
<td>8</td>
</tr>
<tr>
<td>1</td>
<td>10</td>
</tr>
</tbody>
</table>

| 0       | 2    |
| 0.05    | 4    |
| 0.05    | 6    |
| 0.5     | 8    |
| 1       | 10   |
is a set of Lagrange multipliers $z$ that satisfy

$$\frac{\partial L}{\partial x_i}(\hat{x}, z) = 0, \quad i = 1, \ldots, n, \quad \frac{\partial L}{\partial z_i}(\hat{x}, z) = 0, \quad i = 1, \ldots, p. \quad (14.3)$$

These are the optimality conditions for the constrained least squares problem.

The second set of equations in the optimality conditions can be written as

$$\frac{\partial L}{\partial z_i}(\hat{x}, z) = c_i^T \hat{x} - d_i = 0, \quad i = 1, \ldots, p,$$

which states that $\hat{x}$ satisfies the equality constraints $C\hat{x} = d$ (which we already knew). The first set of equations, however, is more informative. Expanding $f(x)$ out as a sum of terms involving the entries of $x$ (as was done on page 153) and taking the partial derivative of $L$ with respect to $x_i$ we obtain

$$\frac{\partial L}{\partial x_i}(\hat{x}, z) = 2 \sum_{j=1}^{n} (A^T A)_{ij} \hat{x}_j - 2(A^T b)_i + \sum_{j=1}^{p} z_j c_i = 0.$$

We can write these equations in compact matrix-vector form as

$$2(A^T A)\hat{x} - 2A^T b + C^T z = 0.$$

Combining this set of linear equations with the feasibility conditions $C\hat{x} = d$, we can write the optimality conditions (14.3) as one set of $m + p$ linear equations in the variables $(\hat{x}, z)$:

$$\begin{bmatrix} 2A^T A & C^T \\ C & 0 \end{bmatrix} \begin{bmatrix} \hat{x} \\ z \end{bmatrix} = \begin{bmatrix} 2A^T b \\ d \end{bmatrix}. \quad (14.4)$$

These equations are called the KKT equations for the constrained least squares problem. (KKT stands for Kharush, Kuhn and Tucker, the names of three researchers who derived the optimality conditions for a much more general form of constrained optimization problem.) The KKT equations (14.4) are an extension of the normal equations (10.4) for a least squares problem with no constraints. So we have reduced the constrained least squares problem to the problem of solving a (square) set of $n + p$ linear equations in $n + p$ variables $(\hat{x}, z)$.

**Invertibility of KKT matrix.** The $(m + p) \times (m + p)$ coefficient matrix in (14.4) is called the KKT matrix. It is invertible if and only if

$$C \text{ has independent rows, and } \begin{bmatrix} A \\ C \end{bmatrix} \text{ has independent columns.} \quad (14.5)$$

The first condition requires that $C$ is wide (or square), i.e., that there are fewer constraints than variables. The second condition depends on both $A$ and $C$, and it can be satisfied even when the columns of $A$ are dependent. The condition (14.5) is the generalization of our assumption (10.2) for unconstrained least squares (i.e., that $A$ has linearly independent columns).
Before proceeding, let us verify that the KKT matrix is invertible if and only if (14.5) holds. First suppose that the KKT matrix is not invertible. This means that there is a nonzero vector \((\bar{x}, \bar{z})\) with

\[
\begin{bmatrix}
2A^T & C^T \\
C & 0
\end{bmatrix}
\begin{bmatrix}
\bar{x} \\
\bar{z}
\end{bmatrix} = 0.
\]

Multiply the top block equation \(2A^T\bar{x} + C^T\bar{z} = 0\) on the left by \(\bar{x}^T\) to get

\[2\|A\bar{x}\|^2 + \bar{x}^T C^T \bar{z} = 0.\]

The second block equation, \(C\bar{x} = 0\), implies (by taking the transpose) \(\bar{x}^T C^T = 0\), so the equation above becomes \(2\|A\bar{x}\|^2 = 0\), i.e., \(A\bar{x} = 0\). We also have \(C\bar{x} = 0\), so

\[
\begin{bmatrix}
A \\
C
\end{bmatrix}\bar{x} = 0.
\]

Since the matrix on the left has linearly independent columns (by assumption), we conclude that \(\bar{x} = 0\). The first block equation above then becomes \(C^T \bar{z} = 0\). But by our assumption that the columns of \(C^T\) are linearly independent, we have \(\bar{z} = 0\). So \((\bar{x}, \bar{z}) = 0\), which is a contradiction.

The converse is also true. First suppose that the rows of \(C\) are dependent. Then there is a nonzero vector \(\bar{z}\) with \(C^T \bar{z} = 0\). Then

\[
\begin{bmatrix}
2A^T & C^T \\
C & 0
\end{bmatrix}
\begin{bmatrix}
0 \\
\bar{z}
\end{bmatrix} = 0,
\]

which shows the KKT matrix is not invertible. Now suppose that the stacked matrix in (14.5) has dependent columns, which means there is a nonzero vector \(\bar{x}\) for which

\[
\begin{bmatrix}
A \\
C
\end{bmatrix}\bar{x} = 0.
\]

Direct calculation shows that

\[
\begin{bmatrix}
2A^T & C^T \\
C & 0
\end{bmatrix}
\begin{bmatrix}
\bar{x} \\
0
\end{bmatrix} = 0,
\]

which shows that the KKT matrix is not invertible.

**Solution of constrained least squares problem.** When the conditions (14.5) hold, the constrained least squares problem (14.1) has the (unique) solution \(\hat{x}\), given by

\[
\begin{bmatrix}
\hat{x} \\
z
\end{bmatrix} = \begin{bmatrix}
2A^T & C^T \\
C & 0
\end{bmatrix}^{-1} \begin{bmatrix}
2A^T b \\
d
\end{bmatrix}.
\]

(This formula also gives us \(z\), the set of Lagrange multipliers.) From (14.6), we observe that the solution \(\hat{x}\) is a linear function of \((b, d)\).
Direct verification of constrained least squares solution. We will now show directly, without using calculus, that the solution \( \hat{x} \) given in (14.6) is the unique vector that minimizes \( \|Ax - b\|^2 \) over all \( x \) that satisfy the constraints \( Cx = d \), when the conditions (14.5) hold. Let \( \hat{x} \) and \( z \) denote the vectors given in (14.6), so they satisfy

\[
2A^T A \hat{x} + C^T z = 2A^T b, \quad C \hat{x} = d.
\]

Suppose that \( x \neq \hat{x} \) is any vector that satisfies \( Cx = d \). We will show that

\[
\|Ax - b\|^2 > \|A\hat{x} - b\|^2.
\]

We proceed in the same way as for the least squares problem:

\[
\|Ax - b\|^2 = \|(Ax - A\hat{x}) + (A\hat{x} - b)\|^2 = \|Ax - A\hat{x}\|^2 + \|A\hat{x} - b\|^2 + 2(Ax - A\hat{x})^T (A\hat{x} - b).
\]

Now we expand the last term:

\[
2(Ax - A\hat{x})^T (A\hat{x} - b) = 2(x - \hat{x})^T A^T (A\hat{x} - b)
= -(x - \hat{x})^T C^T z
= -(C(x - \hat{x}))^T z
= 0,
\]

where we use \( 2A^T (A\hat{x} - b) = -C^T z \) in the second line and \( Cx = C\hat{x} = d \) in the last line. So we have, exactly as in the case of unconstrained least squares,

\[
\|Ax - b\|^2 = \|A(x - \hat{x})\|^2 + \|A\hat{x} - b\|^2.
\]

This shows that \( \hat{x} \) minimizes \( \|Ax - b\|^2 \) subject to \( Cx = d \). It remains to show that for \( x \neq \hat{x} \), \( \|A(x - \hat{x})\|^2 > 0 \). If this is not the case, then \( A(x - \hat{x}) = 0 \). We also have \( C(x - \hat{x}) = 0 \), and so

\[
\begin{bmatrix}
A \\
C
\end{bmatrix}(x - \hat{x}) = 0.
\]

By our assumption that the matrix on the left has linearly independent columns, we conclude that \( x = \hat{x} \).

Solving constrained least squares problems. We can compute the solution (14.6) of the constrained least squares problem by forming and solving the KKT equations (14.4).

**Algorithm 14.1 Constrained least squares via KKT equations**

*given* an \( m \times n \) matrix \( A \) and a \( p \times n \) matrix \( C \) that satisfy (14.5), an \( m \)-vector \( b \), and a \( p \)-vector \( d \).

1. Form Gram matrix. Compute \( A^T A \).
2. Solve KKT equations. Solve KKT equations (14.4) by QR factorization and back substitution.
The second step cannot fail, provided the assumption (14.5) holds. Let us analyze the complexity of this algorithm. The first step is multiplying an \( n \times m \) matrix by an \( m \times n \) matrix, which requires \( 2mn^2 \) flops. (In fact we can get away with half this number, since the Gram matrix is symmetric, and we only have to compute the entries on and above the diagonal.) The second step requires the solution of a square system of \( n + p \) equations, which costs \( 2(n + p)^3 \) flops, so the total is

\[
2mn^2 + 2(n + p)^3
\]

flops. This grows linearly in \( m \) and cubicly in \( n \) and \( p \). The assumption (14.5) implies \( p \leq n \), so in terms of order, \( (n + p)^3 \) can be replaced with \( n^3 \).

**Solving constrained least squares problems via QR factorization.** We now give a method for solving the constrained least squares problem that generalizes the QR factorization method for least squares problems (algorithm 10.1). We assume that \( A \) and \( C \) satisfy the conditions (14.5).

We start by rewriting the KKT equations (14.4) as

\[
2(A^T A + C^T C)\hat{x} + C^T w = 2A^T b, \quad C\hat{x} = d \quad (14.7)
\]

with a new variable \( w = z - 2d \). To obtain (14.7) we multiplied the equation \( C\hat{x} = d \) on the left by \( 2C^T \), then added the result to the first equation of (14.4), and replaced the variable \( z \) with \( w + 2d \).

Next we use the QR factorization

\[
\begin{bmatrix} A \\ C \end{bmatrix} = QR = \begin{bmatrix} Q_1 \\ Q_2 \end{bmatrix} R \quad (14.8)
\]

to simplify (14.7). This factorization exists because the stacked matrix has linearly independent columns, by our assumption (14.5). In (14.8) we also partition \( Q \) in two blocks \( Q_1 \) and \( Q_2 \), of size \( m \times n \) and \( p \times n \), respectively. If we make the substitutions \( A = Q_1 R, \ C = Q_2 R, \) and \( A^T A + C^T C = R^T R \) in (14.7) we obtain

\[
2R^T R\hat{x} + R^T Q_2^T w = 2R^T Q_1^T b, \quad Q_2 R\hat{x} = d.
\]

We multiply the first equation on the left by \( R^{-T} \) (which we know exists) to get

\[
R\hat{x} = Q_1^T b - (1/2)Q_2^T w. \quad (14.9)
\]

Substituting this expression into \( Q_2 R\hat{x} = d \) gives an equation in \( w \):

\[
Q_2 Q_2^T w = 2Q_2 Q_1^T b - 2d. \quad (14.10)
\]

We now use the second part of the assumption (14.5) to show that the matrix \( Q_2^T = R^{-T} C^T \) has linearly independent columns. Suppose \( Q_2^T z = R^{-T} C^T z = 0. \) Multiplying with \( R^T \) gives \( C^T z = 0. \) Since \( C \) has linearly independent rows, this implies \( z = 0, \) and we conclude that the columns of \( Q_2^T \) are linearly independent.

The matrix \( Q_2^T \) therefore has a QR factorization \( Q_2^T = \hat{Q}\hat{R} \). Substituting this into (14.10) gives

\[
\hat{R}^T \hat{R} w = 2\hat{R}^T \hat{Q}^T Q_1^T b - 2d,
\]
which we can write as
\[ \tilde{R}w = 2\tilde{Q}^T\tilde{Q}_1^T b - 2\tilde{R}^{-T}d. \]

We can use this to compute \( w \), first by computing \( \tilde{R}^{-T}d \) (by forward substitution), then forming the right-hand side, and then solving for \( w \) using back substitution. Once we know \( w \), we can find \( \hat{x} \) from \((14.9)\). The method is summarized in the following algorithm.

**Algorithm 14.2 Constrained least squares via QR factorization**

*Given* an \( m \times n \) matrix \( A \) and a \( p \times n \) matrix \( C \) that satisfy (14.5), an \( m \)-vector \( b \), and a \( p \)-vector \( d \).

1. **QR factorizations.** Compute the QR factorizations
   \[
   \begin{bmatrix}
   A \\
   C
   \end{bmatrix}
   =
   \begin{bmatrix}
   Q_1 \\
   Q_2
   \end{bmatrix}
   R, \\
   \tilde{Q}_2^T = \tilde{Q}\tilde{R}.
   \]

2. Compute \( \tilde{R}^{-T}d \) by forward substitution.

3. Form right-hand side and solve
   \[
   \tilde{R}w = 2\tilde{Q}^T\tilde{Q}_1^T b - 2R^{-T}d
   \]
   via back substitution.

4. **Compute \( \hat{x} \).** Form right-hand side and solve
   \[
   R\hat{x} = Q_1^T b - (1/2)Q_2^T w
   \]
   by back substitution.

In the unconstrained case (when \( p = 0 \)), step 1 reduces to computing the QR factorization of \( A \), steps 2 and 3 are not needed, and step 4 reduces to solving \( R\hat{x} = Q_1^T b \). This is the same as algorithm 10.1 for solving (unconstrained) least squares problems.

We now give a complexity analysis. Step 1 involves the QR factorizations of an \( (m+p) \times n \) and an \( n \times p \) matrix, which costs \( 2(m+p)n^2 + 2np^2 \) flops. Step 2 requires \( p^2 \) flops. In step 3, we first evaluate \( Q_1^T b \) (\( 2mn \) flops), multiply the result by \( \tilde{Q}^T \) (\( 2pm \) flops), and then solve for \( w \) using forward substitution (\( p^2 \) flops). Step 4 requires \( 2mn + 2pm \) flops to form the right-hand side, and \( n^2 \) flops to compute \( \hat{x} \) via back substitution. The costs of steps 2, 3, and 4 are quadratic in the dimensions, and so are negligible compared to the cost of step 1, so our final complexity is
\[
2(m+p)n^2 + 2np^2
\]
flops. The assumption (14.5) implies the inequalities
\[
p \leq n \leq m + p,
\]
and therefore \( (m+p)n^2 \geq np^2 \). So the flop count above is no more than \( 3(m+p)n^2 \) flops. In particular, its order is \( (m+p)n^2 \).
14.2 Solution of constrained least squares problem

Solution of least-norm problem. Here we specialize the solution of the general constrained least squares problem (14.1) given above to the special case of the least-norm problem (14.2).

We start with the conditions (14.5). The stacked matrix is in this case
\[
\begin{bmatrix}
I \\
C
\end{bmatrix},
\]
which always has linearly independent columns. So the conditions (14.5) reduce to: \( C \) has linearly independent rows. We make this assumption now.

For the least-norm problem, the KKT equations (14.4) reduce to
\[
\begin{bmatrix}
2I & C^T \\
C & 0
\end{bmatrix}
\begin{bmatrix}
\hat{x} \\
z
\end{bmatrix}
= 
\begin{bmatrix}
0 \\
d
\end{bmatrix}.
\]

We can solve this using the methods for general constrained least squares, or derive the solution directly, which we do now. The first block row of this equation is
\[
2\hat{x} + C^T z = 0,
\]
so
\[
\hat{x} = -(1/2)C^T z.
\]

We substitute this into the second block equation, \( C\hat{x} = d \), to obtain
\[
-(1/2)CC^T z = d.
\]

Since the rows of \( C \) are linearly independent, \( CC^T \) is invertible, so we have
\[
z = -2(CC^T)^{-1}d.
\]

Substituting this expression for \( z \) into the formula for \( \hat{x} \) above gives
\[
\hat{x} = C^T(CC^T)^{-1}d. \tag{14.11}
\]

We have seen the matrix in this formula before: It is the pseudo-inverse of a wide matrix with linearly independent rows. So we can express the solution of the least-norm problem (14.2) in the very compact form
\[
\hat{x} = C^\dagger d.
\]

In §9.4, we saw that \( C^\dagger \) is a right inverse of \( C \); here we see that not only does \( \hat{x} = C^\dagger d \) satisfy \( C\hat{x} = d \), but it gives the vector of least norm that satisfies \( C\hat{x} = d \).

In §9.4 we also saw that the pseudo-inverse of \( C \) can be expressed as \( C^\dagger = QR^{-T} \), where \( C^T = QR \) is the QR factorization of \( C^T \). The solution of the least-norm problem can therefore be expressed as
\[
\hat{x} = QR^{-T}d
\]
and this leads to an algorithm for solving the least-norm problem via the QR factorization.

Algorithm 14.3 LEAST NORM VIA QR FACTORIZATION

given a \( p \times n \) matrix \( C \) with linearly independent rows and a \( p \)-vector \( d \).
1. **QR factorization.** Compute the QR factorization $C^T = QR$.

2. **Compute ˆx.** Solve $R^T y = d$ by forward substitution.

3. **Compute ˆx = Qy.**

The complexity of this algorithm is dominated by the cost of the QR factorization in step 1, i.e., $2np^2$ flops.

### 14.3 Portfolio optimization

In **portfolio optimization** (also known as **portfolio selection**), we invest in different assets, typically stocks, over some investment periods. The goal is to make investments so that the combined return on all our investments is consistently high. (We must accept the idea that for our average return to be high, we must tolerate some variation in the return, i.e., some risk.) The idea of optimizing a portfolio of assets was proposed in 1953 by H. Markowitz, who won the Nobel prize in Economics for this work in 1990. In this section we will show that a version of this problem can be formulated and solved as a linearly-constrained least squares problem.

#### 14.3.1 Portfolio risk and return

**Portfolio allocation weights.** We allocate a total amount of money to be invested in $n$ different assets. The allocation across the $n$ assets is described by an allocation $n$-vector $w$, which satisfies $1^T w = 1$, i.e., its entries sum to one. If a total (dollar) amount $V$ is to be invested in some period, then $Vw_j$ is the amount invested in asset $j$. (This can be negative, meaning a short position of $|Vw_j|$ dollars on asset $j$.) The entries of $w$ are called by various names including fractional allocations, asset weights, asset allocations, or just weights.

For example, the asset allocation $w = e_j$ means that we invest everything in asset $j$. (In this way, we can think of the individual assets as simple portfolios.) The asset allocation $w = (−0.2, 0.0, 1.2)$ means that we take a short position in asset 1 of one fifth of the total amount invested, and put the cash derived from the short position plus our initial amount to be invested into asset 3. We do not invest in asset 2 at all.

The **leverage** $L$ of the portfolio is given by

$$L = |w_1| + \cdots + |w_n|,$$

the sum of the absolute values of the weights. If all entries of $w$ are nonnegative (which is a called a long-only portfolio), we have $L = 1$; if some entries are negative, then $L > 1$. If a portfolio has a leverage of 5, it means that for every $\$1$ of portfolio value, we have $\$3$ of total long holdings, and $\$2$ of total short holdings.
Multi-period investing with allocation weights. The investments are held for $T$ periods of, say, one day each. (The periods could just as well be hours, weeks, or months). We describe the investment returns by the $T \times n$ matrix $R$, where $R_{tj}$ is the fractional return of asset $j$ in period $t$. Thus $R_{61} = 0.02$ means that asset 1 gained 2% in period 6, and $R_{82} = -0.03$ means that asset 2 lost 3%, over period 8. The $j$th column of $R$ is the return time series for asset $j$; the $t$th row of $R$ gives the returns of all assets in period $t$. It is often assumed that one of the assets is cash, which has a constant (positive) return $\mu_{rf}$, where the superscript stands for risk-free. If the risk-free asset is asset $n$, then the last column of $R$ is $\mu_{rf} \mathbf{1}$.

Suppose we invest a total (positive) amount $V_t$ at the beginning of period $t$, so we invest $V_t w_j$ in asset $j$. At the end of period $t$, the dollar value of asset $j$ is $V_t w_j (1 + R_{tj})$, and the dollar value of the whole portfolio is $V_{t+1} = \sum_{j=1}^{n} V_t w_j (1 + R_{tj}) = V_t (1 + \tilde{r}_t^T w)$, where $\tilde{r}_t^T$ is the $t$th row of $R$. We assume $V_{t+1}$ is positive; if the total portfolio value becomes negative we say that the portfolio has gone bust and stop trading.

The total (fractional) return of the portfolio over period $t$, i.e., its fractional increase in value, is

$$\frac{V_{t+1} - V_t}{V_t} = \frac{V_t (1 + \tilde{r}_t^T w) - V_t}{V_t} = \tilde{r}_t^T w.$$ 

Note that we invest the total portfolio value in each period according to the weights $w$. This entails buying and selling assets so that the dollar value fractions are once again given by $w$. This is called re-balancing the portfolio.

The portfolio return in each of the $T$ periods can be expressed compactly using matrix-vector notation as $r = Rw$, where $r$ is the $T$-vector of portfolio returns in the $T$ periods, i.e., the time series of portfolio returns. (Note that $r$ is a $T$-vector, which represents the time series of total portfolio return, whereas $\tilde{r}_t$ is an $n$-vector, which gives the returns of the $n$ assets in period $t$.) If asset $n$ is risk-free, and we choose the allocation $w = e_n$, then $r = Re_n = \mu_{rf} \mathbf{1}$, i.e., we obtain a constant return in each period of $\mu_{rf}$.

We can express the total portfolio value in period $t$ as

$$V_t = V_1 (1 + r_1)(1 + r_2) \cdots (1 + r_{t-1}),$$

where $V_1$ is the total amount initially invested in period $t = 1$. This total value time series is often plotted using $V_1 = \$10000$ as the initial investment by convention. The product in (14.12) arises from re-investing our total portfolio value (including any past gains or losses) in each period. In the simple case when the last asset is risk-free and we choose $w = e_n$, the total value grows as $V_t = V_1 (1 + \mu_{rf})^{t-1}$. This is called compounded interest at rate $\mu_{rf}$.

When the returns $r_t$ are small (say, a few percent), and $T$ is not too big (say, a few hundred), we can approximate the product above using the sum or average of the returns. To do this we expand the product in (14.12) into a sum of terms, each
of which involves a product of some of the returns. One term involves none of the
returns, and is $V_1$. There are $t - 1$ terms that involve just one return, which have
the form $V_1 r_s$, for $s = 1, \ldots, t - 1$. All other terms in the expanded product involve
the product of at least two returns, and so can be neglected since we assume that
the returns are small. This leads to the approximation

$$V_t \approx V_1 + V_1 (r_1 + \cdots + r_{t-1}),$$

which for $t = T + 1$ can be written as

$$V_{T+1} \approx V_1 + T \text{avg}(r) V_1.$$

This approximation suggests that to maximize our total final portfolio value, we
should seek high return, i.e., a large value for $\text{avg}(r)$.

**Portfolio return and risk.** The choice of weight vector $w$ is judged by the result-
ing portfolio return time series $r = Rw$. The portfolio mean return (over the $T$
periods), often shortened to just the return, is given by $\text{avg}(r)$. The portfolio risk
(over the $T$ periods) is the standard deviation of portfolio return, $\text{std}(r)$.

The quantities $\text{avg}(r)$ and $\text{std}(r)$ give the per-period return and risk. They
are often converted to their equivalent values for one year, which are called the
annualized return and risk, and reported as percentages. If there are $P$ periods in
one year, these are given by

$$P \text{avg}(r), \quad \sqrt{P} \text{std}(r),$$

respectively. For example, suppose each period is one (trading) day. There are
about 250 trading days in one year, so the annualized return and risk are given by $250 \text{avg}(r)$ and $15.81 \text{std}(r)$. Thus a daily return sequence $r$ with per-period (daily) return 0.05% (0.0005) and risk 0.5% (0.005) has an annualized return and risk of 12.5% and 7.9%, respectively. (The squareroot of $P$ in the risk annualization comes from the assumption that the fluctuations in the returns are vary randomly
and independent from period to period.)

### 14.3.2 Portfolio optimization

We want to choose $w$ so that we achieve high return and low risk. This means
that we seek portfolio returns $r_t$ that are consistently high. This is an optimization
problem with two objectives, return and risk. Since there are two objectives, there
is a family of solutions, that trade off return and risk. For example, when the
last asset is risk-free, the portfolio weight $w = e_n$ achieves zero risk (which is the
smallest possible value), and return $\mu^f$. We will see that other choices of $w$ will lead
to higher return, but with higher risk as well. Portfolio weights that minimize risk
for a given level of return (or maximize return for a given level of risk) are called
Pareto optimal. The risk and return of this family of weights are typically plotted
on a risk-return plot, with risk on the horizontal axis and return on the vertical
axis. Individual assets can be considered (very simple) portfolios, corresponding
14.3 Portfolio optimization

to \( w = e_j \). In this case the corresponding portfolio return and risk are simply the return and risk of asset \( j \) (over the same \( T \) periods).

One approach is to fix the return of the portfolio to be some given value \( \rho \), and minimize the risk over all portfolios that achieve the required return. Doing this for many values of \( \rho \) produces (different) portfolio allocation vectors that trade off risk and return. Requiring that the portfolio return be \( \rho \) can be expressed as

\[
\text{avg}(r) = (1/T)1^T(Rw) = \mu^T w = \rho,
\]

where \( \mu = R^T1/T \) is the \( n \)-vector of the average asset returns. This is a single linear equation in \( w \). Assuming that it holds, we can express the square of the risk as

\[
\text{std}(r)^2 = (1/T)\|r - \text{avg}(r)\|^2 = (1/T)\|r - \rho 1\|^2.
\]

Thus to minimize risk (squared), with return value \( \rho \), we must solve the linearly constrained least squares problem

\[
\begin{align*}
\text{minimize} & \quad \|Rw - \rho 1\|^2 \\
\text{subject to} & \quad \begin{bmatrix} 1^T & \mu^T \end{bmatrix} w = \begin{bmatrix} 1 \\ \rho \end{bmatrix}.
\end{align*}
\]

(We dropped the factor \( 1/T \) from the objective, which does not affect the solution.) This is a constrained least squares problem with two linear equality constraints. The first constraint sets the sum of the allocation weights to one, and the second requires that the mean portfolio return is \( \rho \).

The portfolio optimization problem has solution

\[
\begin{bmatrix} w \\ z_1 \\ z_2 \end{bmatrix} = \begin{bmatrix} 2R^T R & 1 & \mu \\ 1^T & 0 & 0 \\ \mu^T & 0 & 0 \end{bmatrix}^{-1} \begin{bmatrix} 2\rho T \mu \\ 1 \\ \rho \end{bmatrix},
\]

where \( z_1 \) and \( z_2 \) are Lagrange multipliers for the equality constraints (which we don’t care about).

As a historical note, the portfolio optimization problem (14.13) is not exactly the same as the one proposed by Markowitz. His formulation used a statistical model of returns, where instead we are using a set of actual (or realized) returns.

Future returns and the big assumption. The portfolio optimization problem (14.13) suffers from what would appear to be a serious conceptual flaw: It requires us to know the asset returns over the periods \( t = 1, \ldots, T \), in order to compute the optimal allocation to use over those periods. This is silly: If we knew any future returns, we would be able to achieve as large a portfolio return as we like, by simply putting large positive weights on the assets with positive returns and negative weights on those with negative returns. The whole challenge in investing is that we do not know future returns.

Assume the current time is period \( T \), so we know the (so-called realized) return matrix \( R \). The portfolio weight \( w \) found by solving (14.13), based on the observed returns in periods \( t = 1, \ldots, T \), can still be useful, when we make one (big) assumption:

\[
\text{Future asset returns are similar to past returns.}
\]
In other words, if the asset returns for future periods \( T + 1, T + 2, \ldots \) are similar in nature to the past periods \( t = 1, \ldots, T \), then the portfolio allocation \( w \) found by solving (14.13) could be a wise choice to use in future periods.

Every time you invest, you are warned that the assumption (14.15) need not hold; you are required to acknowledge that past performance is no guarantee of future performance. The assumption (14.15) often holds well enough to be useful, but in times of ‘market shift’ it need not.

This situation is similar to that encountered when fitting models to observed data, as in chapters 11 and 12. The model is trained on past data that you have observed; but it will be used to make predictions on future data, that you have not yet seen. A model is useful only to the extent that future data looks like past data. And this is an assumption which often (but not always) holds reasonably well.

Just as in model fitting, investment allocation vectors can (and should) be validated before being used. For example, we determine the weight vector by solving (14.13) using past returns data over some past training period, and check the performance on some other past testing period. If the portfolio performance over the training and testing periods are reasonably consistent, we gain confidence (but no guarantee) that the weight vector will work in future periods. For example, we might determine the weights using the realized returns over a 9 month period, January 1 to September 31, and then test these weights by the performance of the portfolio over the next 3 months, October 1 to December 31. If the test works out, we start trading using the weights on January 1 of the next year. In portfolio optimization, validation is sometimes called back-testing, since you are testing the investment method on previous realized returns, to get an idea of how the method will work on (unknown) future returns.

### 14.3.3 Variations

There are many variations on the basic portfolio optimization problem (14.13). We describe a few of them here.

**Time-varying weights.** Markets do shift, so it is not uncommon to periodically update or change the allocation weights that are used. In one extreme version of this, a new allocation vector is used in every period. The allocation weight for any period is obtained by solving the portfolio optimization problem over the preceding \( M \) periods. (This scheme can be modified to include testing periods as well.) The parameter \( M \) in this method would be chosen by validation on previous realized returns, *i.e.*, back-testing.

When the allocation weights are changed over time, we can add a (regularization) term of the form \( \kappa \| w^{\text{curr}} - w \|^2 \) to the objective, where \( \kappa \) is a positive constant. Here \( w^{\text{curr}} \) is the currently used allocation, and \( w \) is the proposed new allocation vector. The additional regularization term encourages the new allocation vector to be near the current one. (When this is not the case, the portfolio will require much buying and selling of assets. This is called turnover, which leads to trading costs not included in our simple model.) The parameter \( \kappa \) would be chosen by back-testing.
Regularization. Just as in data fitting, our formulation of portfolio optimization can suffer from over-fit, which means that the chosen weights perform very well on past (realized) returns, but poorly on new (future) returns. This can be avoided by adding regularization, which here means to penalize investments in assets other than cash. (This is analogous to penalizing the size of the model coefficients, except for the parameter associated with the constant feature.) A very natural way to do this is to add a positive multiple $\lambda$ of the weighted sum of squares term

$$\sigma_1^2w_1^2 + \cdots + \sigma_{n-1}^2w_{n-1}^2$$

to the objective in (14.13). Note that we do not penalize $w_n$, which is the weight associated with the risk-free asset. The constants $\sigma_i$ are the standard deviations of the (realized) returns, i.e., $\sigma_i = \text{std}(R_{ei})$. This regularization penalizes weights associated with risky assets more than those associated with less risky assets. A good choice of $\lambda$ can be found by back-testing.

14.3.4 Two-fund theorem

We can express the solution (14.14) of the portfolio optimization problem in the form

$$\begin{bmatrix} w \\ z_1 \\ z_2 \end{bmatrix} = \begin{bmatrix} 2R^TR & 1 & \mu \\ 1^T & 0 & 0 \\ \mu^T & 0 & 0 \end{bmatrix}^{-1} \begin{bmatrix} 0 \\ 1 \\ 0 \end{bmatrix} + \rho \begin{bmatrix} 2R^TR & 1 & \mu \\ 1^T & 0 & 0 \\ \mu^T & 0 & 0 \end{bmatrix}^{-1} \begin{bmatrix} 2T\mu \\ 0 \\ 1 \end{bmatrix}.$$  

Taking the first $n$ components of this, we obtain

$$w = w^0 + \rho v,$$  (14.16)

where $w^0$ and $v$ are the first $n$ components of

$$\begin{bmatrix} 2R^TR & 1 & \mu \\ 1^T & 0 & 0 \\ \mu^T & 0 & 0 \end{bmatrix}^{-1} \begin{bmatrix} 0 \\ 1 \\ 0 \end{bmatrix}, \quad \begin{bmatrix} 2R^TR & 1 & \mu \\ 1^T & 0 & 0 \\ \mu^T & 0 & 0 \end{bmatrix}^{-1} \begin{bmatrix} 2T\mu \\ 0 \\ 1 \end{bmatrix},$$

respectively. The equation (14.16) shows that the Pareto optimal portfolios form a line in weight space, parametrized by the required return $\rho$. The portfolio $w^0$ is a point on the line, and the vector $v$, which satisfies $1^Tv = 0$, gives the direction of the line. This equation tells us that we do not need to solve the equation (14.14) for each value of $\rho$. We first compute $w^0$ and $v$ (by factoring the matrix once and using two solve steps), and then form the optimal portfolio with return $\rho$ as $w^0 + \rho v$.

Any point on a line can be expressed as an affine combination of two different points on the line. So if we find two different Pareto optimal portfolios, then we can express a general Pareto optimal portfolio as an affine combination of them. In other words, all Pareto optimal portfolios are affine combinations of just two portfolios (indeed, any two different Pareto optimal portfolios). This is the two-fund theorem. (Fund is another term for portfolio.)

Now suppose that the last asset is risk-free. The portfolio $w = e_n$ is Pareto optimal, since it achieves return $\mu^T1$ with zero risk. We then find one other Pareto
optimal portfolio, for example, the one \( w^2 \) that achieves return \( 2\mu^r \), twice the risk-free return. (We could choose here any return other than \( \mu^r \).) Then we can express the general Pareto optimal portfolio as

\[
w = (1 - \theta)e_n + \theta w^2,
\]

where \( \theta = \rho/\mu^r - 1 \).

### 14.4 Linear quadratic control

We consider a time-varying linear dynamical system with state \( n \)-vector \( x_t \) and input \( m \)-vector \( u_t \), with dynamics equations

\[
x_{t+1} = A_t x_t + B_t u_t, \quad t = 1, 2, \ldots \tag{14.17}
\]

The system has an output, the \( p \)-vector \( y_t \), given by

\[
y_t = C_t x_t, \quad t = 1, 2, \ldots \tag{14.18}
\]

We usually have \( m \leq n \) and \( p \leq n \), i.e., there are fewer inputs and outputs than states.

In control applications, the input \( u_t \) represents quantities that we can choose or manipulate, like control surface deflections or engine thrust on an airplane. The state \( x_t \), input \( u_t \), and output \( y_t \) typically represent deviations from some standard or desired operating condition, for example, the deviation of aircraft speed and altitude from the desired values. For this reason it is desirable to have \( x_t, y_t, \) and \( u_t \) small.

Linear quadratic control refers to the problem of choosing the input and state sequences, over a time period \( t = 1, \ldots, T \), so as to minimize a sum of squares objective, subject to the dynamics equations (14.17), the output equations (14.18), and additional linear equality constraints. (In 'linear quadratic', 'linear' refers to the linear dynamics, and 'quadratic' refers to the objective function, which is a sum of squares.)

Most control problems include an initial state constraint, which has the form \( x_1 = x^{\text{init}} \), where \( x^{\text{init}} \) is a given initial state. Some control problems also include a final state constraint \( x_T = x^{\text{des}} \), where \( x^{\text{des}} \) is a given ('desired') final (also called terminal or target) state.

The objective function has the form

\[
J = J_{\text{output}} + \rho J_{\text{input}},
\]

where

\[
J_{\text{output}} = \|y_1\|^2 + \cdots + \|y_T\|^2 = \|C_1 x_1\|^2 + \cdots + \|C_T x_T\|^2,
\]

\[
J_{\text{input}} = \|u_1\|^2 + \cdots + \|u_{T-1}\|^2.
\]

The positive parameter \( \rho \) weights the input objective \( J_{\text{input}} \) relative to the output objective \( J_{\text{output}} \).

The linear quadratic control problem (with initial and final state constraints) is

\[
\begin{align*}
\text{minimize} & \quad J_{\text{output}} + \rho J_{\text{input}} \\
\text{subject to} & \quad x_{t+1} = A_t x_t + B_t u_t, \quad t = 1, \ldots, T - 1, \\
& \quad x_1 = x^{\text{init}}, \quad x_T = x^{\text{des}},
\end{align*}
\]  
\tag{14.19}
where the variables to be chosen are $x_1, \ldots, x_T$ and $u_1, \ldots, u_{T-1}$.

**Formulation as constrained least squares problem.** We can solve the linear quadratic control problem (14.19) by setting it up as a big linearly constrained least squares problem. We define the vector $z$ of all these variables, stacked:

$$z = (x_1, \ldots, x_T, u_1, \ldots, u_{T-1}).$$

The dimension of $z$ is $Tn + (T - 1)m$. The control objective can be expressed as $\| \tilde{A}z - \tilde{b} \|^2$, where $\tilde{b} = 0$ and $\tilde{A}$ is the block matrix

$$\tilde{A} = \begin{bmatrix} C_1 & C_2 & \cdots & C_T \\ \sqrt{\rho}I & \sqrt{\rho}I & \cdots & \sqrt{\rho}I \end{bmatrix}.$$

In this matrix, (block) entries not shown are zero, and the identity matrices in the lower right corner have dimension $m$. (The lines in the matrix delineate the portions related to the states and the inputs.) The dynamics constraints, and the initial and final state constraints, can be expressed as $\tilde{C}z = \tilde{d}$, with

$$\tilde{C} = \begin{bmatrix} A_1 & -I & B_1 \\ A_2 & -I & B_2 \\ \vdots & \ddots & \vdots \\ A_{T-1} & -I & B_{T-1} \\ I & I & \vdots \\ I & I & 0 \end{bmatrix}, \quad \tilde{d} = \begin{bmatrix} 0 \\ 0 \\ \vdots \\ 0 \\ x_{\text{init}} \end{bmatrix},$$

where (block) entries not shown are zero. (The vertical line separates the portions of the matrix associated with the states and the inputs, and the horizontal lines separate the dynamics equations and the initial and final state constraints.)

This large constrained least squares problem has dimensions

$$\tilde{n} = Tn + (T - 1)m, \quad \tilde{m} = Tp + (T - 1)m, \quad \tilde{p} = (T - 1)n + 2n,$$

so using one of the standard methods described above would require order

$$\tilde{p} + \tilde{m})\tilde{n}^2 \approx T^3(m + p)(m + n)^2$$

flops. But the matrices $\tilde{A}$ and $\tilde{C}$ are very sparse, and by exploiting this sparsity, the large least squares problem can be solved in order $T(m + p)(m + n)^2$ flops, which grows only linearly in $T$. 
Variations. There are many variations on the basic linear quadratic control problem described above. We list some of them here.

- **Tracking.** Replace $y_t$ in $J_{\text{output}}$ with $y_t - y_{\text{des}}^t$, where $y_{\text{des}}^t$ is a given desired output trajectory.

- **Time-weighted objective.** Replace $J_{\text{output}}$ with
  \[ J_{\text{output}} = w_1 \| y_1 \|^2 + \cdots + w_T \| y_T \|^2, \]
  where $w_1, \ldots, w_T$ are given positive constants. This allows us to weight earlier or later output values differently. A common choice, called exponential weighting, is $w_t = \theta^t$, where $\theta > 0$. For $\theta > 1$ we weight later values of $y_t$ more than earlier values; the opposite is true for $\theta < 1$ (in which case $\theta$ is sometimes called the discount factor).

- **Way-point constraints.** A way-point constraint specifies that $y_{\tau} = y_{\text{wp}}^\tau$, where $y_{\text{wp}}^\tau$ is a given $p$-vector, and $\tau$ is a given way-point time. This constraint is typically used when $y_t$ represents a position of a vehicle; it requires that the vehicle pass through the position $y_{\text{wp}}^\tau$ at time $t = \tau$.

### 14.5 State estimation

The setting is a linear dynamical system of the form

\[ x_{t+1} = A_t x_t + w_t, \quad y_t = C_t x_t + v_t, \quad t = 1, 2, \ldots \quad (14.20) \]

Here the $n$-vector $x_t$ is the state of the system, the $p$-vector $y_t$ is the measurement, the $m$-vector $w_t$ is the input or process noise, and the $p$-vector $v_t$ is the measurement noise or residual. The matrices $A_t$, $B_t$, and $C_t$ are the dynamics, input, and output matrices, respectively.

In **state estimation**, we know the matrices $A_t$, $B_t$, and $C_t$ over the time period $t = 1, \ldots, T$, as well as the measurements $y_1, \ldots, y_T$, but we do not know the process or measurement noises. The goal is to guess or estimate the state sequence $x_1, \ldots, x_T$. State estimation is widely used in many application areas, including all guidance and navigation systems, such as GPS (global positioning system).

Since we do not know the process or measurement noises, we cannot exactly deduce the state sequence. Instead we will guess or estimate the state sequence $x_1, \ldots, x_T$ and process noise sequence $w_1, \ldots, w_{T-1}$, subject to the requirement that they satisfy the dynamic system model (14.20). When we guess the state sequence, we implicitly guess that the measurement noise is $v_t = y_t - C_t x_t$. We make one fundamental assumption: The process and measurement noises are both small, or at least, not too large.

Our primary objective is the sum of squares of the norms of the measurement residuals,

\[ J_{\text{meas}} = \| v_1 \|^2 + \cdots + \| v_T \|^2 = \| C_1 x_1 - y_1 \|^2 + \cdots + \| C_T x_T - y_T \|^2. \]
If this quantity is small, it means that the proposed state sequence guess is consistent with our measurements. Note that the quantities in the squared norms above are the same as $-v_t$.

The secondary objective is the sum of squares of the norms of the process noise,

$$J_{\text{proc}} = \|w_1\|^2 + \cdots + \|w_{T-1}\|^2.$$  

Our prior assumption that the process noise is small corresponds to this objective being small.

**Least squares state estimation.** We will make our guesses of $x_1, \ldots, x_T$ and $w_1, \ldots, w_{T-1}$ so as to minimize a weighted sum of our objectives, subject to the dynamics constraints:

$$\minimize J_{\text{meas}} + \lambda J_{\text{proc}}$$

subject to

$$x_{t+1} = A_t x_t + B_t w_t, \quad t = 1, \ldots, T - 1,$$

where $\lambda$ is a positive parameter that allows us to put more emphasis on making our measurement discrepancies small (by choosing $\lambda$ small), or the process noises small (by choosing $\lambda$ large). We will see later how $\lambda$ can be chosen using validation.

The least squares state estimation problem is very similar to the linear quadratic control problem, but the interpretation is quite different. In the control problem, we can choose the inputs; they are under our control. Once we choose the inputs, we know the state sequence. In the estimation problem, the inputs (called process noise in the estimation problem) are unknown, and the problem is to guess them. Our job is to guess the state sequence, which we do not know. The mathematical formulations of the two problems, however, are very closely related. The close connection between the two problems is sometimes called control/estimation duality.

**Formulation as constrained least squares problem.** The least squares state estimation problem (14.21) can be formulated as a linearly constrained least squares problem, using stacking. We define the stacked vector

$$z = (x_1, \ldots, x_T, w_1, \ldots, w_{T-1}).$$

The objective in (14.21) can be expressed as $\|\tilde{A}z - \tilde{b}\|^2$, with

$$\tilde{A} = \begin{bmatrix} C_1 & C_2 & \cdots & C_T \\ \sqrt{\lambda}I & \sqrt{\lambda}I & \cdots & \sqrt{\lambda}I \end{bmatrix}, \quad \tilde{b} = \begin{bmatrix} y_1 \\ y_2 \\ \vdots \\ y_T \\ 0 \\ \vdots \\ 0 \end{bmatrix}.$$
The constraints in (14.21) can be expressed as \( \hat{C} z = \hat{d} \), with \( \hat{d} = 0 \) and

\[
\hat{C} = \begin{bmatrix}
A_1 & -I & & \\
A_2 & -I & & \\
& \ddots & \ddots & \\
A_{T-1} & -I & & B_1 \\
& & & & B_2 \\
& & & \ddots & \ddots \\
& & & & & B_{T-1}
\end{bmatrix}.
\]

The constrained least squares problem has dimensions

\[
\tilde{n} = Tn + (T-1)m, \quad \tilde{m} = Tp + (T-1)m, \quad \tilde{p} = (T-1)n.
\]

so using one of the standard methods described above would require order

\[
(p + m)\tilde{n}^2 \approx T^3(m + p)(m + n)^2
\]

flops. As in the case of linear quadratic control, the matrices \( \hat{A} \) and \( \hat{C} \) are very sparse, and by exploiting this sparsity, the large least squares problem can be solved in order \( T(m + p)(m + n)^2 \) flops, which grows only linearly in \( T \).

The least squares state estimation problem was formulated in around 1960 by R. Kalman and others (in a statistical framework). He and others developed a particular recursive algorithm for solving the problem, and the whole method has come to be known as Kalman filtering. For this work Kalman was awarded the Kyoto Prize in 1985.

**Missing measurements.** One useful variation on the least squares state estimation problem allows for **missing measurements**, i.e., we only know \( y_t \) for \( t \in \mathcal{T} \), where \( \mathcal{T} \) is the set of times for which we have a measurement. We can handle this variation two (equivalent) ways: We can either replace \( \sum_{t=1}^{T} \| v_t \|^2 \) with \( \sum_{t \in \mathcal{T}} \| v_t \|^2 \), or we can consider \( y_t \) for \( t \notin \mathcal{T} \) to be optimization variables as well. (Both lead to the same state sequence estimate.)

If there are missing measurements, we can estimate what the missing measurements might have been, by taking

\[
\hat{y}_t = C_t \hat{x}_t, \quad t \notin \mathcal{T}.
\]

(Here we assume that \( v_t = 0 \).) This allows us to choose \( \lambda \) by validation. To do this, we remove some of the measurements (say, 20\%), and carry out least squares state estimation. We then compare the predicted values of the missing (really, held back) measurements with the actual values. We choose a value of \( \lambda \) which approximately minimizes this (test) prediction error.
Chapter 15

Nonlinear least squares

In previous chapters we studied the problems of solving a set of linear equations, or finding a least squares approximate solution to them, possibly with additional linear equality constraints. In this chapter we study extensions of these problems in which linear is replaced with nonlinear. These nonlinear problems are in general hard to solve exactly, but we describe a heuristic algorithm that often works well in practice.

15.1 Nonlinear equations and least squares

15.1.1 Nonlinear equations

Consider a set of $m$ possibly nonlinear equations in $n$ unknowns (or variables) $x = (x_1, \ldots, x_n)$, written as

$$f_i(x) = 0, \quad i = 1, \ldots, m,$$

where $f_i$ is a scalar valued function. We refer to $f_i(x) = 0$ as the $i$th equation. For any $x$ we call $f_i(x)$ the $i$th residual, since it is a quantity we want to be zero. Many interesting practical problems can be expressed as the problem of solving, possibly approximately, a set of nonlinear equations.

We take the right-hand side of the equations to be zero to simplify the problem notation. If we need to solve $f_i(x) = b_i, \ i = 1, \ldots, m$, where $b_i$ are some given nonzero numbers, we define $\tilde{f}_i(x) = f_i(x) - b_i$, and solve $\tilde{f}_i(x) = 0, \ i = 1, \ldots, m$, which gives us a solution of the original equations. Assuming the right-hand sides of the equations are zero will simplify formulas and equations.

We often write the set of equations in the compact vector form

$$f(x) = 0,$$  \hspace{1cm} (15.1)

where $f(x) = (f_1(x), \ldots, f_m(x))$ is an $m$-vector. We can think of $f$ as a function that maps $n$-vectors to $m$-vectors, i.e., $f : \mathbb{R}^n \rightarrow \mathbb{R}^m$. We refer to the $m$-vector
$f(x)$ as the residual (vector) associated with the choice of $n$-vector $x$; our goal is to find $x$ with associated residual zero.

When $f$ is an affine function, the set of equations (15.1) is a set of $m$ linear equations in $n$ unknowns, which can be solved (or approximately solved in a least squares sense when $m > n$), using the techniques covered in previous chapters. We are interested here in the case when $f$ is not affine.

We extend the ideas of under-determined, square, and over-determined equations to the nonlinear case. When $m < n$, there are fewer equations than unknowns, and the system of equations (15.1) is called under-determined. When $m = n$, so there are as many equations as unknowns, and the system of equations is called square. When $m > n$, there are more equations than unknowns, and the system of equations is called over-determined.

### 15.1.2 Nonlinear least squares

When we cannot find a solution of the equations (15.1), we can seek an approximate solution, by finding $x$ that minimizes the sum of squares of the residuals,

$$
\sum_{i=1}^{m} f_i(x)^2 = \|f(x)\|^2.
$$

This means finding $\hat{x}$ for which $\|f(x)\|^2 \geq \|f(\hat{x})\|^2$ holds for all $x$. We refer to such a point as a least squares approximate solution of (15.1), or more directly, as a solution of the nonlinear least squares problem

$$
\text{minimize } \|f(x)\|^2, 
$$

(15.2)

where the $n$-vector $x$ is the variable to be found. When the function $f$ is affine, the nonlinear least squares problem (15.2) reduces to the (linear) least squares problem from chapter 10.

The nonlinear least squares problem (15.2) includes the problem of solving nonlinear equations (15.1) as a special case, since any $x$ that satisfies $f(x) = 0$ is also a solution of the nonlinear least squares problem. But as in the case of linear equations, the least squares approximate solution of a set of nonlinear equations is often very useful even when it does not solve the equations. So we will focus on the nonlinear least squares problem (15.2).

Calculus gives us a necessary condition for $\hat{x}$ to be a solution of (15.2), i.e., to minimize $\|f(x)\|^2$. (This means that the condition must hold for a minimizer, but it may also hold for other points that are not minimizers.) The partial derivative of $\|f(x)\|^2$ with respect to each of $x_1, \ldots, x_n$ must vanish at $\hat{x}$:

$$
\frac{\partial}{\partial x_i} \|f(\hat{x})\|^2 = 0, \quad i = 1, \ldots, n,
$$

or, in vector form, $\nabla \|f(\hat{x})\|^2 = 0$. This gradient can be expressed as

$$
\nabla \|f(x)\|^2 = \nabla \left( \sum_{i=1}^{m} f_i(x)^2 \right) = 2 \sum_{i=1}^{m} f_i(x) \nabla f_i(x) = 2Df(x)^Tf(x),
$$
where the \( m \times n \) matrix \( Df(x) \) is the derivative or Jacobian matrix of the function \( f \) at the point \( f \), i.e., the matrix of its partial derivatives (see §7.3). So if \( \hat{x} \) minimizes \( \| f(x) \|^2 \), it must satisfy \( 2Df(\hat{x})^T f(\hat{x}) = 0 \).

### 15.1.3 Difficulty of solving nonlinear equations

Solving a set of nonlinear equations, or solving a nonlinear least squares problem, is in general much more difficult than solving a set of linear equations or a linear least squares problem. For nonlinear equations, there can be no solution, or any number of solutions, or an infinite number of solutions. Unlike linear equations, it is a very difficult computational problem to determine which one of these cases holds for a particular set of equations; there is no analog of the QR factorization that we can use for linear equations and least squares problems. Even the simple sounding problem of determining whether or not there are any solutions to a set of nonlinear equations is very difficult computationally. There are advanced non-heuristic methods for exactly solving nonlinear equations, or exactly solving nonlinear least squares problems, but they are complicated and very computationally demanding, and rarely used in applications.

Given the difficulty of solving a set of nonlinear equations, or solving a nonlinear least squares problem, we must lower our expectations. We can only hope for methods that often find a solution (when one exists), or a method that produces a value of \( x \) with small residual norm, if not the smallest that is possible. Methods like this, that often work, or tend to produce a good if not the best possible point, are called **heuristics**. The \( k \)-means algorithm of chapter 4 is an example of a heuristic method. Solving linear equations, or linear least squares problems using the QR factorization are **not** heuristics; these methods **always** work.

### 15.1.4 Examples

In this section we list a few applications that reduce to solving a set of nonlinear equations, or a nonlinear least squares problem.

**Computing equilibrium points.** The idea of an equilibrium, where some type of consumption and generation balance each other, arises in many applications. Consumption and generation depend, often nonlinearly, on the values of some parameters, and the goal is to find values of the parameters that lead to equilibrium. These examples typically have \( m = n \), i.e., the system of nonlinear equations is square.

- **Equilibrium prices.** We consider \( n \) commodities or goods, with associated prices given by the \( n \)-vector \( p \). The demand for the \( n \) goods (an \( n \)-vector) is a nonlinear function of the prices, given by \( D(p) \). (In an example on page 102 we described an approximate model for demand that is accurate when the prices change from nominal values by few percent; here we consider the demand over a large range of prices.) The supply of the goods (an \( n \)-
vector) also depends on the prices, and is given by $S(p)$. (When the price for a good is high, for example, more producers are willing to produce it, so the supply increases.) A set of commodity prices $p$ is an *equilibrium price vector* if it results in supply balancing demand, *i.e.*, $S(p) = D(p)$. Finding a set of equilibrium prices is the same as solving the square set of nonlinear equations

$$f(p) = S(p) - D(p) = 0.$$  

(The vector $f(p)$ is called the excess supply, at the set of prices $p$.)

- **Chemical equilibrium.** We consider $n$ chemical species in a solution. The $n$-vector $c$ denotes the concentrations of the $n$ species. Reactions among the species consume some of them (the reactants) and generate others (the products). The rate of each reaction is a function of the concentrations of its reactants (and other parameters we assume are fixed, like temperature or presence of catalysts). We let $C(c)$ denote the vector of total consumption of the $n$ reactants, over all the reactions, and we let $G(c)$ denote the vector of generation of the $n$ reactants, over all reactions. A concentration vector $c$ is in chemical equilibrium if $C(c) = G(c)$, *i.e.*, the rate of consumption of all species balances the rate of generation. Computing a set of equilibrium concentrations is the same as solving the square set of nonlinear equations

$$f(c) = C(c) - G(c) = 0.$$  

- **Mechanical equilibrium.** A mechanical system in 3-D with $N$ nodes is characterized by the positions of the nodes, given by a $3N$-vector $q$ of the stacked node positions, called the *generalized position*. The net force on each node is a 3-vector, which depends on $q$, *i.e.*, the node positions. We describe this as a $3N$-vector of forces, $F(q)$. The system is in mechanical equilibrium if the net force on each node is zero, *i.e.*, $F(q) = 0$, a set of $3N$ nonlinear equations in $3N$ unknowns. (In this example we take into account only the forces at each node. A more realistic model include torques applied at each node, which leads to a set of $6N$ equations in $6N$ unknowns.)

- **Nash equilibrium.** We consider a simple setup for a mathematical game. Each of $n$ competing agents or participants chooses a number $x_i$. Each agent is given a (numerical) reward (say, money) that depends not only on her own choice, but on the choice of all the agents. The reward for agent $i$ is given by the function $R_i(x)$, called the payoff function. Each agent wishes to make a choice that maximizes her reward. This is complicated since the reward depends not only on her choice, but the choices of the other agents.

A Nash equilibrium is a set of choices given by the $n$-vector $x$ where no agent can improve (increase) her reward by changing her choice. Such a choice is argued to be ‘stable’ since no agent is incented to change her choice. At a Nash equilibrium $x_i$ maximizes $R_i(x)$, so we must have

$$\frac{\partial R_i}{\partial x_i}(x) = 0, \quad i = 1, \ldots, n.$$
This necessary condition for a Nash equilibrium is a square set of nonlinear
equations.

The idea of a Nash equilibrium is widely used in economics, social science,
and engineering. Nash was awarded the Nobel Prize in Economics for this
work in 1994.

**Nonlinear least squares examples.** Nonlinear least squares problems arise in
many of the same settings and applications as linear least squares problems.

- **Location from range measurements.** The 3-vector (or 2-vector) $x$ represents
  the location of some object or target in 3-D (or 2-D), which we wish to
determine or guess. We are given $m$ range measurements, i.e., the distance
from $x$ to some known locations $a_1, \ldots, a_m$,

$$
\rho_i = \|x - a_i\| + v_i, \quad i = 1, \ldots, m,
$$

where $v_i$ is an unknown measurement error, assumed to be small. Our esti-
mate $\hat{x}$ of the location is found by minimizing the sum of the squares of the
range residuals,

$$
\sum_{i=1}^{m} (\|x - a_i\| - \rho_i)^2.
$$

(A similar method is used in all GPS location systems, where $a_i$ are the
known locations of GPS satellites that are in view.)

- **Nonlinear model fitting.** We consider a data model $y \approx \hat{f}(x; \theta)$ where $f$ is not
  an affine function of the model parameter $p$-vector $\theta$ (as it is in chapter 11).
  We choose the model parameter by minimizing the sum of the squares of the
residuals over a data set with $N$ examples,

$$
\sum_{i=1}^{N} (\hat{f}(x_i; \theta) - y_i)^2. \quad (15.3)
$$

(As in linear least squares model fitting, we can add a regularization term to
this objective function.)

### 15.2 Gauss-Newton method

In this section we describe a powerful heuristic algorithm for the nonlinear least
squares problem (15.2) that bears the names of the two famous mathematicians
Carl Friedrich Gauss and Isaac Newton. We also describe a variation of the Gauss-
Newton method, known as the **Levenberg-Marquardt algorithm**.

The Gauss-Newton and Levenberg-Marquardt methods are iterative algorithms,
that generate a sequence of points $x^{(1)}$, $x^{(2)}$, \ldots. The vector $x^{(1)}$ is called the
**starting point** of the algorithm, and $x^{(k)}$ is called the $k$th **iterate**. Moving from $x^{(k)}$
15.2.1 The idea behind the algorithm

We first discuss the idea behind the Gauss-Newton algorithm. At each iteration \( k \), we form the affine approximation \( \hat{f} \) of \( f \) at the current iterate \( x^{(k)} \), given by the Taylor approximation

\[
\hat{f}(x; x^{(k)}) = f(x^{(k)}) + Df(x^{(k)})(x - x^{(k)}),
\]  

(15.4)

where the \( m \times n \) matrix \( Df(x^{(k)}) \) is the Jacobian or derivative matrix of \( f \) (see §7.3). The affine function \( \hat{f}(x; x^{(k)}) \) is a very good approximation of \( f(x) \) provided \( x \) is near \( x^{(k)} \), i.e., \( \|x - x^{(k)}\| \) is small.

Let us first assume that the derivative matrix \( Df(x^{(k)}) \) has linearly independent columns. In that case the minimizer of the approximation \( \|\hat{f}(x; x^{(k)})\|^2 \) is well defined and a natural choice for the next iterate \( x^{(k+1)} \). Moreover the minimizer can be computed efficiently using (linear) least squares methods. This is the choice made in the Gauss-Newton method. The problem with this approach is that the minimizer of the approximation may be far from the current iterate \( x^{(k)} \), in which case the approximation \( \hat{f}(x; x^{(k)}) \approx f(x) \) need not hold, which implies that \( \|\hat{f}(x; x^{(k)})\|^2 \approx \|f(x)\|^2 \) need not hold. In choosing \( x^{(k+1)} \), then, we have two objectives: We would like \( \|\hat{f}(x; x^{(k)})\|^2 \) small, and we would also like \( \|x - x^{(k)}\|^2 \) small. The first objective is an approximation of what we really want to minimize; the second objective expresses the idea that we should not move so far that we cannot trust the affine approximation. This suggests that we should choose \( x^{(k+1)} \) as the minimizer of

\[
\|\hat{f}(x; x^{(k)})\|^2 + \lambda^{(k)}\|x - x^{(k)}\|^2,
\]  

(15.5)

where \( \lambda^{(k)} \) is a positive parameter. (We add an iteration superscript to the parameter \( \lambda \) since it can take different values in different iterations.) For \( \lambda^{(k)} \) small, we primarily minimize the first term, the squared norm of the approximation; for \( \lambda^{(k)} \) large, we choose \( x^{(k+1)} \) near \( x^{(k)} \). This is known as the Levenberg-Marquardt method.

Computing the minimizer of (15.5) is a regularized least squares problem, and equivalent to minimizing

\[
\left\| \begin{bmatrix} Df(x^{(k)}) \sqrt{\lambda^{(k)}} I \\ \sqrt{\lambda^{(k)}} I \end{bmatrix} x - \begin{bmatrix} Df(x^{(k)})x^{(k)} - f(x^{(k)}) \\ \sqrt{\lambda^{(k)}}x^{(k)} \end{bmatrix} \right\|^2.
\]

Since \( \lambda^{(k)} \) is positive, the stacked matrix in this least squares problem has linearly independent columns, even when \( Df(x^{(k)}) \) does not. It follows that the solution of the least squares problem exists and is unique.

to \( x^{(k+1)} \) is called an iteration of the algorithm. We judge the iterates by the norm of the associated residuals, \( \|f(x^{(k)})\| \), or its square. The algorithm guarantees that

\[
\|f(x^{(k+1)})\| \leq \|f(x^{(k)})\|,
\]

t.e., the residual norm does not increase in any iteration. The algorithm is terminated when \( \|f(x^{(k)})\| \) is small enough, or when not enough progress has been made, or when a maximum number of iterations is reached.
15.2 Gauss-Newton method

From the normal equations of the least squares problem we can derive a useful expression for $x^{(k+1)}$:

$$
\left(Df(x^{(k)})^T Df(x^{(k)}) + \lambda^{(k)} I\right) x^{(k+1)} = \left(Df(x^{(k)})^T \left(Df(x^{(k)}) x^{(k)} - f(x^{(k)})\right) + \lambda^{(k)} x^{(k)}\right)
$$

and therefore

$$x^{(k+1)} = x^{(k)} - \left(Df(x^{(k)})^T Df(x^{(k)}) + \lambda^{(k)} I\right)^{-1} Df(x^{(k)})^T f(x^{(k)}). \quad (15.6)$$

The vector $Df(x^{(k)})^T f(x^{(k)})$ in this equation is one half the gradient of the cost function $\|f(x)\|^2$ of the nonlinear least squares problem, evaluated at $x^{(k)}$. The equation (15.6) shows that $x^{(k+1)} = x^{(k)}$ only when the gradient of the cost function at $x^{(k)}$ is zero, which is a necessary condition for $x^{(k)}$ to minimize $\|f(x)\|^2$.

The final issue is how to choose the parameter $\lambda^{(k)}$. When $\lambda^{(k)}$ is too small, $x^{(k+1)}$ can be far enough away from $x^{(k)}$ that $\|f(x^{(k+1)})\|^2 > \|f(x^{(k)})\|^2$ can hold, i.e., our true objective function increases, which is not what we want. When $\lambda^{(k)}$ is too large, the affine approximation is good, so the objective decreases (which is good), but we have $x^{(k+1)}$ very near $x^{(k)}$, so the decrease in objective is small, and it will take many iterations to make progress. We want $\lambda^{(k)}$ in between these two cases, big enough that the approximation holds well enough to get a decrease in objective, but not much bigger.

Several methods can be used to adjust $\lambda$. One simple method forms $x^{(k+1)}$ using the current value of $\lambda$ and checks if the objective has decreased. If it has we accept the new point and decrease $\lambda$ a bit for the next iteration. If the objective has not decreased, which means $\lambda$ is too small, we do not update the point $x^{k+1}$, and increase $\lambda$ substantially.

15.2.2 Levenberg-Marquardt algorithm

The ideas discussed in the previous section can be formalized as the Levenberg-Marquardt algorithm, given below.

**Algorithm 15.1** LEVENBERG-MARQUARDT METHOD FOR NONLINEAR LEAST SQUARES

given a differentiable function $f : \mathbb{R}^n \rightarrow \mathbb{R}^m$, an initial point $x^{(1)}$, $\lambda^{(1)} > 0$.

For $k = 1, 2, \ldots, k_{\text{max}}$

1. Form affine approximation at current iterate. Evaluate the Jacobian $Df(x^{(k)})$.

$$\hat{f}(x; x^{(k)}) = f(x^{(k)}) + Df(x^{(k)})(x - x^{(k)})$$

2. Compute tentative iterate. Set $x^{(k+1)}$ as minimizer of

$$\|\hat{f}(x; x^{(k)})\|^2 + \lambda^{(k)} \|x - x^{(k)}\|^2.$$
3. Check tentative iterate. If \( \| f(x^{(k+1)}) \|^2 < \| f(x^{(k)}) \|^2 \) holds accept iterate and reduce \( \lambda^{(k+1)} = 0.8 \lambda^{(k)} \).

Else, increase \( \lambda \) and do not update \( x \): \( \lambda^{(k+1)} = 2 \lambda^{(k)} \) and \( x^{(k+1)} = x^{(k)} \).

**Stopping criteria.** The algorithm is stopped before the maximum number of iterations if any of the following conditions hold.

- \( \| f(x^{(k+1)}) \|^2 \) is small enough. This means we have (almost) solved \( f(x) = 0 \).
- \( \| x^{(k+1)} - x^{(k)} \| \) is small. This means that the algorithm has (almost) converged.
- The test in step 3 fails too many consecutive times, or \( \lambda^{(k)} \) becomes larger than some given maximum value.

In the first case the algorithm terminates with a point (almost) satisfying \( f(x) = 0 \), so we have (almost) solved the equation \( f(x) = 0 \) (and therefore, also almost minimized \( \| f(x) \|^2 \)). In the second case, we can say that the gradient of \( \| f(x) \|^2 \) is small, so \( x^{(k)} \) (almost) satisfies the necessary condition for \( x \) to minimize \( \| f(x) \|^2 \). In this case and the last case, we can say very little for sure about the point computed. The point found may be a minimizer of \( \| f(x) \|^2 \), or perhaps not.

**Multiple runs.** It is common to run the Levenberg-Marquardt algorithm from several different starting points \( x^{(1)} \). If the final points found by running the algorithm from these different starting points are the same, or very close, it increases our confidence that we have found a solution of the nonlinear least squares problem, but we cannot be sure. If the different runs of the algorithm produce different points, we use the best one found, i.e., the one with the smallest value of \( \| f(x) \|^2 \). Like the \( k \)-means algorithm, which is also a heuristic, the Gauss-Newton and Levenberg-Marquardt algorithms are widely used in many applications, even if we cannot be sure that it has found a point that gives the smallest possible residual norm.

**Complexity.** Each execution of step 1 requires evaluating the derivative matrix of \( f \). The complexity of this step depends on the particular function \( f \). Each execution of step 2 requires the solution of a regularized least squares problem. Using the QR factorization of the stacked matrix this requires \( 2(m + n)n^2 \) flops (see §13.5). When \( m \) is on the order of \( n \), or larger, this is the same order as \( mn^2 \). When \( m \) is much smaller than \( n \), \( x^{(k+1)} \) can be computed using the kernel trick described in §13.5, which requires \( 2mn^2 \) flops.

**15.2.3 Examples**

**Location from range measurements.** We illustrate algorithm 15.1 with a small instance of the location from range measurements problem, with five points \( a_i \) in a plane, shown in figure 15.1. The range measurements \( \rho_i \) are the distances of these points to the ‘true’ point \( (1, 1) \), plus some measurement errors. Figure 15.1 also
Figure 15.1 Contour lines of $\|f(x)\|^2$ where $f_i(x) = \|x - a_i\| - \rho_i$. The dots show the points $a_i$, and the point marked with a star is the point that minimizes $\|f(x)\|^2$.

shows the level curves of $\|f(x)\|^2$, and the point $(1.18, 0.82)$ (marked with a star) that minimizes $\|f(x)\|^2$. (This point is close to, but not equal to, the ‘true’ value $(1,1)$, due to the noise added to the range measurements.) Figure 15.2 shows the graph of $\|f(x)\|$.

We run algorithm 15.1 from three different starting points,

$$x^{(1)} = (1.8, 3.5), \quad x^{(1)} = (2.2, 3.5), \quad x^{(1)} = (3.0, 1.5),$$

with $\lambda^{(1)} = 0.1$. Figure 15.3 shows the iterates $x^{(k)}$ for the three starting points. When started at $(1.8, 3.5)$ (blue circles) or $(3.0, 1.5)$ (brown diamonds) the algorithm converges to $(1.18, 0.82)$, the point that minimizes $\|f(x)\|^2$. When the algorithm is started at $(2.2, 3.5)$ the algorithm converges to a non-optimal point $(2.98, 2.12)$ (which gives a poor estimate of the ‘true’ location $(1,1)$). The values of $\|f(x^{(k)})\|^2$ versus iteration $k$ are shown in figure 15.4.

The value of the regularization parameter $\lambda^{(k)}$ during the iteration is shown in figure 15.5. As can be seen from this figure, in the first run of the algorithm (blue circles), $\lambda^{(k)}$ is increased in the third iteration. Correspondingly, $x^{(3)} = x^{(4)}$ in figure 15.4. For the second starting point (red squares) $\lambda^{(k)}$ decreases monotonically. For the third starting point (brown diamonds) $\lambda^{(k)}$ increases in iterations 2 and 4.
Figure 15.2 Graph of $\|f(x)\|$ in the location from range measurements example.

Figure 15.3 Iterates of the Gauss-Newton method started at three different starting points.
15.2 Gauss-Newton method

Figure 15.4 Value of $\|f(x^{(k)})\|^2$ versus iteration number $k$ for the three starting points.

Figure 15.5 Value of $\lambda(x^{(k)})$ versus iteration number $k$ for the three starting points, and with initial value $\lambda^{(1)} = 0.1$. 
15.3 Nonlinear model fitting

Example. Figure [15.6] shows a nonlinear model fitting example. The model is an exponentially decaying sinusoid

\[ \hat{f}(x; \theta) = \theta_1 e^{\theta_2 x} \cos(\theta_3 x + \theta_4), \]

with four parameters \( \theta_i \). We fit this model to 60 points \((x_i, y_i)\) by minimizing the sum of the squared residuals (15.3) over the four parameters.

Orthogonal distance regression. Suppose

\[ \hat{f}(x; \theta) = \theta_1 f_1(x) + \cdots + \theta_p f_p(x) \]

is a model from \( \mathbb{R}^n \to \mathbb{R} \), with differentiable basis functions \( f_i \). The model that minimizes the sum of the squared distances of \( N \) points \((x_i, y_i)\) to the graph of \( \hat{f} \) can be computed by solving a nonlinear least squares problem

\[
\begin{aligned}
\text{minimize} & \quad \sum_{i=1}^{N} (\hat{f}(u_i; \theta) - y_i)^2 + \sum_{i=1}^{N} \|u_i - x_i\|^2 \\
\text{with variables} & \quad \theta_1, \ldots, \theta_p, \text{ and } u_1, \ldots, u_N.
\end{aligned}
\]

Figure [15.7] shows a cubic polynomial fitted to 25 points using this method. The open circles are the points \((x_i, y_i)\). The small circles on the graph of the polynomial are the points \((u_i, \hat{f}(u_i; \theta))\).
15.4 Nonlinear least squares classification

In this section we describe a nonlinear extension of the least squares classification method discussed in chapters 12 and 13 that typically out-performs the basic least squares classifier in practice.

The Boolean classifier of chapter 12 is based on fitting a linearly parametrized function

$$\hat{f}(x) = \theta_1 f_1(x) + \cdots + \theta_f(x)$$

to the data points \((x_i, y_i)\), where \(y_i \in \{-1, 1\}\). The classifier itself is given by \(\hat{f}(x) = \text{sign}(\hat{f}(x))\), which means that a correct classification is made when the sign of \(\hat{f}(x)\) is correct. In chapter 12 the parameter vector \(\theta\) is chosen by minimizing the sum of squares of the residuals \(\hat{f}(x_i) - y_i\) on the data set (plus, optionally, a regularization term). This does roughly what we want, since it results in parameter values for which \(\hat{f}(x_i) \approx y_i\).

But our true goal is that we want \(\hat{f}(x_i)\) to be positive when \(y_i = +1\) and negative when \(y_i = -1\). To see that there is a difference between the two goals, suppose that \(y_i = +1\), and \(\hat{f}(x_i) = +3\). This is good according to our true goal, and results in a correct prediction on data point \(i\). But it is bad according to the least squares criterion, which assesses a cost of \(4 = (3 - 1)^2\) to this residual. On the other hand, suppose that \(\hat{f}(x_i) = -1\). According to the least squares criterion, this has the same cost, \(4 = (3 - 1)^2\), as the former case. But this case is clearly bad, and results in an incorrect prediction on data point \(i\).

We can formulate an optimization problem for \(\theta\) that is closer to what we want as a nonlinear least squares problem,

$$\text{minimize} \sum_{i=1}^{N} (\phi(\hat{f}(x_i)) - y_i)^2,$$  \hspace{1cm} (15.7)
where $\phi(u)$ is a differentiable approximation of the sign function, for example, the sigmoid function shown in figure 15.8.

**Example.** We test the idea on the MNIST set of handwritten digits used in chapters 12 and 13. We first consider the Boolean problem of recognizing the digit 0. We use linear features, i.e.,

$$\tilde{f}(x) = v + x^T \beta,$$

where $x$ is the 784-vector of pixel intensities. To determine the parameters $v$ and $\beta$ we solve a nonlinear least squares problem

$$\minimize \sum_{i=1}^{N} (\phi(x_i^T \beta + v) - y_i)^2 + \gamma \| \beta \|^2,$$  \hspace{1cm} (15.8)

with the function $\phi$ of figure 15.8. Figure 15.9 shows the classification errors on the data and test set as a function of the regularization parameter $\gamma$. For $\gamma = 100$, the classification errors on data and training set are 0.7%. This is less than half the 1.6% error of the Boolean least squares classifier that used the same features, discussed in chapter 12. The confusion matrices for the data set and test set are as follows.

<table>
<thead>
<tr>
<th>Prediction</th>
<th>Outcome</th>
<th>$\hat{y} = +1$</th>
<th>$\hat{y} = -1$</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>$y = +1$</td>
<td>5627</td>
<td>296</td>
<td>5923</td>
<td></td>
</tr>
<tr>
<td>$y = -1$</td>
<td>147</td>
<td>53930</td>
<td>54077</td>
<td></td>
</tr>
<tr>
<td>All</td>
<td>5774</td>
<td>54226</td>
<td>60000</td>
<td></td>
</tr>
</tbody>
</table>

Figure 15.10 shows the distribution of the values of $\tilde{f}(x_i)$ for the two subclasses of the data set. The bottom part of the figure shows the true positive, false positive, and total error rate versus the threshold $\alpha$, when a skewed decision function $\hat{f}(x) = \text{sign}(\tilde{f}(x) - \alpha)$ is used. Figure 15.11 is the ROC curve on the data set.
Multi-class classifier. Next we apply the nonlinear least squares method to the multi-class classification of recognizing the ten digits in the MNIST data set. For each digit $k$, we compute a Boolean classifier $\hat{f}_k(x) = x^T \beta_k + v_k$ by solving a regularized nonlinear least squares problem (15.8). The same value of $\gamma$ is used in the ten nonlinear least squares problems. The Boolean classifiers are combined into a multi-class classifier $\hat{f}(x) = \arg\max_{k=0, \ldots, 9} (x^T \beta_k + v_k)$.

Figure 15.12 shows the classification errors versus $\gamma$. The confusion matrix (for $\gamma = 1$) for the test set is as follows:

<table>
<thead>
<tr>
<th>Prediction</th>
<th>Digit</th>
<th>0</th>
<th>1</th>
<th>2</th>
<th>3</th>
<th>4</th>
<th>5</th>
<th>6</th>
<th>7</th>
<th>8</th>
<th>9</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>962</td>
<td>0</td>
<td>0</td>
<td>2</td>
<td>0</td>
<td>2</td>
<td>7</td>
<td>3</td>
<td>3</td>
<td>1</td>
<td>980</td>
<td></td>
</tr>
<tr>
<td>1</td>
<td>0</td>
<td>1113</td>
<td>3</td>
<td>3</td>
<td>0</td>
<td>1</td>
<td>4</td>
<td>1</td>
<td>10</td>
<td>0</td>
<td>1135</td>
<td></td>
</tr>
<tr>
<td>2</td>
<td>5</td>
<td>6</td>
<td>934</td>
<td>10</td>
<td>8</td>
<td>4</td>
<td>12</td>
<td>11</td>
<td>39</td>
<td>3</td>
<td>1032</td>
<td></td>
</tr>
<tr>
<td>3</td>
<td>4</td>
<td>0</td>
<td>20</td>
<td>924</td>
<td>3</td>
<td>21</td>
<td>2</td>
<td>9</td>
<td>19</td>
<td>8</td>
<td>1010</td>
<td></td>
</tr>
<tr>
<td>4</td>
<td>1</td>
<td>1</td>
<td>5</td>
<td>2</td>
<td>913</td>
<td>0</td>
<td>10</td>
<td>3</td>
<td>11</td>
<td>36</td>
<td>982</td>
<td></td>
</tr>
<tr>
<td>5</td>
<td>6</td>
<td>2</td>
<td>32</td>
<td>9</td>
<td>788</td>
<td>17</td>
<td>6</td>
<td>24</td>
<td>6</td>
<td>892</td>
<td></td>
<td></td>
</tr>
<tr>
<td>6</td>
<td>9</td>
<td>3</td>
<td>4</td>
<td>1</td>
<td>6</td>
<td>20</td>
<td>908</td>
<td>1</td>
<td>6</td>
<td>0</td>
<td>958</td>
<td></td>
</tr>
<tr>
<td>7</td>
<td>3</td>
<td>6</td>
<td>25</td>
<td>5</td>
<td>7</td>
<td>2</td>
<td>0</td>
<td>952</td>
<td>3</td>
<td>25</td>
<td>1028</td>
<td></td>
</tr>
<tr>
<td>8</td>
<td>11</td>
<td>10</td>
<td>4</td>
<td>18</td>
<td>11</td>
<td>29</td>
<td>9</td>
<td>11</td>
<td>867</td>
<td>4</td>
<td>974</td>
<td></td>
</tr>
<tr>
<td>9</td>
<td>8</td>
<td>6</td>
<td>0</td>
<td>14</td>
<td>43</td>
<td>8</td>
<td>1</td>
<td>19</td>
<td>24</td>
<td>886</td>
<td>1009</td>
<td></td>
</tr>
<tr>
<td>All</td>
<td>1009</td>
<td>1147</td>
<td>997</td>
<td>1011</td>
<td>1000</td>
<td>875</td>
<td>970</td>
<td>1016</td>
<td>1006</td>
<td>969</td>
<td>10000</td>
<td></td>
</tr>
</tbody>
</table>

The classification error is 7.5%, down from the 13.5% error we obtained for the same set of features with the least squares method of chapter 13.
Figure 15.10 Top. The distribution of the values of $\tilde{f}(x_i)$ used in the Boolean classifier (12.1) for recognizing the digit zero. The function $\tilde{f}$ was computed by solving the nonlinear least squares problem (15.7). Bottom. True positive, false positive, and total error rate versus decision threshold $\alpha$. 
Figure 15.11 ROC curve.

Figure 15.12 Multiclass classification error in percent versus $\gamma$. 

Appendices
Appendix A

Notation

**Vectors**

\[
\begin{bmatrix}
  x_1 \\
  \vdots \\
  x_n
\end{bmatrix}
\]

- \(n\)-vector with entries \(x_1, \ldots, x_n\).

\((x_1, \ldots, x_n)\)

- \(n\)-vector with entries \(x_1, \ldots, x_n\).

\(x_i\)

- The \(i\)th element of a vector \(x\).

\(x_{r:s}\)

- Subvector with entries from \(r\) to \(s\).

\(0\)

- Vector with all components zero.

\(1\)

- Vector with all components one.

\(e_i\)

- The \(i\)th standard basis vector.

\(x^T y\)

- Inner product of vectors \(x\) and \(y\).

\(\|x\|\)

- Norm of vector \(x\).

\(\text{rms}(x)\)

- RMS value of a vector \(x\).

\(\text{avg}(x)\)

- Average of entries of a vector \(x\).

\(\text{std}(x)\)

- Standard deviation of a vector \(x\).

\(\text{dist}(x, y)\)

- Distance between points \(x\) and \(y\).

\(\angle(x, y)\)

- Angle between vectors \(x\) and \(y\).

\(x \perp y\)

- Vectors \(x\) and \(y\) are orthogonal.

**Matrices**

\[
\begin{bmatrix}
  X_{11} & \cdots & X_{1n} \\
  \vdots & \ddots & \vdots \\
  X_{m1} & \cdots & X_{mn}
\end{bmatrix}
\]

- \(m \times n\) matrix with entries \(X_{11}, \ldots, X_{mn}\).

\(X_{ij}\)

- The \(i, j\)th element of a matrix \(X\).

\(X_{r:s,p:q}\)

- Submatrix with row range \(r\) to \(s\) and column range \(p\) to \(q\).

\(0\)

- Matrix with all entries 0.

\(I\)

- Identity matrix.

\(X^T\)

- Transpose of matrix \(X\).
$X^k$  
Matrix $X$ to the $k$th power.

$X^{-1}$  
Inverse of matrix $X$.

$X^{-T}$  
Inverse of transpose of matrix $X$.

$X^\dagger$  
Pseudo-inverse of matrix $X$.

diag$(x)$  
Diagonal matrix with diagonal entries $x_1, \ldots, x_n$.

**Functions and derivatives**

$f : A \to B$  
$f$ is a function on the set $A$ into the set $B$.

$\nabla f(z)$  
Gradient of function $f : \mathbb{R}^n \to \mathbb{R}$ at $z$.

$Df(z)$  
Derivative (Jacobian) matrix of function $f : \mathbb{R}^n \to \mathbb{R}^m$ at $z$.

**Ellipsis notation**

In this book we use standard mathematical ellipsis notation in lists and sums. We write $k, \ldots, l$ to mean the list of all integers from $k$ to $l$. For example, $3, \ldots, 7$ means $3, 4, 5, 6, 7$. This is used to describe a list of numbers or vectors, or in sums, as in $\sum_{i=1}^{3} a_i$, which we also write as $a_1 + \cdots + a_n$. Both of these mean the sum of the $n$ terms $a_1, a_2, \ldots, a_n$.

**Sets**

In a few places in this book we encounter the mathematical concept of sets. The notation $\{a_1, \ldots, a_n\}$ refers to a set with elements $a_1, \ldots, a_n$. This is not the same as the vector with elements $a_1, \ldots, a_n$, which is denoted $(a_1, \ldots, a_n)$. For sets the order does not matter, so, for example, we have $\{1, 2, 6\} = \{6, 1, 2\}$. We can also specify a set by giving conditions that its entries must satisfy, using the notation $\{x \mid \text{condition}(x)\}$, which means the set of $x$ that satisfy the condition, which depends on $x$. We say that a set contains its elements, or that the elements are in the set, using the symbol $\in$, as in $2 \in \{1, 2, 6\}$.

We can use sets to describe a sum over some elements in a list. The notation $\sum_{i \in S} x_i$ means the sum over all $x_i$ for which $i$ is in the set $S$.

A few sets have specific names: $\mathbb{R}$ is the set of real numbers (or scalars), and $\mathbb{R}^n$: the set of all $n$-vectors. So $\alpha \in \mathbb{R}$ means that $\alpha$ is a number, and $x \in \mathbb{R}^n$ means that $x$ is an $n$-vector.
Appendix B

Complexity

Here we summarize approximate complexities or flop counts of various operations and algorithms encountered in the book. We drop terms of lower order. When the operands or arguments are sparse, and the operation or algorithm has been modified to take advantage of sparsity, the flop counts can be dramatically lower than those given here.

Vector operations

In the table below, $x$ and $y$ are $n$-vectors and $a$ is a scalar.

<table>
<thead>
<tr>
<th>Operation</th>
<th>Flop Count</th>
</tr>
</thead>
<tbody>
<tr>
<td>$ax$</td>
<td>$n$</td>
</tr>
<tr>
<td>$x + y$</td>
<td>$n$</td>
</tr>
<tr>
<td>$x^T y$</td>
<td>$2n$</td>
</tr>
<tr>
<td>$|x|$</td>
<td>$2n$</td>
</tr>
<tr>
<td>$|x - y|$</td>
<td>$3n$</td>
</tr>
<tr>
<td>$\text{rms}(x)$</td>
<td>$2n$</td>
</tr>
<tr>
<td>$\text{std}(x)$</td>
<td>$4n$</td>
</tr>
<tr>
<td>$\zeta(x, y)$</td>
<td>$6n$</td>
</tr>
</tbody>
</table>

The convolution $a*b$ of an $n$-vector $a$ and $m$-vector $b$ can be computed by a special algorithm that requires $5(m + n) \log_2(m + n)$ flops.

Matrix operations

In the table below, $A$ and $B$ are $m \times n$ matrices, $C$ is an $m \times p$ matrix, $x$ is an $n$-vector, and $a$ is a scalar.

<table>
<thead>
<tr>
<th>Operation</th>
<th>Flop Count</th>
</tr>
</thead>
<tbody>
<tr>
<td>$aA$</td>
<td>$mn$</td>
</tr>
<tr>
<td>$A + B$</td>
<td>$mn$</td>
</tr>
<tr>
<td>$Ax$</td>
<td>$2mn$</td>
</tr>
<tr>
<td>$AC$</td>
<td>$2mnp$</td>
</tr>
<tr>
<td>$A^T A$</td>
<td>$mn^2$</td>
</tr>
</tbody>
</table>
Factorization and inverses

In the table below, $A$ is a tall or square $m \times n$ matrix, $R$ is an $n \times n$ triangular matrix, and $b$ is an $n$-vector. We assume the factorization or inverses exist; in particular in any expression involving $A^{-1}$, $A$ must be square.

<table>
<thead>
<tr>
<th>Operation</th>
<th>Complexity</th>
<th>Complexity</th>
</tr>
</thead>
<tbody>
<tr>
<td>QR factorization</td>
<td>$2mn^2$</td>
<td>$n^2$</td>
</tr>
<tr>
<td>$R^{-1}b$</td>
<td>$2n^3$</td>
<td>$3n^3$</td>
</tr>
<tr>
<td>$A^{-1}b$</td>
<td>$2mn^2$</td>
<td>$n^2$</td>
</tr>
<tr>
<td>$A^\dagger$</td>
<td>$2mn^2$</td>
<td>$n^2$</td>
</tr>
</tbody>
</table>

The pseudo-inverse $A^\dagger$ of a wide $m \times n$ matrix (with independent rows) can be computed in $2m^2n$ flops.

Solving least squares problems

In the table below, $A$ is an $m \times n$ matrix, $C$ is a wide $p \times n$ matrix, and $b$ is an $m$-vector. We assume the associated independence conditions hold.

<table>
<thead>
<tr>
<th>Objective</th>
<th>Complexity</th>
<th>Complexity</th>
</tr>
</thead>
<tbody>
<tr>
<td>Minimize $|Ax - b|^2$</td>
<td>$2mn^2$</td>
<td>$2mnp^2$</td>
</tr>
<tr>
<td>Minimize $|Ax - b|^2$ subject to $Cx = d$</td>
<td>$2mnp^2$</td>
<td>$2mnp^2$</td>
</tr>
<tr>
<td>Minimize $|x|^2$ subject to $Cx = d$</td>
<td>$2mnp^2$</td>
<td>$2mnp^2$</td>
</tr>
</tbody>
</table>

Big-times-small-squared mnemonic

Many of the complexities listed above that involve two dimensions can be remembered using a simple mnemonic: The cost is

$$2 \times (\text{big}) \times (\text{small})^2 \text{ flops},$$

where big and small refer to big and small problem dimensions. We list some specific examples of this rule below.

- In the QR factorization of an $m \times n$ matrix, we have $m \geq n$, so $m$ is the big dimension and $n$ is the small dimension. The complexity is $2mn^2$ flops.

- Computing the pseudo-inverse $A^\dagger$ of an $m \times n$ matrix $A$ when $A$ is tall (and has independent columns) costs $2mn^2$ flops. When $A$ is wide (and has independent rows), it is $2nm^2$ flops.

- For least squares, we have $m \geq n$, so $m$ is the big dimension and $n$ is the small dimension. The cost of computing the least squares approximate solution is $2mn^2$ flops.

- For the least norm problem, we have $p \leq n$, so $n$ is the big dimension and $p$ is the small dimension. The cost is $2np^2$ flops.

- The constrained least squares problem involves two matrices $A$ and $C$, and three dimensions that satisfy $m + p \geq n$. The numbers $m + p$ and $n$ are the big and small dimensions of the stacked matrix $\begin{bmatrix} A \\ C \end{bmatrix}$. The cost of solving the constrained least squares problem is $2(m + p)n^2$ flops.